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Abstract

This thesis considers texture reconstruction for scanned 3D models.

Given a geometric model and several photographs of the object, the

texture is reconstructed in two steps: firstly, the images are registered

(aligned) to the model, and, secondly, the texture is constructed from

images. We split the first problem into initial registration, followed by

optimization of the registration, and focus on the optimization part.

We propose a framework which registers the images jointly, exploiting

the model-image and image-image relations, using the mutual infor-

mation criterion. The optimization uses a stochastic gradient-based

algorithm, and its time complexity does not depend on the resolu-

tion of the data. We applied the framework to several models, and

we achieved accuracy in the order of one pixel. We propose a novel

evaluation method using epipolar geometry, and analyze three mea-

sures that allow comparison of texture registration with camera cal-

ibration data (weak calibration). The method is intended to detect

biases of the texture registration. The proposed measures are well

known in computer vision, and we investigated new aspects about

them. We compared our texture registration algorithm with a state

of the art camera calibration algorithm, and confirmed the high ac-

curacy of our method. Finally, we developed a multi-band blending

algorithm, based on the partition of unity over a mesh, to build a

seamless texture.



Zusammenfassung

Die vorliegende Arbeit beschäftigt sich mit der Textur-Rekonstruktion

von gescannten 3D Modellen. Für ein gegebenes geometrisches Mod-

ell und mehrere Fotoaufnahmen von einem Objekt wird die Textur

in zwei Schritten rekonstruiert: als erstes werden die Abbildungen

im Bezug auf das Modell registriert (ausgerichtet) und als zweites

wird aus den Abbildungen die Textur erstellt. Wir teilen das er-

ste Problem in Erst-Registrierung und nachfolgende Optimierung auf

und beschäftigen uns im Wesentlichen mit der Optimierung. Wir

schlagen eine Optimierung-Strategie vor, die eine gemeinsame Reg-

istrierung von Abbildungen erlaubt. Dies wird dadurch erreicht, dass

in jedem Optimierungsschritt sowohl die Modell-Abbildung als auch

die Abbildung-Abbildung Relationen unter der Verwendung des Kri-

teriums der relativen Entropie (eng., Mutual Information criterion)

berücksichtigt werden. Die Optimierung baut auf einem stochastis-

chen gradientbasierten Algorithmus dessen Komplexität von der Daten-

Auflösung unabhängig ist. Wir haben das Verfahren auf mehrere

Modelle angewendet und haben Genauigkeiten in der Größenordnung

von einem Pixel festgestellt. Wir schlagen eine neue in der epipo-

laren Geometrie formulierte Evaluation-Methode vor und analisieren

drei Fehlermaße die einen Vergleich von Textur-Registrierungen mit

Kamera-Kalibrierungsdaten (schwache Kalibrierung) erlaubt. Die Meth-

ode zielt darauf die systematischen Fehler in der Textur-Registrierung

festzustellen. Die vorgeschlagenen Fehlermaße sind im Bereich Com-

puter Vision wohl bekannt. In dieser Arbeit werden ihre neuen As-

pekte untersucht. Ein Vergleich von unserem Registrieungsverfahren

mit einem etablierten Kamera-Kalibrierungsalgorithmus hat die hohe



Genauigkeit unserer Methode besttigt. Als letztes, haben wir einen

multi-band blending Algorithmus entwickelt, der auf der Methode

”Partition of unity” auf einem 3D Modell basiert, um eine nahtlose

Textur zu erhalten.
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Chapter 1

Introduction

The progress in digital acquisition technology, witnessed over the last two decades,

made 3D acquisition devices affordable. Even more rapid was the advance in

graphics hardware, with graphic cards having the highest rate of development

from all areas of PC technology. In this context, virtual reality applications,

ranging from entertainment, cultural heritage, to retail, have the potential of

being widely used on home computers, by non-specialist users. Digitizing real-

world objects and accurately capturing the details, without intervention of a

specialist, is necessary for the success of such applications.

There are two components of a digital 3D model: the geometrical represen-

tation of the surface, and the surface properties; several acquisition and pre-

processing steps are performed before the model is compactly represented in the

final form. In a typical pipeline, the surface is acquired in several pieces, as depth

images, which are registered to build the geometric model; the surface properties

are also acquired in a piece-wise manner and registered to the surface. Several

pre-processing algorithms de-noise the geometry, build a representation for the

geometry, remove illumination artifacts from images, and represent the texture

in conformity with the geometry. The pipeline is, however, not constrained to

this framework; for instance, the geometry and the texture can be acquired and

registered jointly; a detailed presentation of the 3D acquisition pipeline is given

in [5].

In this work we disregard the geometry acquisition, and focus on the prob-

lems related to texture. We assume known geometry and several images with the
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1.1 Parametrization, Representation, and Acquisition of 3D Models

Figure 1.1: From left: depth image, rendered surface, rendered textured surface,

photograph.

object, and present a solution for accurate image-to-surface registration, which

necessitates minimal user intervention. The illumination artifacts are eliminated,

and the texture is constructed automatically, resulting a ready-to-use textured

model. We emphasize the optimization involved in the registration, and we pro-

pose a new evaluation method.

In this chapter we will describe the representation of geometry and texture,

the necessary steps for acquisition and construction of geometry and texture, and

motivate this work. We will give some examples of signal registration, formalize

the registration problem, and classify the general approaches. We will introduce

multi-objective optimization concepts, which are relevant for this work. Then,

we will present the relevant literature, mention the shortcomings, show the con-

tributions of the thesis, and, finally, we will give the thesis road map.

1.1 Parametrization, Representation, and Ac-

quisition of 3D Models

A description of a solid object useful for many applications, such as rendering

and simulation, is the digital representation of its surface. The idealized model

2



1.1 Parametrization, Representation, and Acquisition of 3D Models

of the surface of any real object is an unbounded two-dimensional manifold (2-

manifold), embedded in R3. The surface manifold is a subset of R3 which looks

like R2 in the neighborhood of any point.

Definition. An m-dimensional unbounded topological manifold embedded in

a topological space T, m > 0, is a connected set S ⊂ T, such that, for any point

p ∈ S, there exists an open set U ⊂ Rm, and an open set W ⊂ T containing

p, such that S ∩W is homeomorphic to U . A homeomorphism is a continuous

invertible map, whose inverse is also continuous.

Commonly, the topological space is Rn, n > m. For surface representation,

we are interested in two-dimensional manifolds embedded in R3.

A surface with holes can be described by a bounded 2-manifold. While the

unbounded manifold is everywhere locally homeomorphic to a disk, some points

of a bounded manifold are locally homeomorphic to a half-disk. These points form

the boundary of the surface, which is a collection of one-dimensional manifolds. In

computer graphics it is common to use unrealistic models of objects represented

as bounded manifolds, such as leaves modeled without volume.

A patch is an open set on a manifold homeomorphic to a disk (Figure 1.2).

The homeomorphism is called chart. The interior of a polygon, or the hemisphere

(without the boundary), are surface patches. The whole sphere is not a surface

patch.

Manifolds can have additional properties, such as differentiability and ori-

entability [8] (p. 68, 70). Differentiable manifolds allow defining a tangent space

at any point of the manifold. For any point of a differentiable and orientable 2-

manifold we can define a normal vector, and inner and outer sides of the surface

(see Figure 1.4). The surface of a real object is an orientable manifold.

1.1.1 Surface Parametrization

A parametrization of the surface S on the surface U is a bijective mapping φ : U →
S. If S and U have the same topology, it is possible to find a one-to-one mapping

between them. A parametrization is useful when it is more convenient to handle

the surface S through the parameter space U . Examples are parametrization of a

surface patch over a disk in R2, or parametrization of an unbounded surface over
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a sphere. The parametrization may be isometric (the distances over the surface

are preserved), conformal (angles are preserved), equiareal (areas are preserved),

a.s.o. We refer to recent surveys [24; 65] for details.

The surface patches are topologically equivalent to a disk and therefore can be

parametrized over one, although it may not be possible to find a parametrization

without metric distortions 1. The surfaces represented as unbounded manifolds

cannot be parametrized over disks. Instead, an open covering {Si} of an un-

bounded manifold S, i = 1, . . . , n, could be used to construct a parametrization,

if any Si is topologically equivalent to a disk. The collection of open sets {Si}
is an open covering of S if S ⊆ ∪iSi. The set of all charts {φi, Ui}, each chart

associated with Si, is called an atlas of S.

The parametrization may be used to define a surface; for instance, the surface

of a hemisphere can be defined as S(θ, γ) = (cos(θ)cos(γ), cos(θ)sin(γ), sin(θ))

over the parameter space (−0.5π, 0.5π) × (0, π). This is useful especially for

surfaces of CAD models; for the complex surfaces modeling real objects, mesh or

point-set representations are preferred.

S

U

Figure 1.2: The surface patch S is parametrized over the disk U with the mapping

φ.

1A well known result from differential geometry is that, for a general surface patch, there
is no isometric parametrization on the plane [54].
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1.1.2 Mesh Representation of Surfaces

The most common digital representation of a surface is the polygonal mesh. With-

out restraining generality we will refer only to triangular meshes.

Let {1, 2, . . . , n} be a set of n labels. A set σ of k + 1 labels is called an

abstract k-simplex. We call 0-simplices vertices, 1-simplices edges, 2-simplices

triangles, a.s.o. The (−1)-simplex is the empty set.

Definition. A finite set K of simplices, such that any σ ∈ K has maximum k

elements, defines an abstract simplicial k-complex, if, for any β ⊆ σ, then β ∈ K.

A face of a simplex is any subset of a simplex. Note that the empty set is an

element of every simplex, and also an element of the abstract simplicial complex.

Definition. A manifold mesh M over R3 is a pair (K,V ), where K is an

abstract simplicial 2-complex which contains n vertices, and V is a set of n

positions in R3 associated with the vertices, such that the geometrical realization

of M is a 2-dimensional manifold.

The abstract simplicial complex K represents the connectivity of the mesh,

and it is composed of vertices, edges, and triangles. The topological realization of

M in Rn, denoted |K|, is obtained in the following way: we identify the vertices

{1}, . . . , {n} with the standard basis in Rn; for any simplex σ, let |σ| be the

convex hull of its vertices in Rn; then, |K| = ∪σ∈K |σ|.
The geometric realization (surface) of M is the image obtained by a linear

map of |K| to R3, with the elements of the basis in Rn mapped to the 3D

positions associated with the vertices. Any point of the geometric realization

has a coordinate vector in Rn with at most three non-zero entries, which are

also non-negative, called barycentric coordinate vector with respect to K of the

respective point.

Note. The abstract simplex and the abstract simplicial complex, defined

before, should not be confused with the simplex and the simplicial complex, for

which we give the definitions in the following.

Definition. In a Euclidean space of dimension at least n, a n-simplex is the

convex hull of a set of n+1 affinely independent points {p1, . . . , pn+1}. The points

are affinely independent if none of them is a linear combination of the others. The
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convex hull is defined as the set of all points which are linear combinations of the

points p1, . . . , pn+1, with positive weights summing to 1.

Definition. A simplicial k-complex K consists in a set of simplices with

dimension at most k, such that:

• any non-empty subset of a simplex in K is also a simplex in K, and

• for any σ, θ ∈ K two simplices, σ ∩ θ is a face contained in both σ and θ.

For surface representation, we are interested in simplicial 2-complexes defined

over R3.

The simplex and simplicial complex are the geometric realizations of the ab-

stract simplex and the abstract simplicial complex. Any geometrical realization

of a mesh is a simplicial complex; however, not any simplicial complex has an

equivalent mesh (because of the manifold constraint). From now on, we will refer

to the geometrical realization of a mesh simply using the term mesh.

The simplicial complex associated with a mesh allows defining a neighborhood

relation. The neighborhood of a simplex σ, on a simplicial complex, consists in

the set of all simplices θ, such that there is a face f of σ, different than the empty

set, and a simplex γ, so that f and θ are faces of γ (Figure 1.3).

Figure 1.3: The neighborhood of a vertex (left), edge (middle), and triangle

(right), on a simplicial complex.

The mesh is piece-wise differentiable (piece-wise linear) and has normals for

any point in the interior of a triangle. For some applications, such as rendering, we

can associate a ”normal” vector to the vertices, computed as the weighted mean

of the adjacent triangles’ normals. For instance the Phong shading technique,

based on interpolating the vertex normals inside the triangles, achieves better
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results than flat shading, which is obtained using a constant normal vector for

each triangle (Figure 1.4).

Figure 1.4: Each triangle of the mesh has a normal vector. On the left image, for

each vertex we show the normal vectors of the adjacent triangles. On the right

image, the vertex normal is the average normal of the adjacent triangles. The

surface is rendered with flat shading (left) and Phong shading (right).

1.1.3 Point-set Representation of Surfaces

A surface can be simply represented by a set of points associated with 3D po-

sitions, and modeled implicitly, as the zero-set of a function depending on the

points [2], or using a projection operator, such as moving least squares (MLS) [44].

An implicit surface can be converted to a mesh, i.e., using the popular marching

cubes algorithm [45]. The points may also be meshed, using, for instance, De-

launay triangulation [17], to obtain a surface representation. Attributes, such as

surface normals, can be associated to each point.

Rendering point-sets instead of meshes is useful for very large, densely sampled

models. The point-based representation is advantageous when the resolution of

the model is high compared to the rendered resolution, for instance when there

are several points for any rendered pixel.
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A new primitive for rendering, called surfel, was defined by a 3D position, a

normal and a radius [55], and proved to be very successful in a rendering technique

called splatting.

Figure 1.5: Surface represented as a point collection and rendered using surfels.

When the disks associated with the points are large enough, the rendering gives

the impression of a continuous surface.

1.1.4 Surface Acquisition

The geometry describing the surface of 3D models is commonly acquired with

3D scanners. Several technologies can be used to build 3D scanners, and most

of them, such as laser scanners and structured light scanners, are optical devices.

An optical 3D scanner has one or more sensors in the form of digital cameras. An

active scanner has a lighting system, such as a laser emitter or a light projector.

The relative position and orientation among the sensors and the active device is

found in a calibration step. Then, a stripe or a pattern is projected on the scene,

detected by the sensors, and can be positioned in the 3D space using the principle

of triangulation. By repeating this process with different stripes / patterns, the

visible scene is captured in the form of a depth map relative to the image plane

(an image with a depth value for each pixel; see Figure 1.1).

The whole surface of the model can be captured in a collection of depth

images, by scanning the model from different positions. Each depth map can be

converted into a collection of points represented in a sensor-dependent coordinate

system, each point corresponding to one pixel. Due to the regular structure of the
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set of points, the depth map can be easily meshed to a surface. Strong outliers,

points which do not correspond to the object of interest, are removed.

The depth maps are registered together and integrated into one reference

system. Registration can be done by selecting enough point correspondences

among the surface pieces and it can be refined automatically, using algorithms

such as iterative closest point (ICP) [6]. Integration refers to the representation

of the model in a unique structure, such as one connected mesh. Other steps,

such as hole filling, smoothing, and re-meshing, improve the quality of the model.

1.1.5 Texture Representation

The appearance of an object is determined by the surface properties, which are

commonly modeled by the bidirectional reflectance distribution function (BRDF).

Attributes, such as color or reflectance coefficients, can be mapped to the surface,

to obtain a realistic rendering of the model. The most common way to do this is

by texture mapping.

Texture mapping has become a standard technique in computer graphics, and

it is supported by graphic cards, 3D model formats, and software packages. It

is based on a mapping from the surface of the model to the parameter space

(texture space), onto which the attributes are defined in the common form of an

image, so that the attribute of any point of the surface can be found from the

texture image.

The parameter space is defined, most commonly, as the set [0, 1]2 ⊂ R2. When

the surface is represented as a triangular mesh, the rendering pipeline requires

coordinates on parameter space, for each vertex; in this way, a linear, bijective

map is defined, from the surface of any triangle of the mesh, to the surface of

the corresponding triangle from the parameter space. The attributes are defined

as a common, discretized image, which may represent color, surface normals,

reflection coefficients, a.s.o. The pixels of the texture image are called texels.

For rendering, it is necessary only that the mapping from any triangle of the

mesh to the corresponding triangle on the texture space to be bijective. For many

other processing algorithms it is advantageous if the mesh is also parametrized
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over the texture space (or, over a subset of the texture space). In this way, both

the geometry and texture processing can be driven from the parameter space.

A different texture representation is with attributes per-vertex. For the points

in the interior of triangles, the attributes are interpolated. The advantage of

this representation is that the geometry and attributes can be processed in a

geometry-driven way. The disadvantage is that the attributes can be represented

only with the same resolution as the geometry, while texture mapping allows

attributes to be represented at higher resolution than geometry. A point-based

model has the attributes defined per-point, similarly with per-vertex attributes

of a mesh.

1.1.6 Texture Acquisition

In 3D reconstruction, the texture is acquired by photographing the object of

interest, and then aligning (registering) the images with the geometric model.

Registration is achieved by formulating a 2D-3D registration criterion, usually as

an optimization problem, which is solved afterwards. Then, the model is textured

in a standard form, using texture mapping or per-point attribute.

The alignment step is not necessary if the images are taken with a camera

calibrated with the 3D scanner; it is the case of many optical scanners, when the

same sensor may be used for geometry and texture acquisition. Even when an

optical 3D scanner is used, it might be preferable to acquire the texture separately.

The scanners might not have full RGB sensors (laser scanners sensitive only to

the laser wavelength). The scanner’s camera may be optimized for very high

shutter speed, and in this case the quality of the images is insufficient. Or, it

may be necessary to take images in a different illumination environment than the

one used for scanning.

Regardless how the images were registered, they need to be corrected for illu-

mination artifacts and converted to a texture representation. The color captured

by images depends on surface characteristics and environment illumination. The

texture attributes are a simplified model of the BRDF, consisting for example of

the diffuse color only.
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1.2 Motivation

We consider texture reconstruction for 3D models with given geometry. The

algorithms commonly used for texture alignment assume sharp features on the

model or texture, rely on the precision of human interaction, require reflectance

maps already registered to the model, or need images with visible and easily

extractable silhouettes. These requirements necessitate human interaction or

pre-processing algorithms. Feature extraction algorithms are demanding, prone

to errors, and dependent on the geometry representation (mesh or point-based

models). It is the scope of this thesis to present and analyze a method which

does not suffer from these problems.

Few of the published texture registration algorithms present numerical data

regarding their performance. Moreover, it is questionable whether the numerical

estimates of accuracy from real data experiments, when the ground truth is not

available, reflect the correctness of the registration. This is a strong motivation

for us to search novel measures for performance analysis of texture registration.

1.3 Registration for Signal Reconstruction

Whenever we seek a global representation of a signal which was acquired in a

piece-wise manner, we assemble the pieces in a process called registration. In the

following, we will give several examples.

We define a k-valued signal over a set S ⊂ S as a function V : S → R
k,

where S is a space embedding S. We call S the space domain, because it usually

represents a geometric space, and Rk the value domain. For a color image, we

can identify S with R2, S with [0, 1]2, and k with 3. The image is sampled on

a discrete, regular grid, and the quantized values of the signal are in the set

{0, . . . , 255}3 (for 8 bits per channel quantization).

In the first example, image registration, we consider n images of a planar scene,

Vi : [0, 1]2 → R
3, i = 1, . . . , n, taken with a common camera. Since the camera is

well approximated by a pinhole camera (see Chapter 2), the mapping between two

images is a projectivity (see Appendix A); let P be the set of 2D projectivities. By

image registration we understand finding a new domain U ⊂ R2, onto which we
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will re-parameterize the images; this allows resampling them on the new domain,

into an image mosaic. Ui are the new parametrization domains of the images,

with mappings defined by a projectivity Pi ∈ P, Pi(Ui) = [0, 1]2 1, and U is

the union of Ui. The mappings Pi should optimize an alignment criterion, or

registration criterion. In order to obtain a unique solution, one mapping, let it

be P1, should be fixed, for example to the identity; in this case, U1 = [0, 1]2, and

the corresponding image (with index 1) is called reference image.

In the case of two images, we fix one as reference, and we find one projec-

tivity transform for the other image, which maximizes a similarity measure (or,

minimizes a dissimilarity measure), which is the alignment criterion; an example

is shown in Figure 1.6. In this example, we chose corresponding points on the

image pieces which capture the same part of the scene, and found a transforma-

tion that matched the point pairs. The quality of matching was formally defined

by the alignment criterion, which could be evaluated numerically. P, the family

of projectivity transforms, is the search space of the registration problem. The

registration criterion makes use of the overlap region, and can be defined only if

an overlap exists, which is, in this case, U1 ∩ U2. Another example, with several

images, is shown in Figure 1.7.

Figure 1.6: Registration of two images (shown on the bottom). The red border

delimits the set U . The blue border delimits the overlap region U1 ∩ U2.

1The image of Ui through the function Pi is [0, 1]2.
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For 3D scan registration, we align geometry signals. We define a geometry

signal as the identity function, V : S → S; S ⊂ R
3 is the set of 3D points

reconstructed from a scan. The class of transformations of interest are the rigid

body motion transforms P, which are the applications from R
3 to itself that

preserve the Euclidean distances. By 3D registration of n scans Vi, i = 1, . . . , n,

we mean finding a set U ⊂ R3, which is the union of the sets Ui, i = 1, . . . , n,

together with the transforms Pi ∈ P, such that Pi(Ui) = Si, that optimizes an

alignment criterion, such as the surface-surface distance. In the same way as for

image registration, in order to obtain a unique solution, one of the mappings is

fixed, let it be P1, to identity. The registered geometry is the geometry signal

defined over U .

Texture registration is more complex than image or scan registration, on one

hand because there are two types of signals and transformations, and, on the

other hand, because the transformations are projections. One signal, say V1, is a

geometry signal, defined in the same way as before, however we constrain S1 to

be a 2-manifold. The other n − 1 signals are image signals, also defined in the

same way as before. One relevant transformation is the camera projection model,

(in this thesis, we use the pinhole camera model, see Chapter 2), which is based

on the projection operator P : S→ [0, 1]2; S ⊂ R3 is the set of points that are in

the field-of-view of the camera and may have an image.

The solution of texture registration consists in a set U ⊂ R3, together with

n − 1 sets Ui ⊆ U , i = 2, . . . , n, n mappings Pi, i = 1, . . . , n, P1 a rigid body

transformation, P1(U) = S1, and the other n − 1 camera projections, Pi(Ui) ⊆
[0, 1]2, which optimize the registration criterion. Any surface piece Ui should

be entirely visible in the image i, according to the camera model. As in the

other registration examples, one of the transforms should be fixed, in order to

obtain a unique solution. For texture registration, commonly, the rigid body

transformation is set to identity, so that U = S1.

When the transformations Pi, i = 2, . . . , n, are known, but not P1, the problem

is known as pose estimation.

Bundle adjustment is also a registration problem, according to our definition.

Bundle adjustment refers to reconstruction of the 3D model from a set of im-

ages, jointly with finding the parameters of the cameras. It is similar to texture
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registration, but no geometry signal is given. Given n image signals, bundle

adjustment should find a set U ⊂ R3, 2-manifold, together with a cover {Ui},
Ui ⊂ R

3, i = 1, . . . , n, as well as n camera projections, with Pi(Ui) ⊆ [0, 1]2,

which optimize the reconstruction criterion.

The transformations denoted previously Pi, which were used for image and

scan registration, are bijective, therefore invertible. In those cases, we can con-

sider that the unknowns of registration are only the parameters of the transforms

(without domains), since Ui can be determined unambiguously. The projective

operator of a camera is not injective, therefore, in the case of texture registration,

pose estimation, and bundle adjustment, the domains Ui have to be determined,

as well. Moreover, these domains should be so that any point of Ui is visible in the

image i (no point is occluded). When defined from Ui to [0, 1]2, any function Pi

associated with camera i is injective. There are cases of registration, for example

3D volumetric signal against 2D image, used in medical image registration, when

Pi are not injective over Ui.

The registration examples shown before can be formalized in the following

general definition for signal registration.

Definition. Given n signals Vi : Si → R
k, Si ⊂ Si, i = 1, . . . , n, a space

U and n families of functions Pi : Ui ⊆ U → Si, the goal of the registration

is to find a set U ⊂ U, together with an n-cover {Ui}, Ui ⊆ (U ∩Ui), and n

transforms Pi ∈ Pi, such that Pi(Ui) ⊆ Si, which maximize the alignment measure

F (Vi, Pi, Ui, i = 1, . . . , n).

We call U the global, or reference domain. We leave the discussion about the

alignment measure F for Section 1.3.1.

The solution of the registration problem may not be unique, and there are

several causes for that:

• U is not unique. This is a common problem, which is solved by fixing one

of the transforms Pi (and Ui). In the case of image and scan registration,

one of the images (scans), say V1, is chosen as a reference, and P1 is set to

the identity transform; then, U1 is already defined as the pre-image of S1.

For texture registration, the geometry signal is usually fixed, letting the

transform P1 (defining the rigid motion) to the identity transform; then,

U = U1 = S1.
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• Even after imposing the constraint mentioned previously, Pi (and Ui) are

not unique, because the optimal alignment is achieved for a set of solutions.

The cause may be the symmetries in U (i.e., scan, or texture registration

for a spherical model), or other symmetries in the signals (i.e., the image

color is constant). There is no obvious solution to this problem; fortunately,

it is not likely to appear in common cases.

We can classify registration, depending on the value spaces of the signals, into

mono-modal registration, if the value domains of the signals refer to the same

physical quantity, and multi-modal registration, otherwise. Image registration

and scan registration belong to the former class, and texture registration to the

latter 1.

1.3.1 Intensity-based and Feature-based Registration

Let’s consider two signals V1 and V2 defined over S1 ⊆ S1 and S2 ⊆ S2, V1 the

reference (P1 fixed), onto which we want to register V2. Finding the optimum of

the alignment measure F can be written as:

(U2, P2)opt = arg max
U2,P2

F (V1, V2, U2, P2) (1.1)

Then, U = U1 ∪ U2.

The alignment function F tries to find a meaningful overlap of the signals

mapped on U . Given some parameters (U2, P2), the overlap is defined as U1∩U2.

Without an overlap (empty intersection), we cannot form an alignment function

F . For a point t ∈ U1 ∩ U2, we can find the values of the signals V1(P1(t)) and

V2(P2(t)). The values of the signals for the points in the overlap allow defining

and optimizing F .

In literature we can differentiate between intensity-based and feature-based

registration. Intensity-based registration uses objective functions based on the

values of the signals Vi. The term intensity is used because, in common applica-

tions, the value of the signals is an intensity.

1Texture registration may be decomposed into several pair-wise registration problems, some
of them mono-modal and some multi-modal.
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Feature-based registration commonly consists in two steps, which may be

iterated: detection of features on the spatial domains and optimization of an ob-

jective function which depends only on the spatial domains. A feature is a region

of interest in the signal where the signal behaves unexpectedly. The features are

detected using a feature extraction algorithm; the pattern of a feature depends on

the application, i.e., a sharp edge on an image, or a point of maximum curvature

of a surface. The location of the features on S1 and S2, denoted Q1 and Q2, is

used in the optimization function instead of the signal itself:

(U2, P2)opt = arg max
U2,P2

F (Q1, Q2, U2, P2) (1.2)

1.3.2 Pair-wise and Global (Group-wise) Registration

When we need to register only two signals, we refer to pair-wise registration, and

when more signals, to global, or group-wise registration. Generally, the global

registration alignment measure is based on pair-wise alignment measures, and

it can be represented as a graph, the signals to register being the vertices and

the pair-wise alignment measures being the edges; Figure 1.8 shows the graph

representation of the registration example from Figure 1.7.

Figure 1.7: Four images were registered using interactively selected point cor-

respondences. The images were registered pair-wise: image 1 (red) - image 2

(green); image 2 - image 3 (magenta); image 3 - image 4 (blue). The large align-

ment error between images 1 and 4 is due to error propagation. The full view of

the scene is shown on the right.
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1 2

34
Figure 1.8: Graph representation for the registration of the four images shown in

Figure 1.7. The images can be registered piece-wisely, using the image pairs with

black edges (the result is shown in Figure 1.7), or globally, using all edges.

In global registration, the number of pair-wise alignments is, usually, more

than sufficient for a complete solution. It is sufficient to use the pair-wise align-

ments which form a spanning tree of the graph. Choosing configurations cor-

responding to different spanning trees will lead to different results, due to the

inherent errors. Using all alignments will result in conflicts among the alignment

measures, as not all will be maximized by the same parameters (again, due to

several sources of errors).

The conceptual difference between pair-wise registration and global registra-

tion is that the alignment measure of the former is a scalar-valued function, and

of the latter a vector-valued function. When the registration graph is a tree, the

global solution is obtained by solving the independent pair-wise alignments, so the

objective functions are independent. The difference from pair-wise registration is

when the graph contains cycles, and the problem becomes a multi-objective opti-

mization one. If we denote Fi,j to be the alignment measure between signals i and

j, i < j, i, j ∈ {1, . . . , n}, the global alignment measure is F = (F1,2, . . . , Fn−1,n),

and the optimal parameters are those that optimize the vector-valued function

F :

(Ui, Pi, i = 1, . . . , n)opt = arg max
Ui,Pi,i=1,...,n

F (Vi, Pi, Ui, i = 1, . . . , n) (1.3)
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1.3 Registration for Signal Reconstruction

The definition of optimality for a vector-valued function, denoted, for simplic-

ity, by max in (1.3), is discussed in Section 1.3.3, and several instances of global

optimization for registration of signals are provided in Section 1.4.1.

1.3.3 Multi-objective Optimization

The multi-objective optimization problem is relevant when optimizing several

functions sharing common parameters. In general, the objective functions are

conflicting: a better solution for one function is worse for other. In addition, the

functions may be incommensurable, the values of the functions may be measured

in different units and impossible to compare. Our interest is in multi-objective

nonlinear optimization [51]. The most important concept of multi-objective op-

timization is Pareto optimality ([51], p. 11).

Definition. The parameter set {P ∗i , i = 1, . . . , n} is globally Pareto optimal

if there does not exist any other parameter {Pi, i = 1, . . . , n}, such that:

• Fi,j(Pi, Pj) ≥ Fi,j(P
∗
i , P

∗
j ), i = 1, . . . , n− 1, j = i+ 1, . . . , n, and

• there exist i, j, such that: Fi,j(Pi, Pj) > Fi,j(P
∗
i , P

∗
j ).

Locally Pareto optimal solutions {P ∗i , i = 1, . . . , n} are Pareto optimal in a

neighborhood of {P ∗i }. If {P ∗i } and {Pi} are such that both relations from the

definition hold, {Pi} dominates {P ∗i }. Pareto equivalent solutions are solutions

that do not dominate each other.

F

P

1

F2
2

P 1

Figure 1.9: The Pareto-optimal set of the vector-valued function

(F1(P1, P2), F2(P1, P2)) is shown in red.
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The Pareto optimal solutions of a multi-objective function are those solutions

not dominated by any other solution. Mathematically, all elements of this set

are equally acceptable, but in practice we are interested in only one solution.

Choosing one solution among Pareto equivalent solutions requires knowledge not

contained in the objective functions, typically application dependent.

Multi-objective optimization algorithms are abstractized into two separate

entities: the analyst and the decision maker. The analyst, typically an algorithm,

is responsible for the mathematical part of the optimization, and should find the

set of Pareto equivalent optimal solutions. The decision maker, an algorithm or

a human, is responsible for choosing one solution out of the Pareto optimal set.

Multi-objective optimization requires cooperation between the two entities.

In ideal conditions (no noise, non-degenerate signals, well behaved objective

functions), the Pareto set of global optimal solutions of the registration problem

should have a unique element. This is not true in the presence of errors, and it

makes the decision maker an important component of global registration.

1.4 Previous Work

In this section we review the existing work regarding global registration of signals

and texture registration, and briefly mention the shortcomings of the texture

registration methods in use.

1.4.1 Global Registration

Although it is not explicitly written in literature, global registration algorithms

differentiate themselves from usual registration algorithms by using optimization

techniques specific to multi-objective optimization. The global registration algo-

rithms, whether applied to scan registration, image registration, or other fields,

recurse to a graph representation of the problem, as shown in Figure 1.8.

A global algorithm for registration of 3D scans is presented in [33]. The algo-

rithm performs pair-wise registration of all pairs, rejects some pair-matches which

have large error, and then searches a consistent graph, using a mixed combinato-

rial and continuous optimization strategy. A closed-form solution for spreading
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the error optimally over a cycle in the graph is developed in [64] for scan regis-

tration. The technique is extended to a general graph by an iterative heuristic.

A closed-form initialization and optimization procedure for global scan registra-

tion, based on Newton’s method and exploiting the Lie group structure of the

3D rotations, is shown in [37]. A global algorithm for automatically reassembling

fractured objects is presented in [32]. Each piece of the object is scanned, and the

object is reconstructed by searching a consistent graph consisting of all pieces.

The article brings several contributions regarding robust pair-wise optimization

using feature clusters, and graph optimization for multi-piece global matching.

Global image registration of multi-modal retinal images is modeled as a graph

problem in [10]. Initially, pair-wise registration is run for all pairs (if there is an

overlap) and the registration error is saved. The optimal image to be used as

a reference frame, together with the spanning tree which minimizes the global

error, is found by solving the all-pairs shortest path problem.

1.4.2 Texture Registration

The most common registration criterion is based on point correspondences, usu-

ally chosen interactively, as in [59]. Point correspondences may be used together

with other features [52], or in a pre-registration step, to initialize another al-

gorithm [35]. The other criteria used in [52] are outlines and image attributes

(color), and are optimized independently and jointly, in a rather complex proce-

dure.

Another feature used in registration is the silhouette. In [40], the silhouette is

used both for initialization, by sparsely sampling the parameter space and choose

the parameters with smallest error, and for the actual optimization, based on

the downhill simplex method, slightly modified towards a simulated annealing

behavior. The color information from overlapping images is used in a global

optimization step, for final tuning. Silhouettes were also used in 3D reconstruction

from images [31].

Provided with a rough initialization, featureless (intensity-based) registration

criteria are used in [11; 35; 42; 53; 78; 81]. Some of them [11; 42; 78], although
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defined for image-to-surface registration, were not applied to acquisition of high

quality 3D models, but were very successful in medical applications.

Mutual information between the surface normals and intensity image was pro-

posed in [78] for image-surface alignment, and extended for a calibrated multi-

camera system in [42]. Its drawback is that it does not consider the surface

characteristics (BRDF). The solution proposed in [53] is to use the mutual in-

formation between the image and the surface reflectance obtained from the 3D

scanner, already aligned to the surface. Reflectance images were also used in

[81], with the chi-square statistics as the registration criterion, and in [38], with

a feature-based method (edge information).

The photo-consistency criterion is based on the fact that, if the camera pro-

jections for two cameras are known, the images of a 3D point visible in both

views are similar. In ideal conditions, if the surface is Lambertian, the color

of the projected points is the same. In [11], this criterion is used to define an

optimization problem for 2D-3D registration for a system of calibrated cameras

(known relative poses of the cameras). In [35], photo-consistency is used with a

pair of uncalibrated cameras.

A rather unusual texture registration method for outdoor scenes, relying on

shadows, is proposed in [73]. The time information for each photo allows estimat-

ing the position of the sun and, correspondingly, the shadows can be modeled,

and then matched with the shadows present in the image.

The registration methods presented above used the pinhole camera model

for 2D-3D parametrization. The unknowns usually consist in the six extrinsic

parameters of the camera, and, eventually, the focal length. In [11; 42], the

problem is simplified by using a calibrated camera system, and only the pose

of the object is unknown (six parameters), while [35] considers the full pinhole

camera model (eleven parameters). The optimization methods range from M-

estimates, implemented as an iterated non-linear least squares and solved using

the Levenberg-Marquardt algorithm in [52], downhill simplex [40], simulated an-

nealing [73], genetic algorithms [35], stochastic gradient descent [78], Powell’s

method [81].

Following the registration phase, the images are sampled on a texture map.

Smooth transition between images and elimination of outliers (such as specular
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highlights) is achieved in [52] with a weighting approach. In [59], several images

are recorded keeping the camera fixed, with different illumination, allowing de-

tection of shadows and specular highlights; the diffuse reflectance coefficients of

the surface are found as the result of a linear problem. Misregistration artifacts

are solved by a local registration step for boundary triangles. The seams are

eliminated with a smooth multi-band weighting scheme in [4]. The multi-band

blending technique was introduced by Burt and Adelson, already in the eighties,

for image registration [9]. The images containing lower resolution bands have

larger transition regions, to eliminate the seams, and those containing high reso-

lution bands have sharper transition regions, to preserve the sharp features. The

color discrepancies of the overlapping images were reduced, in [3], by a set of

linear transformations in color space. For image stitching, cost functions defined

in the gradient domain were proposed in [43], and extended to texturing mesh

models in [39], with a cost function optimized using a Markov Random Fields

formulation. Other issues that can be considered at this stage refer to texture

interpolation in regions with no texture [52].

1.4.3 Shortcomings

The techniques applied so far to texture registration are based on the features

[40; 52; 59], which implies a feature extraction algorithm, as well as existence

of features (i.e., the whole silhouette to be visible in any image). When point-

correspondences were interactively chosen, we experienced many cases when the

number of features visible in the color image and on the model were insufficient.

The intensity-based alignment using the mutual information [78], although

very robust and successful, had limited success for texture registration because

it did not consider a BRDF model; the solution proposed in [53] requires an

already registered reflectance map. Registered reflectance maps are also required

in [38; 81]. Photo-consistency based criteria, applied successfully for calibrated

cameras [11] (pose estimation), required time-consuming optimization even for

two images [35].
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1.5 Contributions of the Thesis

This thesis brings several contributions to the texture registration shortcomings

mentioned before:

• A framework for featureless texture registration using mutual information,

along with analysis and tuning of mutual information objective functions;

provided with a rough initial estimation, the registration is fully automatic

and leads to high accuracy; it does not need pre-processing and can be used

with meshes and point-based models;

• An evaluation method for texture registration based on epipolar geometry,

which allows comparison of the texture registration results with the state-

of-the-art pattern-based camera calibration; using Monte Carlo simulation,

we analyzed several distance measures very relevant for computer vision;

• A solution for texture reconstruction using a partition of unity approach,

which can be applied for meshes or point-based models; the method pre-

serves the high-frequency texture due to multi-band blending, and can han-

dle specularity and shadow artifacts.

1.6 Thesis Road Map

In Chapter 2 we discuss the geometric model of texture registration. We in-

troduce the pinhole camera to model the transformations of texture registration,

and discuss the relevant geometric problems for texture registration, such as cam-

era calibration, resectioning, and pose estimation. We discuss the possibilities to

solve them, and frame the geometric component of the algorithms for texture

registration that will be developed in the thesis.

Chapter 3 is the core of the thesis. We define the objective functions based

on mutual information, and complete the picture of the texture registration. We

analyze the behavior of the objective functions and of texture registration with

respect to several factors such as subsampling size and resolution. In the end, we

present numerical results, showing the performance of the algorithm.
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In Chapter 4 we introduce a new evaluation method for texture registra-

tion. The method is based on epipolar geometry and allows comparison of the

results of texture registration with those of any calibration method, in particular

state-of-the-art algorithms using specially designed patterns. We propose three

distances already used in computer vision for other tasks, and give the algorithms

to compute them. We provide a detailed analysis of the distances, and a case

study comparing our texture registration algorithm with the Bouguet calibration

toolbox.

Chapter 5 completes the texture reconstruction pipeline with a blending

algorithm that can be used to create a texture map for a mesh, or to sample per-

point color for a mesh or point-set. We propose blending weights constrained to

be partition of unity functions, and a multi-band blending scheme using elliptical

Gaussian filters, so that the high-frequency detail is preserved. We provide a

heuristic to compute the blending weights.

We draw the conclusions in Chapter 6.
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Chapter 2

Geometric Parametrization

For realistic 3D reconstruction, the texture is built from photographs of the real

object. In this context, the mapping between the surface and each image is the

model of a photo camera. Texture registration is about finding, for each image, its

associated camera parameters. This problem is known as resectioning or camera

calibration, and will be discussed in this chapter. It is commonly solved as an

optimization problem. In the following, we will introduce the most commonly

used camera model, the pinhole camera model.

2.1 Pinhole Camera Model

The pinhole camera model is a simple, yet accurate model for most cameras [21],

and it is defined by the following elements:

• The retinal plane R, onto which the image is formed;

• The optical center C;

• The focal length f , equal to the distance between R and C;

• The perspective projection operator.

The model is shown in Figure 2.1. The imagem of a pointM is the intersection

of the line < CM > with the plane R. The operator that performs the projection

is called perspective projection. Other elements derived from the pinhole camera

model are:
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2.1 Pinhole Camera Model

• The focal plane F, which is parallel to R and contains C;

• The optical axis, which is the perpendicular from C to R;

• The principal point c, which is the intersection of the optical axis with R.

y
v

z

M

m

R

F

C
c

u
x

Figure 2.1: Pinhole camera model.

The points on F do not have an image, because the lines < CM >, M ∈ F,

are parallel to the retinal plane, or undefined, if M coincides with C.

Let (C, x, y, z) be the coordinate system of the camera and (c, u, v) the coordi-

nate system of the retinal plane, with the axis x parallel with u and, respectively,

the axis y parallel with v, as shown in the figure. Let a generic point M (not be-

longing to F) have the coordinates (X, Y, Z), and its image m coordinates (U, V ),

then:

− f
Z

=
U

X
=
V

Y
(2.1)

Making the notation:

P =

 −f 0 0 0
0 −f 0 0
0 0 1 0

 (2.2)

equation (2.1) can be rewritten, using homogeneous coordinates:

 U
V
1

 = P ·


X
Y
Z
1

 (2.3)
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2.1 Pinhole Camera Model

The camera coordinate system is said to be normalized, if the retinal plane

is situated at unit distance from the optical center (the plane z = 1). A camera

with the retinal plane at z = 1 is a normalized camera. The image on the camera

with the retinal plane z = −f is the image on the normalized camera, reversed

and scaled by f .

The perspective projection operator P from (2.3) is further extended, to com-

pensate that:

• The origin of the image coordinate system does not coincide with that of

the retinal coordinate system;

• The axis units of the image system coordinate system may differ.

Let ku and kv be the axes scales of the image coordinate, and U0 and V0 the

coordinates of c, in image coordinate system. Then, the camera projection P ,

decomposed into a perspective projection PN on the retinal plane of the nor-

malized camera, and a homography transformation K to image coordinates (see

Appendix A for 2D homographies), is:

P = K · PN

=

 −fku 0 U0

0 −fkv V0

0 0 1

 ·

 1 0 0 0
0 1 0 0
0 0 1 0


=

 αu 0 U0 0
0 αv V0 0
0 0 1 0


(2.4)

We denoted αu = −fku and αv = −fkv. The parameters αu, αv, U0, and

V0 do not depend on the position and orientation of the camera in space, and

are called intrinsic parameters of the camera. The homography K transforms

the distance units of the camera space to units of image space (pixels). If the

measure units for x, y, z, and f , are expressed in meters, and, u and v in pixels,

then αu and αv are expressed in pixels, and ku, kv in pixel/meter; U0 and V0 are

expressed in pixels.

The camera model described by the projection operator with the matrix P , as

defined above, is that of an ideal (distortion-free) pinhole camera. Real cameras

present aberrations, due to imperfections of the lens. The most usual aberration
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2.1 Pinhole Camera Model

is the radial distortion, due to the imperfections of the curvature of the lens.

Other distortions are possible, such as the tangential distortion, caused by the

misalignment between the centers of curvature of the surfaces of the lens.

To support nonlinear lens distortion, the pinhole camera model is extended

in (2.5), with first and second order radial and tangential distortion coefficients,

k1 and k2, respectively p1 and p2, with (U0, V0), the principal point, assumed to

be the center of distortion: x̃
ỹ
1

 = PN ·


X
Y
Z
1

 xd
yd
r2

 =

 x̃(1 + k1r
2 + k2r

4) + 2p1x̃ỹ + p2(r2 + 2x̃2)
ỹ(1 + k1r

2 + k2r
4) + p1(r2 + 2ỹ2) + 2p2x̃ỹ

x̃2 + ỹ2

 U
V
1

 =

 αu 0 U0

0 αv V0

0 0 1

 ·
 xd

yd
1


(2.5)

Up to now, we considered only one 3D coordinate system, the one associated

with the camera. In general, the objects are given in a different coordinate system

(world, or object coordinate system), so, in addition to the projection described

above, we have to transform the points from world to camera coordinate system.

This is a 3D rigid body transform, defined by the 3×3 rotation matrix R and the

3 × 1 translation vector T , which transforms the world coordinate (Xw, Yw, Zw)

to camera coordinate (X, Y, Z):
X
Y
Z
1

 =

(
R | T

03
T | 1

)
·


Xw

Yw
Zw
1

 (2.6)

The parameters R and T from (2.6) are the extrinsic parameters of the camera.

Although, in (2.6), they are represented by 12 parameters, the extrinsic part has

6 degrees of freedom, 3 for rotation and 3 for translation.

We update the projection matrix P to model the overall transformation from

world coordinates to image coordinates, assuming the distortion-free pinhole cam-
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era model:  U
V
1

 = P ·


Xw

Yw
Zw
1


P = K ·

(
R | T

03
T | 1

)
=

 αu 0 U0

0 αv V0

0 0 1

 ·
(

R | T
03
T | 1

)
(2.7)

The 3 × 4 projection matrix P is called camera matrix and it describes the

transformation from 3D world coordinates to 2D image coordinates (in homo-

geneous coordinates). In (2.7), P is decomposed in a projection operator for

the normalized camera, and anisotropic 2D scaling. The distortion-free pinhole

camera model described above has 10 degrees of freedom: 6 corresponding to the

rigid-body transform and 4 intrinsic to the camera. The matrix K is called the

camera calibration matrix. The distortion correction follows equations 2.5.

The task of resectioning is to find the perspective projection matrix P ; P

may be eventually decomposed into K and R|T ; we denote by R|T the 3 × 4

projection matrix of a normalized camera. A general camera matrix P has 11

degrees of freedom (since, in homogeneous coordinates, the projection is invariant

with respect to scale of the matrix, one degree of freedom is lost). Decomposition

into K and R|T is achieved by factorizing the 3 × 3 left sub-matrix of P , using

RQ decomposition, into the product of an upper-triangular matrix (K) and an

orthogonal matrix (R). In the degenerated case when the left 3× 3 sub-matrix is

singular, RQ decomposition is not possible, and P does not correspond to a real

camera. Otherwise, K is also invertible. The translation vector T is obtained by

forward multiplying the last column of P with K−1.

Since the 2D homography achieved by the multiplication with K is invariant

with respect to the scale of the matrix, the matrix K is normalized so that the

last element is 1 (the element on the third row and third column). If P can be

factorized into K and R|T , the last element of K will not be 0 (otherwise, K

would be singular), so the normalization is possible. After the decomposition of

P , the calibration matrix K has 5 degrees of freedom. In the model discussed
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previously, K had only 4 degrees of freedom, because the element of K indexed

by (1, 2) (the second element from the first row) was set to 0. This element is

called skew, and it is different than 0 if the axes of the image are not orthogonal.

This may happen when the optical axis is not orthogonal to the image plane [22].

In this thesis we will not consider this effect, so the skew will be set to 0.

Some constraints on the intrinsic parameters may be given by the camera

manufacturer [22]. One such assumption is that a camera has 0 skew (usually

true for a CCD camera, due to its construction process). Likewise, the pixels of

a CCD camera are squared (the camera has isotropic scale), so ku = kv. Many

times, the center of distortion is assumed to coincide with the principal point and

with the center of the image.

2.2 Relevant Problems

2.2.1 Camera Resection

The computation of the camera matrix P is called resectioning. Yet, the term

camera calibration is sometimes used with the same meaning. In the strict sense,

camera calibration refers only to finding the intrinsic matrix K and the distortion

coefficients.

The straightforward solution for resectioning is by using 2D-3D point corre-

spondences. Let Xi = (Xi, Yi, Zi, 1) be a set of n 3D points and xi = (xi, yi, 1) the

corresponding projections, i = 1, . . . , n. For each correspondence, the following

equation holds:

 xi
yi
1

 =

 p11 p12 p13 p14

p21 p22 p23 p24

p31 p32 p33 p34

 ·


Xi

Yi
Zi
1

 (2.8)

Because the matrix equation (2.8) is written in homogeneous coordinates, it

can be rewritten using two linear equations; denoting by pj, j = 1, 2, 3, the rows

of the camera matrix P , then:

p1Xi − p3Xixi = 0
p2Xi − p3Xiyi = 0

(2.9)
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Thus, each 2D-3D point correspondence (one matrix equation) consists in

2 independent linear equations. Since P has 11 degrees of freedom, 6 point

correspondences form a minimal system of equations 1. To overcome the problem

caused by the scale of the matrix, that any scale of the solution is a solution as

well, a constraint is added to the system: usually, the element p34 is set to 1,

or, alternatively, the norm of the matrix is set to 1. Usually, more points will

give a better solution, by solving an over-determined system of equations in least

squares sense (the coordinates of the points are usually measured, and contain

errors). Degenerated configurations of the system are discussed in [29].

The algorithm that solves resectioning by reformulating it as a linear system,

using 2D-3D point correspondences, using (2.9), is known as the Direct Linear

Transformation (DLT) algorithm. The solution of the linear system of equation

minimizes the algebraic error (the sum of squared residuals from the equations

(2.9)). The geometric error corresponds to the residuals from equations (2.8). The

algebraic residuals are scaled geometric residuals, each equation with a different

scale (equal to the depths of the points). Optimizing the geometric errors is done

by solving the nonlinear least squares problem obtained from (2.8). The nonlinear

least squares optimizer is usually initialized with the solution of the linear least

squares.

After resectioning, the factorization of P into K and R|T can be achieved with

RQ matrix decomposition. Due to numerical errors, the resulted matrix K might

not satisfy the a-priori constraints, such that 0 skew and square pixels, even

when these constraints are realistic. Supplementary constraints may be added

when several images are taken with the same camera, since the camera matrices

should be identical. As well, resectioning does not consider nonlinear distortions.

In this context, it is more convenient to find the internal parameters K and the

distortion coefficients beforehand, in a separate task: camera calibration.

1Actually, 5 1
2 correspondences are needed; for the sixth correspondence, only one dimension

of the projection has to be known.
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2.2.2 Camera Calibration

There are two main choices to calibrate a camera: use a calibration object with

known geometry or calibrate from the images without Euclidean information

available. The former method is known as photogrammetric calibration, and the

latter one as auto-calibration or self-calibration.

Three approaches of calibration using known patterns, well known in the com-

puter vision community, will be presented in this section: Tsai calibration [74],

DLT [36], and Zhang calibration [84]. Implementations are publicly available,

on authors’ web sites and in well-known computer vision development libraries

(OpenCV [34], Bouguet toolbox [7]).

The most common calibration patterns are checkerboard patterns. The cor-

ners can be relatively easy and accurately extracted with image processing algo-

rithms. The patterns carry 3D Euclidean information such as equidistant points,

parallel lines, orthogonal lines. Tsai’s method and DLT require either one image

(if the 3D points do not to lie on the same plane) or more images (the 3D points

may lie on the same plane); Zhang’s method requires at least two images, at

different orientations, of a planar pattern.

The algorithms consist in several phases. The first one evaluates a closed-form

solution, using a reduced camera model (e.g., affine, and without nonlinear dis-

tortion), typically in a linear formulation, and then refines the camera parameters

with an iterative optimization technique.

Tsai’s calibration method [74] is the first one to become popular in the com-

puter vision community. It restricts the distortion model to radial distortion. It

is typically used for mono-view calibration, in which case the calibration needs

one image with at least 8 non-coplanar points. It can be applied with a pla-

nar calibration pattern as well, if several images with the calibration object at

different depths are provided.

The DLT algorithm is a popular calibration algorithm based on the solution of

(2.9); it was originally proposed in [1], but currently DLT refers to [36]. Although

the original name, containing the term ’linear’, was maintained, solving the linear

system is just the first stage in the algorithm. It supports nonlinear distortion
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coefficients, which are evaluated in later stages. The nonlinear least squares

optimization is solved with the Levenberg-Marquardt technique.

The method used in the calibration procedure proposed by Zhang [84] is

slightly different from the two mentioned above, and can be considered between

the photogrammetric and self-calibration. The algorithm is also composed of a

closed-form solution, followed by a nonlinear refinement based on the maximum

likelihood criterion, and supports radial distortion. It uses a planar calibration

pattern which should be visible in at least two images, under at least two orien-

tations.

A comparison among the three methods, each of them applied on planar cal-

ibration targets, is given in [85]. According to this study, the achieved accuracy

is comparable, and each method presents some advantages in specific cases. An-

other recent study that discusses and compares several calibration methods is

[58].

When calibrating a camera using known patterns (photogrammetric calibra-

tion), the result is usually the factorization of P in K and R|T (R|T for each

image, when several images are used, and a common K). The auto-calibration

extracts only the invariant matrix K, from several images. The techniques rely

on advanced projective geometry concepts, such as the Kruppa equations for the

absolute conic [23] 1, and some of them are presented in a special chapter from

[29].

2.2.3 Pose Estimation

Pose estimation determines the six degrees of freedom defining the position and

orientation of an object in the camera coordinate system, and is complementary

to camera calibration as defined in the previous section. Typically, the camera

matrix K is known before solving the pose estimation. In a multi-camera setting,

if the system is calibrated (all cameras are given in the same coordinate system,

or, equivalently, the transformations between any two camera systems are known),

pose estimation is still a six degrees of freedom estimation problem.

1Considered to be the first auto-calibration method.
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The fundamental equations for pose estimation can be easily obtained from

those of the pinhole camera model (2.8), by forward-multiplication with the in-

verse of the camera calibration matrix K. Therefore, the equations are the same

as those of a normalized camera, with the camera matrix P replaced by R|T .

Additional difficulties, compared to resectioning, come from the constraint of the

rotation matrix: while P has 12 elements and 11 degrees of freedom (the projec-

tion is invariant with respect to the scale of the matrix), R|T satisfies additional

constraints and has 6 degrees of freedom.

An elegant and popular algorithm for pose estimation is developed in [18].

The method requires a set of at least four 2D-3D correspondences. The algo-

rithm has two parts. The first part, named POS (Pose from Orthogonality and

Scale), finds the scaled orthographic projection (SOP), a simplified projection

operator, for the given 2D-3D point correspondences. The iterative algorithm of

the second part uses again POS, but applies it to ’corrected’ coordinates of the

2D points, as they would result from the scaled orthographic projection and not

from the perspective projection. The transformation found in the previous step

is used to find the corrections for the current step, which compensate the fact

that the scaled orthographic projection is used instead of perspective projection.

Consequently, the algorithm was named POSIT. The advantages of this algo-

rithm are its simplicity, consequence of the fact that it uses only linear algebra

operations, and no need for initialization.

2.2.4 Bundle Adjustment

Bundle adjustment refers to the problem of recovering the projection parame-

ters and the 3D structure of the model from several views (images). It can be

defined as resection jointly with 3D structure reconstruction. With respect to

the optimization, the main difference is that the number of unknowns increases

drastically.
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2.3 Optimization Issues for 2D-3D Registration

2.3 Optimization Issues for 2D-3D Registration

The problem of 2D-3D registration is usually formulated as a nonlinear opti-

mization problem. The most straightforward solution, using 2D-3D point cor-

respondences, is, in the general case when more than the minimum number of

correspondences are given, solved as a least squares problem, which is a mini-

mizing the sum of squared residuals. When other methods, which do not rely

on point correspondences, are used, the resection / calibration / pose estimation

problems are stated as an optimization problem, as well.

Let F be the objective function used for the registration of an image to a 3D

model. If we assume the camera model described only by the projection with the

matrix P , then the function to be optimized is F (P ). If the number of degrees

of freedom is smaller, for instance, due to the constraints on the matrix K, it

is more convenient to parameterize F (K,R, T ), with K enforced to meet the

constraints. If the intrinsic parameters are known, the problem is equivalent to

pose estimation, and the function can be parameterized F (R, T ). If we model the

nonlinear distortion coefficients C, the function is parametrized F (K,C,R, T ).

There are considerable differences when optimizing each of the formulation from

above:

• F (P ). The projection is linear in homogeneous coordinates. Especially if

2D-3D point correspondences are given, relatively good solutions are easily

found by linear methods, not requiring initialization, by optimizing the

algebraic objective function (algebraic error). In this case, the solution

that optimizes the geometric error is found after nonlinear optimization.

• F (R, T ). Difficulties may be encountered when handling the rotation. A

notable solution when, 2D-3D point correspondences are given, is POSIT,

which uses only simple linear algebra; for more general objective functions,

nonlinear methods are usually necessary.

• F (K,R, T ) and F (K,C,R, T ). This problem is usually solved by pho-

togrammetric methods of camera calibration, using 3D patterns with known

geometry. Except the rotation matrix handling, the optimization may en-

counter additional difficulties because some degrees of freedom from K and
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2.3 Optimization Issues for 2D-3D Registration

T have similar effects (e.g., the focal length and the distance camera-model).

Due to the additional nonlinear distortion coefficients, the algorithm re-

quires good (stable) optimization algorithms.

Considering the issues above, most optimization algorithms for resection /

camera calibration / pose estimation contain at least two steps:

1. Initialization. Usually it is performed by a solving a linear, closed-form

optimization problem, minimizing an algebraic distance. A good example

is the solution of linear least squares (2.9).

2. Nonlinear optimization. The solution obtained in the previous step is en-

forced to meet the constraints, then iterated in nonlinear optimization.

Since many problem formulations are nonlinear least squares problems,

a popular optimization technique is Levenberg-Marquardt, which achieves

good accuracy relatively fast, even for high dimensional optimization prob-

lems, such as bundle adjustment.

This strategy, with its framework shown in Algorithm 1, will be used for the

solution to texture registration developed in this thesis.

Algorithm 1 Optimization Framework for All Parameters

for all available images i, i = 1 . . . , n do

Initialize Ki, Ci

Initialize Ri, Ti

end for

while convergence criterion met do

Optimize Ri, Ti, Ki, Ci, for i = 1, . . . , n (independently or jointly)

end while

The common numerical optimization algorithms are developed for vector spaces

R
n. The space of 3D rotations SO(3) is not a vector space, but a 3-dimensional

differentiable manifold, so it can be locally parameterized on R3 (see Appendix B

for a detailed treatment of SO(3)). There are two options to optimize a function

parameterized by a rotation (Figure 2.2), using an iterative algorithm originally

developed for a vector space:

36



2.3 Optimization Issues for 2D-3D Registration

• Make the updates in a vector space that embeds SO(3), such as R9, for

matrix representation, or R4, for quaternion representation, and re-project

on the SO(3) manifold (re-orthogonalizing the matrix, or normalizing the

4-vector, respectively);

• Use a parametrization of SO(3) onR3, make the iteration inR3, and get the

rotation by inverse mapping. Since SO(3) does not have any isomorphism

with R3, the iteration in R3 is not completely safe, and usually needs to

be bounded to a region. One option is to use global parametrizations, such

as Euler angles, which present however singularities and other anomalies

(gimbal lock); the other option is to construct a local parametrization for

the region of interest.

SO(3) SO(3)

R

R

R m

m−1

4 4

3

g

g

O O

R R
R

R0 01
1

Figure 2.2: Optimization step on SO(3). Left. The rotation is embedded as

a quaternion, in R4. The initial rotation R0 is updated in R4, following the

direction g (4-dimensional), and the result is re-projected on the manifold, on

R1. Right. The parameters of the initial rotation m−1(R0) are updated in the

direction g (3-dimensional), and then mapped back to R1, on the manifold, with

the mapping m.

We present here two approaches, both falling in the second category from

above.

A framework for optimization on SO(3) using the Lie algebra so(3) is pro-

posed in [70]. The neighborhood of a rotation R0 can be parametrized, using

the differentiable mapping provided by the exponential map, on the open set

Ω = {ω ∈ R3,
√
ωTω < π}, with R0 mapped to the origin. This parametrization
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2.3 Optimization Issues for 2D-3D Registration

is discussed in Appendix B. It can be extended to the space of Euclidean mo-

tion SE(3) = SO(3)×R3 using the algebra se(3) associated to the Lie group of

Euclidean 3D motion.

During the iterative optimization, the update, including other associated

tasks, such as the line search, needed by some optimization techniques, is done on

the parameter space Ω associated with the current parametrization R (or R|T ,

respectively). Once the update done, the result is mapped back from the param-

eter space to SO(3) (SE(3)). It has been shown that properties of the numerical

algorithms for vector space, such as convergence rate, are preserved when ap-

plied to the SO(3) manifold, using the parametrization of the Lie algebra (Smith

shows that the Riemannian manifold version of Newton’s method has quadratic

convergence [66]).

A trade-off between the global and local rotation parametrizations using the

exponential and logarithmic map is developed in [28]. Any rotation can be ex-

pressed by an axis of rotation and a magnitude. The axis orientation has two

degrees of freedom. The axis and the magnitude can be jointly expressed as a

3-vector ω, its norm ||ω|| denoting the magnitude, and its orientation, the axis

of rotation. This three-dimensional parametrization, called axis-angle, is not sin-

gular free; the same rotation can be expressed by adding multiples of 2π to the

magnitude. The exponential map has singularities for all ||ω|| multiple of 2π,

except for 0. Similarly, the logarithmic map is not singular in ||ω|| = 0.

Any rotation can be parameterized using the axis-angle representation with

magnitude between 0 and 2π. To avoid the singularity problem posed by 2π, we

use the fact that a rotation of magnitude ||ω|| by an axis is equivalent to the

rotation by (2π − ||ω||) by the same axis, but in the opposite sense. Assuming

small changes of the rotation (not larger than π), one can always keep the axis-

angle representation within the magnitude [0, π], rescaling ω, when necessary, by

(1− 2π
||ω||). This type of dynamic parametrization scheme can be adapted to work

with Euler angles as well, but in a more difficult form ([28]).

In this thesis we implemented both methods presented above, using the Lie al-

gebra and axis-angle parametrization, to handle rotations. With both approaches

we can locally parameterize the rotation R to a region of R3, R(ω), ω ∈ R3. The

differentiation of the objective functions used in texture registration, which uses
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2.3 Optimization Issues for 2D-3D Registration

the matrix representation of the rotations, has a simpler form with the Lie algebra

framework than with with the axis-angle representation. In [28], the axis-angle

parametrization is used in conjunction with quaternion representation of rota-

tions, and several applications of interest are shown. In terms of numerical data,

we did not observe differences when using one or the other representation.

By parameterizing the rotation R(ω), the general objective function becomes

F (K,C,R(ω), T ), and it will be optimized in this thesis using a gradient-based

method.

The algorithm presented in the thesis uses an objective function which is not

based on geometric features, and we do not know any way to obtain an initial

solution using the proposed objective function. Consequently, the initialization

is done by a procedure unrelated to the objective function which will be used for

further tuning. We initialized K and C with a pattern-based calibration method

(Bouguet toolbox), and R and T with DeMenthon’s POSIT algorithm. The point

correspondences needed by POSIT need not be very accurate, and should provide

only a rough initialization. We developed a tool which allows interactive selection

of point correspondences on the model and on the images.

The framework shown in Algorithm 2 is especially convenient if the same

camera is used for all images and if it has fixed focal length (does not allow

optical zoom); in this case it is easy to calibrate it beforehand and keep the

values of K and C. In Section 3.5 we will discuss an extension of this framework

which supports joint optimization of the extrinsic parameters and focal length

(parameter which is present in K).

Algorithm 2 Optimization Framework with Camera Calibration

Initialize K and C using camera calibration

for all available images i = 1, . . . , n do

Initialize Ri, Ti using point correspondences

end for

while convergence criterion met do

Optimize Ri, Ti, i = 1, . . . , n (independently or jointly)

end while
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Chapter 3

Texture Registration using

Mutual Information

In this chapter we will develop the alignment criterion for texture registration,

which is an information theoretic measure. The criterion was applied to image-

surface registration; we will extend it for registration of multiple images, discuss

the influence of several parameters of the algorithm, and present experimental

data. The probability and information theory concepts which are used in this

chapter are presented in Appendix C.

3.1 Pair-wise Image-Model Registration

The use of information theoretic measures, such as the mutual information, in

registration of signals dates back to the mid 90’s (see [56] for a review on reg-

istration using mutual information for medical images). The pioneer works are

considered to be [14], [78], and [68]. Each of them is detailed in the PhD works

of their authors, [76], [13], and, respectively, [67]. The mutual information is

the most successful information theoretic measure, and it is especially applied in

multi-modal registration frameworks, without feature extraction, when the two

signals may be different nature and share only structural information (e.g., RGB

and UV images of the same scene). Given the multitude of modalities of 2D and

3D medical images, it is not a surprise that mutual information became the most

common registration method in the medical imaging [56].

40



3.1 Pair-wise Image-Model Registration

The mutual information quantifies the amount of information shared by two

overlapping signals. The value of a signal is interpreted as a random variable

(r.v.), with the samples being the realizations of the r.v. For two signals, the

mutual information between the corresponding r.v. depends on the alignment of

the signals, therefore it can be used to assess the quality of the alignment.

The mutual information is a very general and powerful criterion. It can be ap-

plied to feature-based and intensity-based registration criteria, and many feature-

based methods can be reformulated accordingly. For instance, the silhouettes

overlapping criterion from [40] could be reformulated as a measure which is max-

imized when the model’s projected silhouette predicts with the highest confidence

the silhouette extracted from the image; this measure is the conditional entropy,

closely connected with the mutual information (Appendix C).

Let’s consider two signals U and V defined over X1 and X2. The goal of

registration is to express both signals in a common frame X, therefore to find two

consistent mappings P1 : X1 → X and P2 : X2 → X. Without loss of generality,

we assume that the first signal is the reference frame (P1 is the identity mapping),

and P = P2 the unknown mapping. The values of the signals define the random

variables U and V (for simplicity, we keep the same notations for the r.v.). We

restrict this analysis to the set of transformations P which allow a spatial overlap

of the signals: S = P (X2)
⋂
X1, S 6= Φ. For the overlapping frame, we can define

the joint r.v. (U, V ), with samples obtained in the following way: for any x ∈ S,

the sample of the joint r.v. is (U(x), V (P (x))); this gives all elements to define

the mutual information of U and V from their entropies H:

I(U, V ) = H(U) +H(V )−H(U, V ) (3.1)

The assumption that the correct registration maximizes the mutual informa-

tion of the signals turns the registration problem into an optimization over P:

Popt = arg max
P

I(U, V (P )) = arg max
P

(H(U) +H(V (P ))−H(U, V (P ))) (3.2)

We note the generality of the mutual information with respect to the trans-

formation P . We did not put constrains on U and V (value domains), or on X1
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3.1 Pair-wise Image-Model Registration

and X2 (spatial domains), and the optimization of (3.2) can be carried out even

when U and V differ in modality, and X1 and X2 differ in dimensionality. The

only concern is on the validity of the registration assumption. A more detailed

presentation about these aspects can be found in [76].

We can use this framework to our application domain if we consider the two

random variables to be U , the normals to the surface, and V , the intensity values

of the image, as in [76] and [79]. X2 is the 2D (continuous) image space and X1 the

surface of the 3D model. The modalities of the r.v. and the spatial domains of the

signals are different. The functional relation between the two random variables,

which enables us to formulate the registration using their of mutual information,

is the rendering equation; given the 3D point of coordinate (X, Y, Z)1 and its

image (x, y), among other parameters Q(X, Y, Z) (e.g., light and surface BRDF),

the surface normal U(X, Y, Z) has a contribution to intensity value V (x, y):

V (x, y) = F (U(X, Y, Z), Q(X, Y, Z)) + η
where (x, y) = P (X, Y, Z)

(3.3)

The spatial transform is the 3D-2D perspective projection P , F is the rendering

function, U is the surface normal for the points (X, Y, Z) of the model, Q rep-

resents all other parameters (BRDF, light), and η the noise (e.g., introduced by

the camera). Due to the existing functional relation F between U and V , Viola

names U the model and V the image [76]. Though, it is not necessary to have a

functional relation between two values, in order to use their mutual information

as registration criterion.

If the influence of the surface normals on the intensity image is small compared

to the influence of the surface BRDF, the optimization becomes difficult, as the

maxima of the function are influenced by the BRDF. A solution is proposed in

[53], where the r.v. U is defined by the reflectance signal obtained from the 3D

laser scanner. The reflectance is defined for any (X, Y, Z) point of the geometrical

model, it is already mapped on the model, and it is determined by the BRDF of

the surface for the wavelength of the laser. V is extracted from the color image

to resemble the wavelength of the laser (e.g., if the laser has color in the red

spectrum, then consider only the red channel of the RGB image).

1Not to be confused with the previous use of X.
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3.2 Pair-wise Optimization of Texture Registra-

tion using Mutual Information

The estimation method of mutual information influences the accuracy and the

complexity of registration, and may limit the possibilities of numerical optimiza-

tion. If we refer to (3.2), the complexity comes from the term H(U, V ). Any

change of the transformation P modifies the joint r.v.

The entropy of a signal can be estimated using its histogram, which is a dis-

crete approximation of the probability density function (pdf). Many techniques

for estimation of mutual information rely on the joint histogram of the signals.

A simple estimation of the entropy can be obtained from the number of bins that

are occupied.

The complexity of the estimation depends on how the joint histogram is pop-

ulated. One problem is to determine the entries in the joint histogram; if U and

V are each sampled on a discrete grid, under the transformation T the grids

may not be aligned; in the previous section, we considered signals defined on

continuous domains, so we did not discuss this problem. A second problem is

the quantization noise and other noise of the signals. From the perspective of

[19], there are four general approaches to populate the joint histogram; out of

them, the two are relevant for the first problem (grid alignment), and two for the

quantization and noise:

• Standard Sampling (STD). The histogram is computed in the usual way,

each sample adding a unit update for one histogram bin, using an interpo-

lation method to estimate the signal on the second grid.

• Partial Volume Estimation (PVE). Fractional updates are added to all bins

corresponding to spatial neighbors of each sample (immediate neighbors,

e.g., four, for a two-dimensional image), with the weights summing to 1

(see Partial Volume Interpolation (PVI) [47]). The method was generalized

to PVE in [50], where the spatial neighborhood is selected using a general

window.
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• Post-Parzen Windowing (PPZ). The histogram is constructed by standard

sampling, and then it is blurred (smoothed) with a convolution kernel.

• In-Parzen Windowing (IPZ). Each sample (without being quantized) is con-

voluted with the kernel, and then the entries of the histogram are updated.

STD and PPZ do not achieve smooth estimations of the joint entropy (and

mutual information). The PVE and IPZ achieve smooth estimations, with the

degree of smoothness depending on the convolution kernel. If the kernel of PPZ

and IPZ is the hat function with the support less or equal to the quantization size,

they degenerate to STD. Similarly, if the spatial kernel of PVE is the hat function

with support less than half of the spatial sampling, the sampling becomes nearest

neighbor interpolation and PVE degenerates to STD.

PVE differences itself from the other methods in the sense that it does not

rely on signal interpolation, although the grids are not aligned. The histogram

obtained in this way could still be convoluted with a kernel to account for quan-

tization and initial noise, therefore the four classes are not disjoint.

The complexity of the four methods is at least linear (STD), and at most

quadratic in the number of samples N , depending on the support of kernels. If

the support of the kernel is infinite (such as the Gaussian kernel) the complexity

is N2; the sampling kernel (spatial) used in the PVI [47] gives also complexity on

the order N , with a constant factor depending on the dimensionality of the r.v.;

PPZ is cheaper than IPZ.

If the gradient and the Hessian of mutual information exist, they can be

estimated with the same complexity, see [19] for the derivations.

The mutual information is known to be an objective function difficult to opti-

mize, due to its multiple local maxima. Most nonlinear optimization techniques

were applied to mutual information, as reported in literature (again, we refer to

[56] for a synthetic review).

Several aspects should be considered when choosing an optimizer. It is impor-

tant to note that the methods presented above are only estimations the mutual

information. The quality of the estimate is better for more complex methods

(such as IPZ). However, even if the data size is moderate, it is prohibitive to use

a quadratic complexity algorithm (e.g., IPZ with a kernel with infinite support).
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The conclusions of the evaluation presented in [19] indicate that IPZ with small

and non-adaptive kernel performed worse than PVE and even STD.

Considering the increased complexity, multiresolution optimization is useful.

A special optimizer, similar to Levenberg-Marquardt but adapted to a multires-

olution method using B-Spline kernels, was developed in [71]. The convergence

rate is increased by the multiresolution strategy, and, given good initialization

and ideal conditions, it is claimed to have accuracy on the order of one hundredth

of a pixel. Though, it is not easy to adapt multiresolution strategies to irregularly

sampled signals, such as 3D surfaces.

3.2.1 Fast Gradient Estimation

In this thesis we used the optimization method proposed by Viola and Wells [79].

Although it is not based on the joint histogram, it can be considered an IPZ

method, and it can be easily applied to irregularly samples signals. It is based

on stochastic sampling, and its time complexity, independent of the model’s or

image’s resolution, is not prohibitive.

The core of the method is based on an approach to evaluate the entropy called

EMMA [77], summarized by the following equations:

H(z) = −E(log(p(z))
p(z) ≈ 1

NA

∑
zj∈AGψ(z − zj)

Ez(log(z)) ≈ 1
NB

∑
zi∈B log(p(zi))

H(z) ≈ − 1
NB

∑
zi∈B log( 1

NA

∑
zj∈AGψ(zi − zj))

(3.4)

In the first step, the entropy of an arbitrary r.v. z is estimated with a technique

called Parzen windowing [20]. Given a finite sampling A of z, the pdf is estimated

as a superposition of kernel functions G centered on the elements of A. In (3.4),

the kernel G is parameterized by ψ; a common choice is the Gaussian kernel,

in which case ψ is the associated covariance matrix. In the second step, the

expectation of the logarithm is approximated with the average over a second

sample set B.

From (3.1), it turns out that in order to estimate the mutual information, we

need to apply (3.4) for three r.v.: U , V and (U, V ).
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The advantage of this estimation method is that the entropy is theoretically

differentiable with respect to z, the order depending only on the kernel function

G. If the Gaussian kernel is chosen, then the entropy (and mutual information) is

infinitely differentiable. A disadvantage of (3.4) is that its complexity is quadratic

in the sampling size (NA ·NB). To handle that, either the sampling sizes should

be relatively small, or the kernel support should be bounded.

The r.v. V and (U, V ) depend on P , and this can be used to optimize P ;

indeed, changing P , the U -V correspondence changes as well. Generically, the

gradient of the entropy of a r.v. z(P ) with respect to P can be found applying

the differentiation chain rule to (3.2); if the kernel in the Parzen window is a

Gaussian, then:

d
dP
H(z(P )) = 1

NB

∑
zi∈B(

∑
zj∈A(Wz(zi, zj)(zi − zj)Tψ−1 d

dP
(zi − zj)))

Wz(zi, zj) =
Gψ(zi−zj)∑

zk∈A
Gψ(zi−zk)

Gψ(z) = 1√
(2π)n|ψ|

e−
1
2
zTψ−1z

(3.5)

Returning to the mutual information between U and V (P ) from (3.1), its

gradient with respect to P is:

d
dP
I(U, V (P )) = d

dP
H(U) + d

dP
H(V (P ))− d

dP
H(U, V (P ))

= d
dP
H(V (P ))− d

dP
H(U, V (P ))

(3.6)

In (3.6), one term was reduced, since it was independent of P . The most

relevant term is the joint r.v. (U, V ), which may change significantly even for

small changes of P . The r.v. U is a trivariate r.v. (the canonical form of the

surface normal representation), and V is univariate (the intensity of an image).

Each sample of the r.v. (zi and zj from the sets A and B from (3.5)) con-

tributes to the gradient. For the joint normal-intensity value (z = (U, V )), only

the subvector corresponding to V , from (U, V ), depends on P ; (3.5) can be further

expanded using:

V (P (X, Y, Z)) = V (x(P (X, Y, Z)), y(P (X, Y, Z)))
d
dP
V = d

dx
V d
dP
x+ d

dy
V d
dP
y

(3.7)

where x and y are the coordinates on image plane and the terms d
dx
vi and d

dy
vi

are the horizontal and vertical image gradients, which can be computed from the
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image. Since the coordinates (x, y) may not be on the image grid, we used linear

interpolation to evaluate V and its gradients.

The uncovered piece in the differentiation chain is d
dP

(x, y). P models the

pinhole camera and was discussed in Chapter 2. We considered the full perspec-

tive projection model P (K,C,R(ω), T ), including non-linear distortions, with the

rotation locally parametrized on Ω ⊂ R3. The camera projection operator can

be differentiated with respect to the registration parameters ∂
∂K
x, ∂

∂C
x, ∂

∂ω
x, and

∂
∂T
x, and similarly for y. Therefore, also the mutual information I(K,C,R(ω), T )

can be differentiated with respect to the parameters of the camera model, and

we obtained the gradients ∂
∂K
I, ∂

∂C
I, ∂

∂R
I, ∂

∂T
I. The parameters were initialized

with a method independent on I, as discussed in Section 2.3. We did not use

all available gradients; instead, we applied the optimization framework of Algo-

rithm 2 to optimize only the extrinsic parameters of the transformation; we will

show the results later, in this chapter. To simplify notations, in the following

we will denote by P the parameters of the transform which are considered for

optimization.

3.2.2 Stochastic Steepest Descent Optimization

To cope with complexity, Viola and Wells choose stochastic steepest descent as

optimization method. The gradient is estimated using small and random sub-

samplings A and B, changed in each iteration, and the optimization follows the

steepest descent paradigm. A beneficial effect of random sampling is that the

optimization penetrates the local optima of the objective function. Using the

gradient estimation derived in the previous section, the basic pseudocode of the

optimization procedure is shown in Algorithm 3.

3.3 Global Optimization of Texture Registra-

tion using Mutual Information

For the general case, when several images with different parts of the model are

given, we extended the mutual information registration criterion for the overlap-

ping pieces of images.
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Algorithm 3 Pair-wise Stochastic Optimization using Mutual Information

Initialize P and λ

while convergence criterion met do

A = NA samples from the model

B = NB samples from the model

gP = d
dP
I(P )

P = P + λgP

Update λ

end while

3.3.1 Pair-wise Image-Image Registration

We developed a registration criterion between images, based on mutual informa-

tion, defined from the texture mapped on the model from different images. This

is an instance of intra-modal registration, as the values of both signals are colors.

The new objective functions may extend the range of convergence of the global

optimum and the overall accuracy.

In Figure 3.1 we show the objective function evaluated, varying the translation

T parameters (T0 and T1); 0 corresponds to the correct value of the parameter.

Since the mutual information is estimated with large error due to subsampling,

each value of the mutual information is the average of 100 estimations.
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Figure 3.1: Trilobite model and three images. Left. Mutual information image

- model (varying T0). Middle: mutual information image 1 (varying T0) - image

3 (aligned). Right. Mutual information image 1 (varying T0) - image 2 (varying

T1). Each value of the mutual information is the average of 100 estimations.

The formalism closely follows the one described previously for surface-intensity
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image registration. An important difference is that none of the images is aligned

with the reference domain, so the image-image objective functions are parameter-

ized by two transforms. Let’s denote the r.v. of two ’overlapping’ images W1 and

W2; they are tri-variate variables, taking values in the color space. Their mutual

information can be defined if there are samples of the model which project on

both images, as:

I(W1,W2) = H(W1(P1)) +H(W2(P2))−H(W1(P1),W2(P2)) (3.8)

The stochastic gradient and the covariance matrix can be evaluated in the

same way as before; a small difference in the numerical derivation, slightly in-

creasing the complexity of the gradient, comes from the fact that both variables

are multivariate.

3.3.2 Stochastic Global Optimization

Let n images indexed from 1 to n be textured to the model, and Ii,j, i = 1, . . . , n,

j = 0, . . . , n, be the mutual information objective functions. If j = 0, the objec-

tive function is between the model and the intensity image i, otherwise, between

color images i and j. Some image-image objective functions may not be defined

due to the lack of overlap. The image-model functions are parameterized by one

set of camera parameters Ii,0(Pi), while the image-image functions are parame-

terized by two sets of camera parameters Ii,j(Pi, Pj).

Any of the functions Ii,j can be differentiated using the method described ear-

lier. We denote g∗i,j the gradients, gi,j the gradients estimated with the stochastic

evaluation method, and εi,j the error in the estimation:

g∗i,j = ∂
∂Pi
Ii,j(Pi, Pj) for j 6= 0

g∗i,0 = d
dPi
Ii,0(Pi)

gi,j = g∗i,j + εi,j

(3.9)

The equations (3.9) are not defined for the image pairs which do not overlap.

The joint optimization of all model-image and image-image objective func-

tions is an instance of multi-objective optimization (see Section 1.3.3). If we

assume that the objective functions are optimized by the correct parameters, and

we exclude the noise and the errors (image noise, camera modeling errors, and
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geometry representation errors), the global Pareto optimal set would contain just

one point, corresponding to the correct parameters. We imply a general iter-

ative optimization scheme, generalizing Algorithm 3, which optimizes a linear

combination of functions, with positive weights:

I(P1, . . . , Pn) =
n∑
i=1

wi,0Ii,0 +
n−1∑
i=1

n∑
j=i+1

wi,jIi,j (3.10)

In each iteration we estimate the gradients of all pair-wise objective functions,

fuse them into one update direction, and update the parameters. The fusion is a

linear combination of the gradients, with the weights from (3.10). The solutions

obtained for different sets of strictly positive weights generate Pareto equivalent

solutions ([51] p. 78-79). Therefore, we can identify the two elements involved in

the multi-objective optimization (Section 1.3.3): the analyst, which is responsible

with gradient estimation, and the decision maker, responsible for the weights. The

general algorithm is presented as Algorithm 4.

The method used above to solve a multi-objective optimization problem,

adding the functions in a single objective function, is known as scalarization,

and it is a common practice. Optimizing a linear combination of objective func-

tions is denoted as the weighting method in [51] (p. 78). It is based on the

following theorems ([51] p. 78-79):

• Any set of strictly positive weights generate a Pareto optimal solution (a

set of positive weights generate weak Pareto optimal solution).

• Any Pareto optimal solution of a convex multi-objective optimization prob-

lem corresponds to at least one weighting vector with positive elements,

such that it is the solution of the weighted single objective function.

The advantages of our multi-objective optimization formulation are more evi-

dent if we consider, on one hand, that the initialization of some objective functions

may lead to local optima, and, on the other hand, that the estimation of gradients

is stochastic. We list here the advantages:

• Assuming that the global optima for all functions I(i, j) are obtained for

the correct transforms, then the global optimum for any linear combina-

tion of functions has the same global optimum. The range of convergence
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Algorithm 4 Global Stochastic Optimization using Mutual Information

Initialize Pi, i = 1, . . . , n

Initialize wi,j, i = 1, . . . , n, j = 0, . . . , n

Initialize λi, i = 1, . . . , n

while convergence criterion met do

for i = 1 TO n do

gi = 0

for j = 0 TO n do

if overlap(i, j) then

gi,j = gradient of Ii,j w.r.t. Pi

gi = gi + wi,jgi,j

end if

end for

end for

for i = 1 TO n do

Pi = Pi + λigi

end for

update wi,j, i = 1, . . . , n, j = 0, . . . , n

update λi, i = 1, . . . , n

end while
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corresponding to the global optimum of the linear combination is at least

the smallest range of the individual objective functions, but we expect, on

average, to be better than that of several of the objective functions.

• The estimation errors εi,j of the gradients gi,j are uncorrelated. Adding

together the estimated gradients decreases the relative noise in the update

direction.

• Using the direction of the fused gradients in a steepest descent scheme is

expected to lead faster to the optimum than using only one of the gradients,

because the levelset convexity of the combination of functions around the

global optimum is improved, compared to that of the individual functions.

• The positions of the local optima of different objective functions are less

correlated than the positions of the global optima (which, ideally, coincide).

This increases the relative range of convergence of the global optimum with

respect to that of other local optima.

3.3.3 Weighted Gradient Fusion

Setting constant weights in (3.10) falls in the category of a priori methods for

multi-objective optimization ([51] p. 115). Letting the weights be wi,0 = 1 and

wi,j = 0, for j 6= 0, reveals the independent optimization using only the surface

normals and intensity images as in [79]. Letting wi,0 = 0 and wi,j = 1 for j 6= 0

reveals the optimization using only images, with the mutual information as the

photo-consistency criterion, generalizing [35] and [11]. The canonical approach

would be to consider all weights equal, wi,j = 1.

One difficulty regarding the fusion of objective functions is that the mag-

nitudes of the gradients depend on the ranges of the objective functions. The

mutual information between colors is higher that the one between normals and

intensities, because the r.v. have the same modality, therefore the magnitude of

the gradients gi,j, j 6= 0, is higher than that of gi,0. We remove this effect by

working with normalized gradients ||gi,j|| = 1; however, in this way we introduce

another one: if gi,j has a small magnitude, normalizing it will also increase the
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effect of the noise εi,j. We found that the latter approach is slightly better that

the former one.

We studied also an adaptive weighting approach, in which the weights were

updated during the iterative optimization. In multi-objective optimization the-

ory, this can be considered an interactive method: the decision maker chooses

the weights in each iteration, and the analyst finds the gradients and makes the

updates.

Our adaptive weighting approach fits the stochastic steepest descent optimiza-

tion. The scheme favors the objective functions with gradients that maintain their

directions in successive estimations (have a consistent gradient). By consistent

gradient we mean one that does not change considerably its direction in succes-

sive estimations. If the parameters fall under an optimum with large range of

convergence, the gradient is likely to have similar direction in consecutive esti-

mations, and the weight of the objective function is increased. If the noise εi,j

is relatively high in the gradient estimation, the gradient is inconsistent, and the

weight will be decreased.

In the following, the iteration number is relevant, and we will add it as a

separate index (k). We define the instantaneous consistency c(k)(i, j) and the

consistency C(k)(i, j):

c(k)(i, j) = 1
2
(cos(g

(k−1)
i,j , g

(k)
i,j ) + 1) for k ≥ 1

C(k)(i, j) = (1− α)C(k−1)(i, j) + αc(k)(i, j) for k ≥ 1, 0 ≤ α ≤ 1
(3.11)

We start with initial values 0 for c(0)(i, j) and C(0)(i, j). C(k)(i, j) measures

the consistency over a sequence of iterations, with more recent instantaneous

consistencies having larger weights. In the implementation, α was set to 0.05.

We introduce the alignment variable A(k)(i, j) to measure the alignment be-

tween the items i and j (image-model of image-image). The alignment at iteration

k is estimated as the maximum value of consistency for that gradient:

A(k)(i, j) = max
l=1,...,k

C(l)(i, j) (3.12)

A large value of A(k)(i, j) does not mean that i and j are aligned at iteration

k, but it indicates that the parameters may have been in the region of attraction
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of an optimum with large range of convergence. In [12], we defined the weights

from equation (3.10) as:

wi,j = C(i, j)A(j, 0)(1− C(j,0)
A(j,0)

), for i = 1, . . . , n, j = 1, . . . , n

wi,0 = C(i, 0), for i = 1, . . . , n
(3.13)

For simplicity, in (3.13) we omitted the iteration number k. The weights are

re-computed in each iteration. From equations (3.11) and (3.12) it follows that

wi,j are between 0 and 1. The weight wi,j, j > 0, is large when the alignment

between the texture j and the model is large, and the consistency is small (image

j and the model are possibly aligned), or when the gradient between i and j is

consistent.

We studied also a simpler formulation for the weights:

wi,j = C(i, j), for i = 1, . . . , n, j = 0, . . . , n (3.14)

In Section 3.7.1 we will discuss the benefits of the different weighting schemes.

Overall, the canonical weighting scheme gave the most accurate results.

3.4 Influence of the Parameters

Several parameters of the algorithm presented above influence the rate and the

accuracy of the optimization. One of them is the covariance matrix, and we will

show that it can be optimized as well. Other parameters refer to the subsampling

size, the color representation, the steepest descent step size, and the weighting

scheme for gradient fusion. Unfortunately, we could not formulate rules for finding

optimal parameters, as in the case of the covariance matrix.

Regarding the color space used for image-image mutual information, we did

not find an optimal one. Rather, the optimal color space is dependent on the test

case. In [12], we used the chrominance subspace of YUV color space. We found

better results, in some test cases, when we used the full YUV space, than when

we used only the chrominances. Also, when we used the full YUV color space,

we did not find that it was better than the RGB color space.
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We show results of registration with several choices for the parameters of the

registration; the performance is evaluated using the reprojection distance, which

is defined in (3.21).

3.4.1 The Covariance Matrix of the Parzen Window

In the estimation of the the entropy we introduced the parameter ψ, which is the

covariance matrix associated with the Gaussian kernel. Fortunately, there is a

criterion to define its optimality and to optimize it [79]. If p̂ψ is the estimation

of the pdf with the Parzen window method, with covariance ψ, on a finite set Z,

the maximum likelihood estimate ψ∗ of ψ is:

ψ∗ = arg max
ψ

∏
zi∈Z

p̂ψ(zi) = arg max
ψ

∑
zi∈Z

log(p̂ψ(zi)) (3.15)

Equation (3.15) says that the optimal value for ψ is achieved when the likeli-

hood that the set Z is a sampling of the distribution p̂ψ is maximized.

The method presented in this chapter for estimating the entropy of the r.v.

z, which relies on two independent sampling sets A and B of z, can be used to

estimate ψ∗ in the following way:

ψ∗ = arg maxψ
∑

zi∈B log(p̂ψ,A(zi))
= arg maxψ

∑
zi∈B log(

∑
zj∈AGψ(zi − zj))

(3.16)

where p̂ψ,A is the estimation of the pdf, with the Parzen window method, over

the set A, with the covariance ψ. ψ is optimal when the likelihood that B is

distributed according to the pdf built from the set A is maximal.

The expression from (3.16) is extremely similar with the formula involved in

optimization of mutual information. The covariance ψ that maximizes (3.16) can

be optimized jointly with the mutual information, as most of the factors are the

same. For diagonal matrices, the gradient of the log-likelihood with respect to

ψ has a simple expression, which, however, will not be derived here. For general

covariance matrices it is not possible to obtain closed-form expressions of the

gradient. Optimizing a non-diagonal covariance is not trivial, and it is not in the

scope of this thesis.
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The optimization of the covariance matrix of the Parzen windows with Gaus-

sian kernels, for estimating the entropy of r.v., is treated by Schraudolph in [61].

Only diagonal covariance matrices are considered. While [76] proposes the gra-

dient descent optimization, Schraudolph presents several schemes with varying

complexity. Observing the functional dependence of the entropy with respect

to the elements of the covariance matrix, he argues that it is better to update

the covariance matrix in log-space, as shown in (3.17). To improve stability of

the learning scheme, he re-linearizes and regularizes the update expression to the

second form of (3.17); we chose the latter update rule. If we denote σ = ψi, the

element i of the diagonal covariance matrix, η the learning step, g the gradient

of (3.16) with respect to σ, and k the iteration number, then:

σ(k + 1) = σ(k)e(ηg(k)σ(k))

σ(k + 1) = σ(k) max[1
2
, 1 + ηg(k)σ(k)]

(3.17)

We used constant update step η = 0.01; the optimization is relatively fast; we

show an example in Figure 3.4 (bottom).

We argue here, restricting ourselves to uni-variate r.v., that, ifA andB contain

common values, the optimal ψ is 0; the argument can be immediately extended to

diagonal matrices, if the vectors of A and B have identical elements. For ψ = 0,

the Gaussian degenerates to a Dirac impulse, and, if there are common values

in A and B, the log-likelihood from (3.16) becomes infinite; therefore, ψ = 0 is

optimal. In practice, since the values from of the r.v. are quantized, this effect is

very probable. The solution, mentioned also in [61], is to apply a regularization

technique for the optimization of ψ: when the Parzen window is used to estimate

the pdf in zi ∈ B (3.16), we do not use any element from A equal to zi. This

technique is very similar to the leave-one-out cross-validation principle.

Let’s analyze the implication of restricting the covariance matrix to be diag-

onal. The covariance matrix generalizes the distance between samples of the r.v.

z to the Mahalanobis distances [20]: ||zi−zj||ψ =
√

(zi − zj)Tψ−1(zi − zj). If the

covariance is the identity, the Mahalanobis distance is the Euclidean distance,

and, if it is diagonal, the Mahalanobis distance is the normalized Euclidean dis-

tance, which is similar to the Euclidean distance, but the dimensions are scaled

according to the corresponding variances. Since we restrict the covariance matrix
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to be diagonal, it would make sense to align the multivariate z with the principal

components of the available sampling set. We experimented this, but we did not

find any improvement in the rate, or accuracy, of the registration.

We used distinct covariance matrices for each r.v. of any objective function.

Each covariance matrix was optimized separately, jointly with the mutual infor-

mation.

In the histogram-based methods for entropy estimation, the role of ψ is taken

by the size of the quantization bin. The optimal ψ depends on the distribution

of the data, and also on the number of samples used. The possibility to optimize

the covariance using the maximum likelihood principle, instead of choosing an

arbitrary value, is a big advantage of this method, compared to a histogram-

based method. The histogram’s bin size has an important role when the entropy

is estimated from the histogram. We do not know any work that optimizes the

histogram’s bin size, applied to entropy estimation. We found that optimization

of covariance matrices improved considerably the accuracy of registration.

3.4.2 Sampling Size

The sampling size is an important parameter with implications to time-accuracy

trade-off. Given any sampling size, the covariance matrix is optimized accord-

ingly. A small sampling size worsens the estimation of the objective function (see

Figure 3.2), but may increase the chances that the optimization will not con-

verge to a local optimum. A large sampling size determines a small kernel size

(determinant of the covariance matrix), and more precise estimation of the pdf.

In Figure 3.2 we show the mutual information estimated with several sampling

sizes.

This behavior could be exploited in a multiresolution strategy in value space,

with the sampling size increasing during the optimization. For low resolution

(small sampling size), the evaluation of the gradient is faster, and the stochastic

behavior of the algorithm is more pronounced, while for high resolution (large

sampling size), the optimization behaves more as a deterministic gradient-based

method. We did not implement this kind of multiresolution strategy.
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Figure 3.2: The mutual information between two images of the Trilobite model.

One image is correctly aligned to the model, and for the second one, the parameter

T0 varies; 0 corresponds to the correct value. The plots correspond to subsampling

sizes of 30, 70, and 110. Each value of the mutual information is the average of

100 estimations.

We show the registration error for sampling sizes varying from 20 to 110, for

several test cases, in Figure 3.3 . The Plane model has simple distribution of

normal and color (it is a toy model), while Shakyamuni is a real model. For

the Plane model, the decrease of the reprojection error is less dependent on the

subsampling size, because the objective functions can be easily approximated from

small subsamplings. We can even observe that, for the largest subsampling size,

the error decreases slower than for other subsampling size. For the Shakyamuni

model, the error decrease is stronger for larger subsampling sizes, especially when

several images are jointly registered.
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Figure 3.3: Decrease of error for several subsampling sizes. From left: Plane

model, one image and three images, Shakyamuni model, one image and three

images.

We built an experiment to analyze the entropy estimation, with the results

shown in Figure 3.4. The r.v. consists in the red channel of an image, quantized to
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8 bits. We varied the subsampling size, and, for each value, we optimized the vari-

ance and estimated the entropy for 1000 iterations. We show the obtained mean

values of the entropy and kernel size (variance of the Parzen window), together

with the standard deviations; we skipped the values for the first 100 iterations, so

that the Parzen window variance stabilizes. As expected, the standard deviation

of the entropy estimation and the value of the optimal kernel decrease for larger

sampling size. The estimation of the entropy is better for larger sampling size,

with additional time consumption.
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Figure 3.4: Top rows. Estimation of entropy (left) and kernel size (middle)

associated with the Parzen window (the bars show the standard deviation), and

the histogram (right), for the red channel of an image of Shakyamumi model (top

row) and Sculpt model (middle row). Bottom row. The first 200 iterations of

kernel optimization for Shakyamuni image (left), for Sculpt image (middle), and

the time for one entropy estimation step, corresponding to the subsampling size

(right; time units are milliseconds, the example is built in Matlab).
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3.4.3 Multiresolution

Multiresolution implementations improve the rate and the accuracy of the algo-

rithms; a multiresolution optimization strategy is successfully applied, for regis-

tration using mutual information, in [71].

We can consider two contexts for multiresolution, respectively, in spatial and

in value domains. Multiresolution in the value domain can be achieved indirectly,

varying the subsampling size, with the effect on the size of the kernel, and was

discussed previously in this section. Multiresolution in space refers to the geom-

etry of the model and to the images. As it is difficult to manipulate irregularly

sampled 3D models for multiresolution registration, we considered spatial mul-

tiresolution only for images, using a pyramid decomposition; for each resolution

level, we decrease the scale of the image by 2. We achieved faster convergence

for lower resolution, but less accuracy.

Figure 3.5 shows the relative error decreases for 3 image resolutions, averaged

for a 10-run experiment. The update step was the same in all cases, so the faster

convergence can only be explained from the direction of the gradient; the lower

resolution smoothes out the objective function. This effect is shown in Figure

3.6. The objective function with the highest resolution image is the steepest near

the optimum, however, further away from the optimum, the objective function

with the lowest image resolution is better than the others.

Both forms of multiresolution can increase the speed of optimization, decreas-

ing, on the same time, the required resources: memory (spatial resolution) and

time (value resolution). We implemented only the spatial multiresolution.

In the context of joint registration, an important issue is memory scaling.

We experimented an out-of-core implementation, in which only a few images can

be loaded in memory at one time. The joint registration was applied to groups

of images for a number of iterations (a few hundreds), and then the group was

changed. If the groups were not disjoint, the optimization was slower; if the

groups were disjoint, the advantages of joint registration might be lost. Using

lower resolution images allows keeping more images in memory in the first stages

of the optimization, and this is very helpful for the performance of the registration.
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Figure 3.5: Shakyamuni model and one image. Relative decrease of error for 3

image resolutions. The results are averaged over a 10-run experiment.
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Figure 3.6: Trilobite and 3 images. Top. Image-image mutual information for

varying T0 on first image and varying T1 on second image, for highest resolution

(left), resolution level 1 (middle) and resolution level 2 (right). Bottom. Image-

model mutual information for varying T0 (left), image-image mutual information

for varying T0 on one image (right). Each value of the mutual information is the

average of 100 estimations.
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3.4.4 Learning Step

Finding the update step (λ, from Algorithm 3) is a general problem for the

gradient descent optimization. A small step determines slow convergence, and,

for a large step, the optimization may not converge. The objective function may

be used to adjust the learning step, for example by performing a line search along

the gradient direction. Since our estimation technique is stochastic, we chose a

fixed scheme for handling λ.

An additional problem is the difference in scale of the rotation and transla-

tion parameters. Therefore, we chose to express the parameter λ at image scale

(pixels), by specifying the average change of the projections for the points of the

model, after each update.

We used the gradients ∂
∂T
x, ∂

∂T
y, ∂

∂R
x, and ∂

∂R
y, to linearize the projection

operator for any image coordinate (x, y), so that the change in the projection,

after a change of R or T , could be predicted. Since the gradients are already

computed for the points of the A and B sets (during the estimation of the gradient

of mutual information, see (3.7)), we used them to approximate the average

change of the projections for all points of the model.

Let the 3D points of the sets A and B, for the current step, be {Xi}, i =

1, . . . , n. We denote updateR and updateT , the desired average change in pro-

jections after updating R, respectively T , and find the update steps λR and λT

using the following relation:

updateR = 1
n

∑n
i=1 ||

∂(x,y)
∂R
|| · λR

updateT = 1
n

∑n
i=1 ||

∂(x,y)
∂T
|| · λT

(3.18)

In practice, we found 0.1 pixels to be a good value for updateR and updateT .

The update in the direction of the gradient of the objective function I is done:

R = R + λR · ∂I∂R/||
∂I
∂R
||

T = T + λT · ∂I∂T /||
∂I
∂T
|| (3.19)

with λR and λT found from (3.18).

We correlated the update step with the spatial multiresolution level. The

update steps for R and T were always equal to 0.1 pixels of the current resolution;

therefore, the updates are bigger at lower resolution. We typically used 2 or 3

resolution levels.
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3.5 Optimization of Intrinsic and Extrinsic Parameters

3.4.5 Stopping Criterion

The stopping criterion for gradient descent optimization of a convex function is

usually based on the norm of the gradient, and stops the optimization when the

norm is below a prescribed threshold. If the optimal value of the function is

known, the stopping criterion may be activated when the value of the function is

within a given limit from the optimal value.

We did not use these measures because of the stochastic estimations. Instead,

we stopped when the values of the parameters became stationary. Similarly to

the learning step, to achieve invariance with respect to the scale of the transfor-

mation, we analyzed the projections of a small set of points, which were chosen

initially, and stopped when they did not change significantly. It was necessary

to keep the projections for a window frame over the latest iterations (we used a

frame of 100 iterations). To evaluate the criterion fast, we compared the mean

projections over the window, with the mean projections over the second half of

the window. If the average projection distance was below a predefined threshold

(set to the same magnitude as updateR and updateT ), the stopping criterion was

activated. Updating the mean projections can be done in constant time. We used

the stopping criterion also to switch from a lower to a higher resolution during

multiresolution optimization.

In addition to the stopping rule described above, we used a bound for the

number of iterations, set to 3000, and a minimum number of iterations for each

resolution level, set to 400.

3.5 Optimization of Intrinsic and Extrinsic Pa-

rameters

Previously, we limited the optimization to the extrinsic camera parameters, and

the other parameters were kept constant. Since the focal length may vary if a

camera with zoom lenses is used, we extended the optimization to include it.

The derivative of the mutual information with respect to the intrinsic param-

eters can be easily computed using the same procedure as with the other param-

eters. However, the optimization is considerably more difficult. For instance, the

63



3.5 Optimization of Intrinsic and Extrinsic Parameters

focal length of the camera can be well compensated by changing the distance

from the camera to the model, and this worsens the convexity of the objective

function. The compensation depends on how well the perspective projection of

the camera can be approximated with an affine projection, and it is more accurate

when the depth variation of the points on the model is small, compared to the

average depth of the model. In this case, for instance, doubling the focal length

can be roughly compensated by doubling the distance to the model. This relation

defines a curve in the parameter space. An optimization technique to handle this

one-dimensional subspace is presented in [40]. We chose to do exhaustive search

on the one-dimensional space defining the translation - focal length equivalence,

interleaved with pose optimization. In this way we can recover large variations

of the focal length.

We started with an initial focal length, and optimized the extrinsic parameters

with the method presented in this chapter, using mutual information. Then,

we changed the focal length, and compensated the translation component with

the following method: we selected a set of points of the model, projected them

on image plane with the old focal length and translation, and minimized the

distances to the projections obtained with the new focal length and translation.

This can be solved as a least squares problem. The minimization need not be

very accurate, as, further on, we optimized the extrinsic parameters using the

mutual information. We repeated this procedure for a series of values of the focal

length.

For each value of the focal length we recorded the value of the objective func-

tion; we estimated the objective function several times, with different subsam-

plings, to compensate the estimation errors, and took the average. We repeated

this procedure for a whole range of the focal length, between fmin and fmax, and

searched the optimum of the objective function. The procedure is described in

Algorithm 5.

It is computationally demanding to extend the algorithm to joint optimization

for several images, each camera having a different focal length. As the optimiza-

tion is basically exhaustive search, the complexity increases exponentially with

dimensionality. We experimented only the case when all cameras have the same

focal length.
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3.5 Optimization of Intrinsic and Extrinsic Parameters

Algorithm 5 Optimization of Focal Length and Extrinsic Parameters

for all available images i = 1, . . . , n do

Get f imin and f imax the search bounds for the focal length

Initialize Ki and Ci

Initialize Ri and Ti using point correspondences

end for

while convergence criterion met do

Optimize Ri, Ti, i = 1, . . . , n (independent or joint)

end while

for all available images i = 1, . . . , n do

f iinit = f(Ki)

for f i,j = f iinit TO f imax do

Ki = K(f i,j)

Optimize Ti with a linear method

Optimize Ri and Ti with mutual information

Estimate the objective function F (i, j) = F (Ri, Ti, Ki, Ci)

end for

for f i,j = f iinit TO f imin do

Ki = K(f i,j)

Optimize Ti with a linear method

Optimize Ri and Ti with mutual information

Estimate the objective function F (i, j) = F (Ri, Ti, Ki, Ci)

end for

end for

for all available images i = 1, . . . , n do

Find optimal f i = f(arg maxKi F (i, j))

end for
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3.6 Localized Mutual Information

In Figure 3.7 we show results of the Algorithm 5. Each camera has the same

focal length. All test cases have one model and three images. The plots show, for

each image, the sum of objective functions to which it participates (one model-

image and two image-image).

In the first case, the optimum is found for each image. In the other two cases,

the optimal focal length cannot be reliably found using our algorithm. It can be

observed, especially in the third case, that, when the camera is relatively far from

the model, the projection is close to an affine one, and the value of the objective

function, for large focal length, is quasi-constant.
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Figure 3.7: Estimation of the focal length. Three experiments with Trilobite,

Shakyamuni, and Sculpt (left to right). For each experiment, three images are

registered (top to bottom). For each image, we show the sum of all objective

functions to which it participates. We show the initial (dotted) and the correct

(continuous) focal length. Each value of the mutual information is the average of

100 estimations.

3.6 Localized Mutual Information

Localized (regional) mutual information is a new formulation of mutual informa-

tion, which attempts to incorporate the spatial information, totally ignored by

the estimation method presented before. The motivation for localized mutual in-

formation is that the relation between the two r.v. is not stationary in the spatial

domain. For texture registration, localized mutual information may compensate

for varying BRDF and illumination. We differentiate the localized mutual infor-
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3.6 Localized Mutual Information

mation from the mutual information defined previously in this chapter, which we

call global mutual information.

The spatial information is taken into account, in [60], by defining the r.v.

not from the values of individual points, but from neighborhoods. For instance,

the r.v. associated with an image could consist in the values of the 3 × 3 pixel

regions. This drastically increases the dimensionality of the estimation problem,

therefore, an ingenuous method to avoid the problem is proposed in [60].

We considered a simple implementation of localized mutual information, with

the purpose of showing its potential. We modified the Parzen window estima-

tion, adding a factor depending on the spatial distance between the samples; the

original kernel is multiplied with a spatial kernel Gχ (also Gaussian). If dj is the

spatial distance between the samples z and zj, then the ’localized’ Parzen window

is defined by:

p(z) ≈ 1

NA

∑
zj∈A

Gψ(z − zj)Gχ(dj) (3.20)

As the r.v. used in image-model mutual information contributing to the gradi-

ent with respect to the transformation, V and (U, V ), contain the image intensity

(defined on the image domain), we considered only the spatial domain of the 2D

image. In this way we also avoided calculating distances on the model’s surface;

dj is a scalar, and for Gχ we considered a fixed variance, equal to one tenth of

image’s diagonal.

This formulation is equivalent to that of considering an usual Parzen window

(as in (3.4)) for a new r.v., formed as the concatenation of the original r.v. and the

image coordinates, and a separable kernel for value and space components (e.g.,

Gaussian kernel with block diagonal covariance matrix). From this perspective,

it is clear that we increase the dimensionality of the r.v., and one needs to be

careful because of the curse of dimensionality.

Figure 3.8 shows a comparison between localized mutual information and

global mutual information, when only image-model relation was considered. In

this case, the localized variant gave better results.

For joint registration (image-model and image-image mutual information), the

accuracy of global mutual information was higher than that of localized mutual

information. There are two reasons for that. On one hand, the image-image
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3.7 Experimental Results

objective functions do not suffer from the BRDF variation, so localizing the ob-

jective function does not bring important benefits. On the other hand, the higher

dimensionality of the localized mutual information makes it more sensitive and

less accurate, when estimated from small subsamplings. Localized mutual in-

formation might give better results for joint registration, when the illumination

conditions would be significantly different for several images; however, we did not

experiment this.
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Figure 3.8: Trilobite, 17 images. Error decrease for 10 optimization runs using

localized mutual information and global mutual information. Only model-image

objective functions were used.

3.7 Experimental Results

In this section we present results of our algorithm implemented with multireso-

lution, joint covariance optimization, and with the canonical weighting scheme,

for optimization of the extrinsic camera parameters. We let all experiments run

3000 iterations.

The canonical approach was better than the heuristic weighting schemes in all

test cases, therefore we will present numerical results only for it. Though, because

in [12], with a less optimized algorithm (without multiresolution and covariance

optimization), we showed that the adaptive weighting scheme was better than the
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3.7 Experimental Results

canonical approach for one test case, Section 3.7.1 contains a discussion regarding

the weighting schemes.

The ground truth parameters for the experiments with the models Lion and

Trilobite are known, as the images were obtained by rendering. The parame-

ters were perturbed, leading to an average reprojection error as mentioned in

the tables’ descriptions; the rotation and translation components were perturbed

to generate errors with similar magnitudes. For the realistic experiments with

Shakyamuni, Sculpt, and Mask models, the images were initially registered using

10-20 interactively chosen point correspondences, with accuracy of a few pixels.

The parameters were later on perturbed in the same way as for the previous exper-

iments. The perturbed parameters were used to initialize the texture registration

algorithm.

Except the standard deviation of the pose parameters, we summarize the

accuracy by the reprojection root mean squared (RMS) error. Given n samples

of a model Xi, i = 1, . . . , n, the distance (reprojection distance) between two

camera parametrizations P 1 and P 2 is defined from the distances between the

projections as:

Drep =

√√√√ 1

n

n∑
i=1

d(P 1Xi, P 2Xi)2 (3.21)

In the cases when the ground truth is known, it is used as reference for the

distance. When the ground truth is not known, we use the mean parametrization,

obtained after repeated registration, as reference. In this latter case, we will use

the term accuracy with regard to the performance, as well; though, the correct

term is precision, since the reference parametrization is not the correct one. The

following chapter will contain a more detailed discussion about this aspect.

All experiments presented here consisted in 10 runs with random initialization.

The reprojection RMS error, presented in tables, is the average of the reprojection

distances for each of the 10 parametrizations, to the reference parametrization.

In Tables 3.1 and 3.2, three images were registered first using only model-

image objective function, and then using one or two additional image-image ob-

jective functions for each image. When image-image objective functions are used,
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3.7 Experimental Results

the accuracy becomes sub-pixel, and decreases with the number of objective func-

tions used.

Five of the eight images with Shakyamuni model, used in the experiment from

Table 3.3, were registered with sub-pixel accuracy, two images have accuracy very

close to one pixel, and one about two pixels. The images of Shakyamuni were

taken evenly around the model, images 1, 2, and 3, with the same illumination,

also images 5 and 6 with the same illumination, while the rest of images were

taken each under different illumination.

For the experiment presented in Table 3.4, also with Shakyamuni model, 13

images were taken evenly around the model, with groups of 3 and 4 images taken

without changing the illumination. All images were registered with sub-pixel

accuracy.

In Table 3.5, we present the results for the Sculpt model with 9 images.

Except for one image, the accuracy was less than 2 pixels. The image which gave

accuracy of about 5 pixels had lower quality, compared to the others, due to some

self-shadows.

Table 3.6 contains the results for the Mask model, with three images. The

initial registration was the one from interactive registration, and it was not per-

turbed. The resulted accuracy is of about one tenth of a pixel, at distance of 4-5

pixels from the initial registration. The silhouette of the model occupied a rather

small area of the image (this test case is used also in the following chapter).

Due to the subsampling, the time complexity is independent of the model and

image resolution. Roughly, for any image-model objective function, we achieved

340 iterations per second. In our implementation, the gradients of the image-

image objective function with respect to the two cameras were evaluated indepen-

dently; therefore, the time complexity associated with an image-image objective

functions was two times larger than that of an image-model objective function.

We used a point-based implementation, and all computations were done on the

main processor (without using the graphic card), which is an AMD Athlon Dual-

Core 4600+, with 2 GB of memory. In addition, we kept record of the visibility

of any point in images, which required rendering all points on the plane of each

image. We performed this operation once every 800 iterations.
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Img1 Img2 Img3

Parameter \ Img-Img 0 1 2 0 1 2 0 0 2

Rx 0.12 0.07 0.04 0.15 0.07 0.03 0.43 0.61 0.06

Ry 0.54 0.05 0.07 0.14 0.04 0.04 0.48 0.40 0.05

Rz 0.17 0.08 0.06 0.24 0.05 0.04 0.59 0.60 0.09

Tx 0.16 0.05 0.03 0.12 0.04 0.03 0.84 0.71 0.15

Ty 0.37 0.07 0.02 0.08 0.10 0.04 0.73 0.59 0.08

Tz 0.56 0.20 0.11 1.33 0.50 0.26 1.61 1.88 0.44

Reproj. RMS 1.98 0.50 0.34 1.14 0.59 0.31 4.59 4.65 0.71

Table 3.1: Lion model; standard deviation for R (degrees) and T after 10 runs

with random initialization (initial error 15-35 pixels, R± 4◦, T ± 4); subsampling

size 50; 3 images 1248 × 872. Three experiments were performed, one using

only model-image objective functions, and the others with additional 1 and 2

image-image objective functions (for each image).

Img1 Img2 Img3

Parameter \ Img-Img 0 1 2 0 1 2 0 0 2

Rx 0.12 0.07 0.06 0.15 0.07 0.03 0.43 0.61 0.06

Ry 0.54 0.05 0.05 0.14 0.04 0.04 0.48 0.40 0.05

Rz 0.17 0.08 0.09 0.24 0.05 0.04 0.59 0.60 0.09

Tx 0.16 0.05 0.15 0.12 0.04 0.03 0.84 0.71 0.15

Ty 0.37 0.07 0.08 0.08 0.10 0.04 0.73 0.59 0.08

Tz 0.56 0.20 0.44 1.33 0.50 0.26 1.61 1.88 0.44

Reproj. RMS 1.53 0.32 0.19 0.66 0.43 0.22 4.61 3.85 0.70

Table 3.2: Trilobite model; standard deviation for R (degrees) and T after 10

runs with random initialization (initial error 17-27 pixels, R ± 5.5◦, T ± 1.25);

subsampling size 50; 3 images 1248 × 872. Three experiments were performed,

one using only model-image objective functions, and the others with additional

1 and 2 image-image objective functions (for each image).
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Parameter Img1 Img2 Img3 Img4 Img5 Img6 Img7 Img8

Rx 0.04 0.07 0.07 0.10 0.06 0.17 0.23 0.54

Ry 0.08 0.13 0.08 0.16 0.16 0.15 0.05 0.19

Rz 0.45 0.33 0.08 0.09 0.06 0.12 0.09 0.26

Tx 0.48 0.19 0.08 0.10 0.07 0.13 0.14 0.15

Ty 0.06 0.12 0.04 0.13 0.22 0.16 0.09 0.21

Tz 2.19 1.92 1.43 2.18 1.85 3.03 2.18 3.51

RMS 1.03 0.72 0.46 0.62 0.56 0.89 1.09 2.20

Table 3.3: Shakyamuni model; standard deviation for R (degrees) and T after

10 runs with random initialization (initial error 20-30 pixels, R ± 5◦, T ± 8);

subsampling size 100; 8 images 1360× 2048.

Param. Img1 Img2 Img3 Img4 Img5 Img6 Img7 Img8 Img9 Img10 Img11 Img12

Rx 0.02 0.04 0.05 0.04 0.07 0.05 0.10 0.04 0.08 0.08 0.09 0.04

Ry 0.10 0.09 0.05 0.05 0.04 0.05 0.09 0.14 0.11 0.07 0.04 0.05

Rz 0.13 0.05 0.06 0.03 0.09 0.14 0.08 0.08 0.12 0.05 0.07 0.04

Tx 0.16 0.12 0.07 0.05 0.16 0.10 0.15 0.08 0.09 0.06 0.08 0.05

Ty 0.09 0.10 0.08 0.08 0.13 0.05 0.14 0.05 0.05 0.08 0.10 0.07

Tz 0.82 0.53 0.75 1.64 1.69 1.32 1.87 1.26 1.01 1.42 0.64 0.53

RMS 0.67 0.53 0.45 0.43 0.77 0.63 0.76 0.53 0.73 0.70 0.53 0.44

Table 3.4: Shakyamuni model; standard deviation for R (degrees) and T after

10 runs with random initialization (initial error 30-45 pixels, R ± 5◦, T ± 8);

subsampling size 100; 13 images 3072 × 2048. Due to the lack of space, we

present the results for the first 12 images; the accuracy of the 13th image was

0.43 pixels.
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Parameter Img1 Img2 Img3 Img4 Img5 Img6 Img7 Img8 Img9

Rx 0.05 0.03 0.05 0.80 0.10 0.04 0.06 0.28 0.05

Ry 0.27 0.14 0.08 0.18 0.31 0.09 0.41 0.15 0.12

Rz 0.30 0.14 0.21 1.65 0.14 0.08 0.19 0.04 0.12

Tx 0.28 0.09 0.12 1.15 0.07 0.13 0.19 0.08 0.08

Ty 0.23 0.09 0.06 0.24 0.07 0.05 0.45 0.09 0.05

Tz 2.14 1.70 2.00 2.96 2.25 1.31 2.42 2.79 1.59

RMS 1.43 0.83 0.85 5.24 1.44 0.54 1.95 1.45 1.09

Table 3.5: Sculpt model; standard deviation for R (degrees) and T after 10 runs

with random initialization (initial error 20-35 pixels, R±4.5◦, T±5); subsampling

size 100; 9 images 1360× 2048.

Parameter Img1 Img2 Img3

Rx 0.02 0.02 0.01

Ry 0.02 0.02 0.02

Rz 0.03 0.06 0.02

Tx 0.01 0.02 0.01

Ty 0.01 0.02 0.01

Tz 0.07 0.15 0.08

RMS 0.10 0.11 0.10

Table 3.6: Mask model; standard deviation for R (degrees) and T after 10

runs with non-perturbed interactive initialization; subsampling size 50; 3 im-

ages 3027× 2048; the interactive initialization was at about 4 - 5 pixels distance

from the converged solution.
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It is difficult to evaluate the numerical results against those reported in other

research articles, without running experiments on the same data sets. We com-

pare, however, the results mentioned in other studies, to ours. The best result

from [73] was an average reprojection error of 4.9 pixels, for 6-megapixel images,

which is worse than ours. The reprojection error (L1 norm) achieved in [35] is

5-6 pixels, for 0.25 megapixel images. The variance of the parameters reported

in [40], and the standard deviation of the pose parameters from [11], are worse

than ours.

3.7.1 Discussion Regarding the Weighting Schemes

In [12], we reported better results of the weighting scheme from (3.13) over the

canonical approach, for one particular case study. For the same case study, our

current implementation, with joint optimization of the covariance matrix of the

Parzen window, the canonical, (3.13), and (3.14), showed almost the same ac-

curacy, with marginal differences. On the other hand, over all case studies, the

canonical approach performed the best, in terms of achieved accuracy. However,

we noticed that the adaptive approaches, especially the one defined with (3.14),

showed slightly faster decrease of error in the initial phase of optimization. We

will explain the results in the following.

In terms of accuracy, it is normal that the canonical approach is the best,

because the global objective function, formed as the linear combination of all

individual objective functions, is always the same (the weights are equal). If the

covariance matrices are optimized, the objective functions behave well, and all

have maxima for the correct parameters, so it would make no sense to weight

them differently. On the other hand, the weights of the adaptive schemes depend

on initialization, therefore, in repeated runs with different initial conditions, the

actual function that is optimized differs (each time, it is a different combination

of objective functions).

In terms of convergence, our heuristic increases the weights of functions which

are under a pronounced optimum, which might be the global optimum. In one

test case, due to this strategy, when the covariance matrices were not optimized
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(in [12]), the algorithm converged, while the canonical approach did not. When

the covariance matrices were optimized, both strategies converged.

Other drawbacks of our adaptive weighting scheme are that it is dependent on

the update step size λ, on initialization, and on the additional parameters from

(3.11).
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Chapter 4

Evaluation of Texture

Registration using Epipolar

Geometry

4.1 Overview

The texture registration algorithm is evaluated with the data obtained from re-

peated runs, which is used to model the Gaussian distribution of the achieved reg-

istration parameters, as shown in the previous chapter. For a good registration,

the mean should be close to the correct parameters, and the size (determinant) of

the covariance matrix should be small. These two criteria are regarded as the ac-

curacy and the precision. The accuracy reflects the degree to which the obtained

parameters match the correct parameters. The precision reflects the degree to

which repeated runs, with different initializations, give the same results.

It is common and convenient to characterize the registration by a single num-

ber, an average error, representing a geometric distance, such as the reprojection

distance (3.21). This approach has some advantages: it is independent from the

class of registration functions used (e.g., for image registration: affinity, projec-

tivity; for texture registration: different camera models), and it can be related to

other geometric characteristics, such as the size of a 3D model or the geometric

resolution.
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Analyzing of the covariance matrix may bring some information about the

behavior of the algorithm. For example, the fact that an error in the focal length

estimation is well compensated by the translation component in Z direction may

result in large variances for the focal length and for the respective translation

component, as well as for their covariance. These large variances do not necessar-

ily correspond to a large geometric error (reprojection error) of the registration.

The geometric distance is computed between the parametrization of interest

and a reference parametrization. If the correct parameters are known, they are

used as reference; otherwise, we may consider as reference the mean parametriza-

tion from the experiment. In the former case, the distance is an error and reflects

the accuracy, and, in the second case, the precision.

The correct parametrization, also known as the ground truth, is usually known

only in synthetic test cases. For example, we simulated the photography by ren-

dering a model, so the registration parameters (camera parameters) were known

with machine precision. In a realistic experiment, the ground truth is not known,

and the accuracy cannot be assessed.

Considering an extensive experiment with a large number of runs, with in-

dependent initializations, the mean parametrization might not converge to the

ground truth if the objective functions are biased. Some objective functions may

be more prone to bias than others. For instance, a registration method based on

point correspondences is not prone to bias, if the errors from point coordinates

are independent. However, in general, it is difficult to exclude a bias of the ob-

jective functions, see Figure 4.1 for a motivating example. If such a bias exists,

the precision might be high, but the accuracy low.

With very good laboratory setup it is possible to determine the camera pa-

rameters with sufficient accuracy, so they can be identified with the ground truth.

For example, the Stanford robot, with an arm that can be positioned with accu-

racy of 0.01 degrees, was used to build a test set for evaluation of multi-stereo 3D

reconstruction algorithms, with a highly accurate estimated ground truth [62].

Another possibility to reliably estimate the ground truth is to use a state-of-

the-art calibration algorithm, based on a pattern with known Euclidean informa-

tion, present in the scene. A camera calibration algorithm using patterns is not

prone to biases.
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Figure 4.1: Six images with Shakyamuni, showing the appearance change due

to specular highlights. This might bias an objective function which uses color

information, but does not model the specular reflection.

In this chapter we will develop a method which allows comparing the param-

eters of texture registration with those of a camera calibration algorithm. The

main problem of this approach is that the parameters are obtained respectively

in model’s and pattern’s reference systems, which are different, and cannot be

compared directly. Our solution is a new geometric distance, similar to the re-

projection distance, based on epipolar geometry.

A key concept of epipolar geometry is the fundamental matrix constraint. The

fundamental matrix describes the relative geometric position and orientation of

two cameras, which induces a constraint on the 2D space of the images. Most

importantly for us, the fundamental matrix is invariant with respect to the refer-

ence systems in which the cameras are calibrated (invariant with respect to the

scene).

For our evaluation procedure, the setup presupposes the pattern and the ob-

ject kept fixed, while several photographs are taken. The photographs are reg-

istered to the model, ignoring the pattern. The pattern is used to extract the

fundamental matrix between pairs of images, using point correspondences. One

option is to calibrate each image separately (with respect to the pattern), using

available algorithms such as Zhang’s, implemented in Bouguet toolbox [7], and

then find the fundamental matrix from the camera matrices. A second option

is to find the fundamental matrix directly, using the extracted correspondences

between the two images; this is known as weak calibration. The former approach

is more flexible, as it can be done with a planar pattern; the fundamental matrix
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cannot be extracted from point correspondences, if the points are on a plane (it

is a degenerate case). We will call the fundamental matrix extracted using the

pattern the gold standard, and compare it with the output of the registration

algorithm.

4.1.1 The Fundamental Matrix Constraint

Let the images I and I ′ be obtained by two cameras with matrices P and P ′,

with distinct optical centers. If x = (x1, x2) and x′ = (x′1, x
′
2) are the projections

of the same 3D point X on I and I ′, then the following constraint holds: x′1
x′2
1

T

·

 f11 f12 f13

f21 f22 f23

f31 f32 f33

 ·

 x1

x2

1

 = 0

x′T · F · x = 0

xT · F T · x′ = 0

(4.1)

The matrix F is called fundamental matrix. It can be obtained either directly

from point correspondences [29], or from the calibration matrices P and P ′, as

shown in (4.3), using the pseudo-inverse operator (Moore-Penrose pseudo-inverse

(4.4)). If the two optical centers are identical, the fundamental matrix is the null

matrix, and, from now on, we will restrict from this case. The epipoles e ∈ I and

e′ ∈ I ′ are the images of the camera centers C ′ and C respectively on the other

camera:

e′ = P ′C with PC = 0 (4.2)

F = [e′]×P
′ · P+ (4.3)

P3×4 · P+
4×3 = I3×3

P+
4×3 · P3×4 = I4×4

(4.4)

The binary operator []×, between a vector and a matrix, is the vector product

of the vector with the columns of the matrix, and it is commonly used in computer

vision. The product can be easily evaluated by matrix multiplication, as shown

in (4.8).
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4.2 Evaluation Given the Fundamental Matrix

If the intrinsic calibration matrices K and K ′ are known, they can be ’re-

moved’ from the camera matrices in (4.3) and (4.1), by multiplication with their

inverses, resulting in equations for normalized cameras (cameras with the iden-

tity matrix as calibration matrix). The camera projection matrix of a normalized

camera has fewer degrees of freedom (six), and it has physical interpretation (it is

a roto-translation matrix). The fundamental matrix of two normalized cameras

is called the essential matrix, and it is a specialization of the fundamental matrix.

The fundamental / essential matrices are homogeneous elements, independent

of scale; (4.1) should not be understood as a mapping between two image, but

as a constraint. The multiplication Fx defines a line on the second image I ′

(epipolar line corresponding to x), and x′ belongs to the line. All epipolar lines

on I (I ′) are concurrent in the epipole e (e′).

4.1.2 The Joint Image Manifold

The joint image space is the cartesian product of all point pairs in two images,

and is a subset of R4. Given the fundamental matrix between the two images,

the joint image manifold is the set of matching matching pairs according to the

epipolar geometry (see equation (4.1)) [27]. The joint image manifold is a three

dimensional manifold embedded in R4. It is also an algebraic manifold (Nash

manifold) of degree two, because it is the zero set of the second degree polynomial

defined by (4.1).

4.2 Evaluation Given the Fundamental Matrix

Since the fundamental matrix does not depend on the scene reference system, we

propose to use it for evaluation of texture registration. For a pair of images I

and I ′, such that the optical centers of the associated cameras are not identical,

we obtain a pair of calibration matrices using the texture registration algorithm,

which we want to evaluate, and the second pair of calibration matrices using a

third-party method (the gold standard). We will define a measure to compare,

on one side, two registered images, consisting in two camera matrices and a 3D

model, and, on the other side, a fundamental matrix. We will propose and analyze
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4.2 Evaluation Given the Fundamental Matrix

three distances, all commonly used in computer vision community as objective

functions for fundamental matrix estimation.

Let the 3D model be defined through a sampling {Xi}, i = 1, . . . , n. Let the

camera matrices obtained from the texture registration algorithm be P 1 and P 1′ ,

the projections of Xi on I and I ′ be {(xi, x′i)}, i = 1, . . . , n, and the fundamental

and essential matrices F 1 and E1. Let the gold standard be the fundamental and

essential matrices F 2 and E2.

We will define the distances in the general case, for cameras with unknown in-

trinsic matrix. However, we will apply them for normalized cameras. In practice,

if the intrinsic matrices are known, they can be removed from the fundamental

equation of the pinhole camera, obtaining the equation of the normalized cam-

eras; this is the case here. The formalism of the distances defined below, applied

for normalized cameras, is the same, but with the essential matrix replacing the

fundamental matrix (the essential matrix is a specialized fundamental matrix).

4.2.1 Symmetric Epipolar Distance

Considering the geometric meaning of the product Fxi, which is an epipolar line

on the image I ′, the symmetric epipolar distance is defined from the sum of all

squared distances between each projection and the corresponding line, for both

images:

D(F, {(xi, x′i)}) =
√

1
2n

∑n
i=1(d(x′i, Fxi)

2 + d(xi, F Tx′i)
2)

=
√

1
2n

∑n
i=1((x′Ti Fxi)

2( 1
(Fxi)21+(Fxi)22

+ 1
(FT x′i)

2
1+(FT x′i)

2
2
))

(4.5)

The epipolar lines are computed using the gold standard fundamental matrix

F 2. The equation (4.5) will always be evaluated to 0 for F replaced by F 1,

consequence of the definition of the epipolar line.

4.2.2 Sampson Distance

The equation defining the joint image manifold corresponding to the fundamental

matrix F is A(x, x′) = 0, with A(x, x′) = x′TFx, and, at any pair (xi, x
′
i), it can

be linearized using the Jacobian Ji of A. Denoting Ai = x′Ti Fxi, the Sampson
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4.2 Evaluation Given the Fundamental Matrix

distance is defined as the minimal norm of the vector δxi,x′i , where δxi,x′i satisfies

Jiδxi,x′i = −Ai (the Jacobian and δxi,x′i have dimension 4). This is the condition

for the first order Taylor expansion of A(x, x′), for (xi, x
′
i), to be 0. The Sampson

distance is the first order approximation of the geometric distance from (xi, x
′
i)

to the joint image manifold; for more details, see [29] (p. 82, 270). The total

Sampson distance, for all pairs indexed by i, is:

D(F, {(xi, x′i)}) =
√

1
2n

∑n
i=1(

A2
i

JiJTi
)

=
√

1
2n

∑n
i=1(

(x′Ti Fxi)
2

(Fxi)21+(Fxi)22+(FT x′i)
2
1+(FT x′i)

2
2
)

(4.6)

As with the symmetric epipolar distance, for our evaluation, in (4.6) we use

F 2.

4.2.3 Manifold Projection Distance

A third distance we discuss here is regarded in [29] (p. 268) as the reprojec-

tion distance for fundamental matrix estimation. We will denote it here as the

manifold projection distance. It is a reprojection distance, relatively similar to

(3.21), in the sense that the distance is based on point-to-point distances, and

not point-to-line distances. We used a different name for it so that it will not not

be confused with the reprojection distance from (3.21). In the next section it will

become clear why we chose this name. The distance is defined as:

D(F 2, {Xi}, P 1, P 1′) = min
F (P 2,P 2′ )=F 2

√√√√ 1

2n

n∑
i=1

(d(P 1Xi, P 2Xi)2 + d(P 1′Xi, P 2′Xi)2)

(4.7)

The camera matrices P 2 and P 2′ are not known and have to be found in an

optimization procedure. They are constrained to have the fundamental matrix

equal to F 2; we denoted this by F (P 2, P 2′) = F 2.

The optimization can be carried out easier for normalized cameras, and we

will give an algorithm to evaluate the distance, later in this chapter.

4.2.4 Discussion

The fundamental / essential matrices are commonly estimated from point corre-

spondences. The problem is: given a set of noisy point correspondences in two
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4.2 Evaluation Given the Fundamental Matrix

images, find the fundamental matrix. In this context, several objective distances

have been proposed. We note the algebraic distance, the symmetric epipolar

distance, the Sampson distance (gradient-weighted epipolar distance), and the

reprojection distance. The algebraic distance is the defined as sum of squared

residuals from (4.1). The symmetric epipolar distance and the Sampson dis-

tance were previously defined. The reprojection distance is very similar to the

manifold projection distance; the coordinates of the projections, xi = P 1Xi and

x′i = P 1′Xi, are known, and the optimization is for the the fundamental matrix

and the structure {Xi}.
Our problem is slightly different: given the 3D structure together with a noisy

description of two cameras and the correct fundamental matrix, find a suitable

error measure.

The common part of the two problems is that the solutions can be defined us-

ing the same distances, used either as optimization criterion, in the first problem,

or as distance measure, in our problem. The diverging parts are related with the

different knowns and unknowns, and with the noise model. For the fundamental

matrix estimation problem, the distribution of the noise affecting the point co-

ordinates is assumed i.i.d. Gaussian, and the 3D structure is unknown; for our

problem, the noise is associated with the camera matrices, and the 3D structure

is known.

The algebraic distance, symmetric epipolar distance, and Sampson epipolar

distance, are applied in the same manner to both problem instances. The re-

projection error needs the 3D structure. As the 3D structure is known in our

problem, the unknowns are the seven parameters which, together with an essen-

tial matrix, identify the twelve free parameters of a pair of normalized cameras.

Consequently, the manifold projection distance requires an optimization over a

seven-dimensional space. For the essential matrix estimation, the 3D structure

has to be estimated, therefore the optimization problem is over a 3n+5 parameter

space (for n point correspondences, and five d.o.f. of the essential matrix).

The difference between the two problems can be visualized in Figure 4.2. For

our evaluation problem, the point correspondences lie on the joint image manifold

with fundamental matrix F 1 (F ′, in the figure), and we want to estimate the

projection to the manifold defined by F 2 (F , in the figure). We can interpret it
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4.2 Evaluation Given the Fundamental Matrix

as the distance between the manifolds defined by F 2 and F 1 (F and F ′ in the

figure), estimated over a given set of points on F 1 (F ′, in the figure). This is the

motivation for the name ’manifold projection distance’. For the other problem,

the point correspondences do not lie on a manifold, and the fundamental matrix

F defining the ’closest’ manifold is searched for.
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Figure 4.2: Left. Fundamental matrix estimation. The points are in R4. The

search is for the fundamental matrix F , such that total distance from the points

to the manifold defined by F is minimized. Right. Manifold projection distance.

The point correspondences are on the manifold defined by F ′, and we estimate

the total distance to the manifold defined by F .

Several studies [72; 82; 83] considered the four distances defined above for

estimation of the the fundamental matrix. Out of them, the algebraic distance

is the worst [29; 82], and it is not a geometric measure. The Sampson distance

is considered to be better than the symmetric epipolar distance, for theoretical

reasons (it is the first order approximation if the geometric distance), confirmed by

simulations [82]; in practice, it can successfully replace the reprojection distance,

having also the advantage that it is easier to be minimized [82] (it avoids 3D

structure reconstruction).

The symmetric epipolar distance, Sampson distance, and reprojection dis-

tance are compared, with respect to their use as optimization criteria, when the

coordinates of the point correspondences are affected by i.i.d. Gaussian noise, in

[83]. The symmetric epipolar distance and the Sampson distance are equivalent

only when the epipoles are at the infinity and the images have the same scale of

the scene. On the other hand, the reprojection distance and the Sampson dis-

tance are equivalent when the epipoles are at the infinity, and slightly different

when the epipoles are in the images.
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4.2 Evaluation Given the Fundamental Matrix

When the fundamental matrix is estimated from point correspondences, out-

liers, such as incorrect pair correspondences, are commonly assumed. Torr and

Murray [72], and Zhang [82], present some robust techniques for estimation of

the fundamental matrix. In this work we do not face a similar problem.

A distinct solution that could be applied to our problem is the matrix distance

between two fundamental matrices. The Frobenius norm of the difference of

two fundamental matrices, after each matrix was normalized with respect to the

Frobenius norm, is not a good measure, as shown in [82] (re-stated in [22], p.

337). Zhang gives an algorithm to compute a geometric distance between two

fundamental matrices [82]. We believe that, for our problem, since we have the

3D structure and a complete camera pair (not only the fundamental matrix), this

distance is assimilated by the symmetric epipolar distance.

4.2.5 Computation of the Manifold Projection Distance

The projection matrices of normalized cameras are P = R|T and P ′ = R′|T ′,
where R, R′, T , and T ′, are rotation matrices and, respectively, translation vec-

tors. To understand better the optimization problem from (4.7), we introduce

the canonical form of a pair of camera matrices ([29], p 236).

The normalized camera pair (I|0, Rc|T c) is the canonical form of the normal-

ized camera pair (R|T,R′|T ′), if they have the same essential matrix. The latter

pair can be brought to the canonical form by multiplying both matrices with

the inverse of a 4 × 4 matrix obtained from R|T padded with (0, 0, 0, 1) on the

last row. The essential matrix can be obtained from the canonical form in the

following way:

E = [T c]× Rc e11 e12 e13

e21 e22 e23

e31 e32 e33

 =

 0 −T c3 T c2
T c3 0 −T c1
−T c2 T c1 0

  Rc
11 Rc

12 Rc
13

Rc
21 Rc

22 Rc
23

Rc
31 Rc

32 Rc
33

 (4.8)

The five degrees of freedom of the essential matrix can be pointed out in (4.8):

the parameters on the right-hand side of the equation have six d.o.f., and one is

lost due to scale ambiguity of the essential matrix.
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4.2 Evaluation Given the Fundamental Matrix

Given an essential matrix, it can be factorized to find a canonical pair of

cameras (using SVD, and then brought to the form of (4.8)), however the result

is not unique. Instead, there are four solutions for Rc [29], (p. 239). Fortunately,

in practical situations it is easy to choose the desired configuration; choosing a

point known to be visible in both images, it will be ’in front’ of both cameras in

only one of the four configurations ([29], p. 241).

Returning to our problem, we want to evaluate (R1|T 1, R1′|T 1′) with respect

to the gold standard E2. First, we bring the first pair to the canonical form

(I|0, R1c|T 1c) and factorize E2 to (I|0, R2c|T 2c); we include here the choice out of

the four possibilities. To keep the consistency of the scene, we bring the model

in the canonical reference system, transforming it with the 4× 4 matrix obtained

from R1|T 1, padded with the vector (0, 0, 0, 1) on the last row. Projecting the

new coordinates of the model on the canonical pair (I|0, R1c|T 1c) is equivalent

with projecting the old coordinates on the original camera pair (R1|T 1, R1′ |T 1′).

If the registration and the essential matrix estimation would not suffer from

any error, the equalities R1c = R2c and T 1c = sT 2c would hold, where s is a

non-zero real; if it would be 0, it would imply that the optical centers coincide,

and we excluded this case.

The search space of (4.7) is the set of all camera pairs with the same essential

matrix. The set is embedded in R12, since each camera has 6 degrees of freedom.

The essential matrix has 5 degrees of freedom, so the search space has 7 degrees of

freedom, and it is SE(3)×R∗. Indeed, one degree of freedom consists in the scale

s which defines the Euclidean scale (which was ’lost’ in the essential matrix), and

the other 6 correspond to the rotation and translation of the scene with respect

to the canonical pair. The optimization can be reformulated:

D = minHop

√
1

2n

∑n
i=1(d(xi, (R2|T 2)HopXi)2 + d((x′i, (R

2′|T 2′)HopXi)2)

= minHop

√
1

2n

∑n
i=1(d(xi, (I|0)HopXi)2 + d((x′i, (R

2c|T 2c)HopXi)2)

= minRT op,s

√
1

2n

∑n
i=1(d(xi, (I|0)RT opXi)2 + d((x′i, (R

2c|sT 2c)RT opXi)2)

where: Hop =

(
Rop | T op

0 | s

)
and RT op =

(
Rop | T op

0 | 1

)
(4.9)
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Figure 4.3: The normalized cameras pairs (C1, C1′), initially in the object refer-

ence system, and (C2, C2′), initially in the pattern reference system, were trans-

formed to the canonical form. The object and the pattern were transformed to

the reference system of the canonical form.
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s

Figure 4.4: Left. The normalized cameras pairs (C, C1′) and (C, C2′), both in

canonical form, have the same essential matrix. The space of canonical camera

pairs with fixed essential matrix can be parametrized by a scalar s: the center of

the second camera should lie on the line L(s), except the point corresponding to

s = 0. Right. The parameter space of camera pairs with fixed essential matrix

can be spanned in the following way: the center of the second camera should be

on the line parametrized by s, and the scene can be transformed by any rotation

R and translation T with respect to the camera pair.
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4.2 Evaluation Given the Fundamental Matrix

In (4.9), the unknown quantities are stored in the 4×4 transform Hop. R2|T 2

and R2′|T 2′ are any matrices of the given form with essential matrix E2; there-

fore, we could take R2|T 2 = I|0 and R2′ |T 2′ = R2c|T 2c obtained from matrix

factorization. In any form of (4.9), the search space is the same.

The typical optimization forHop (or, RT op and s) is carried out iteratively, and

the iterative optimization algorithms need to be initialized. The third equivalent

form of (4.9), which does not contain s in the terms corresponding to the first

image, has the following advantage: initializing RT op with R1 and T 1, reduces

to 0 the error from the first image; this value is used to find the value of s

which minimizes the term corresponding to the second image, solving a least

squares problem. We solved it by iterated linear least squares, and two steps

were sufficient. This method provides a good initialization of (4.9), with non-

zero terms only from the second cameras of the pairs. The distance is further

optimized over all 7 d.o.f., allowing errors on both terms, by an iterative scheme;

we used the Levenberg-Marquardt algorithm. The pseudo-code is sketched in

Algorithm 6. A visual example is shown in Figure 4.5.

C

C
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C C

C
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1
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Figure 4.5: The camera pair (C1, C1′) has the essential matrix E1, and the camera

pair (C2, C2′), E2. Left. The second pair is initialized, solving only for s. Right.

All seven degrees of freedom are optimized, the terms of the distance come from

both images. The essential matrices are unchanged.

The numerical scheme for the optimization problem from Algorithm 6 falls

under the discussion presented in Section 2.3. We locally parameterized the

RT op component using the Lie algebra se(3), and performed the optimization in

se(3)×R. Similar optimization problems can be found in algorithms for motion
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and structure; for instance, optimization techniques for Riemannian manifolds,

applied for optimization on the essential manifolds [46].

Algorithm 6 Estimation of the Manifold Projection Distance

Initialize xi = (R1|T 1)Xi and x′i = (R1′|T 1′)Xi, for i = 1, . . . , n

Factorize E2 to (I|0, R2′|T 2′)

Initialize RT op = R1|T 1

Solve x′i = (R2c|sT 2c)RT opXi for s, i = 1, . . . , n (iterated linear least squares)

Solve xi = (I|0)RT opXi and x′i = (R2c|sT 2c)RT opXi, i = 1, . . . , n, for (RT op, s)

(Levenberg-Marquardt)

Return D(R1|T 1, R1′ |T 1′ , R2c|T 2c, RT op, s,Xi, i = 1, . . . , n)

4.3 Monte Carlo Evaluation of the Distances

We want to use the distances presented above as ’epipolar equivalents’ of the re-

projection distance defined in (4.10). We consider the reprojection distance as the

reference distance for evaluation of texture registration with ’full’ ground truth,

consisting in the projection matrices, and we want to evaluate the capability of

the the proposed epipolar distances, which need only a ’reduced’ ground truth,

consisting in essential matrices, to replace it. We will construct an experiment

which allows computing the reference and the epipolar distances, and then we

will analyze which epipolar distance best matches the reference distance.

First, we will redefine the reprojection distance, extending (3.21) for a pair of

cameras, and denote it Dref (reference distance):

Dref ((P 1, P 1′), (P 2, P 2′)) =
√

1
2
(Drep(P 1, P 2)2 +Drep(P 1′ , P 2′)2)

=
√

1
2n

∑n
i=1(d(P 1Xi, P 2Xi)2 + d(P 1′Xi, P 2′Xi)2)

(4.10)

Our evaluation framework is based on the following procedure:

1. Sample a 3D model {Xi}, i = 1, . . . , n;

2. Generate two random normalized camera matrices: P 2 = R2|T 2 and P 2′ =

R2′|T 2′ ;
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3. Introduce random noise in P 2 and P 2′ to obtain the second pair P 1 and

P 1′ ;

4. Compute the reference distance between the two pairsDref ((P 1, P 1′), (P 2, P 2′));

5. Extract the essential matrix E2 from (P 2, P 2′), and compute the distances

D(P 1, P 1′ , E2) using the three methods described above; let D1, D2, D3, be

the symmetric epipolar distance, the Sampson distance, and, respectively,

the manifold projection distance;

6. Compare the distances D1, D2, and D3, with Dref .

An ideal distance would be equal to Dref , therefore we chose to analyze the

ratios Dk
Dref

, k = 1, 2, 3. For the set of simulations, we computed the mean and the

standard deviation of the ratio, mean(Dk/Dref ) and std(Dk/Dref ), for k = 1, 2, 3.

The mean indicates the bias of the estimate; the relative standard deviation
std(Dk/Dref )

mean(Dk/Dref )
indicates the precision of the estimate.

By definition, the manifold projection distance D3 will always be equal or less

than Dref . This can be regarded, on one hand, as a bias relative to the reference

distance, on the other hand it can be interpreted as a guaranteed lower bound for

the Dref .

4.3.1 Noise Model

An important aspect of our simulation is the generation of the perturbations for

the camera parameters. Suppose we have the camera projection R|T (normalized

camera), and the model {Xi}, i = 1, . . . , n. We will model the random variable

P = Rp|Tp as a Gaussian distribution N(R|T,ΣR|T ). Since we are interested in the

effects of the perturbation on the projections xi, we will determine the covariance

of the camera parameters based on a constraint defined on the projections xi of

Xi:
n∑
i=1

(Trace(Cov(xi))) = const (4.11)

The main difference to other the evaluations found in literature is that the

noise model does not imply i.i.d. Gaussian noise in the 2D coordinates. On
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4.3 Monte Carlo Evaluation of the Distances

the contrary, perturbing the camera matrix usually produces correlated noise in

projections coordinates. In this way, we model a wider class of errors from texture

registration algorithms.

For any projection xi = PXi, where P is the projection matrix of a camera

and Xi a 3D point, we linearized the projection around Pmean = R|T , so xi ≈
PmeanXi+JPi(P−Pmean)T , to obtain the following relation between the covariance

of xi, and that of P 1:

Cov(xi) = E(JPi(P − Pmean)T (JPi(P − Pmean)T )T )
= E(JPi(P − Pmean)T (P − Pmean)JTPi)
= JPiCov(P )JTPi

(4.12)

We did not compute the covariance for the 12 elements of the matrix P . In-

stead, we parametrized P using the Lie algebra se(3), to a 6-vector. Therefore,

regarding the dimensionality of (4.12), xi are 2-vectors, the Jacobians 2× 6 ma-

trices (6 d.o.f of the projection operator, and 2 coordinates of the projection),

and Cov(P ) is a 6 × 6 matrix. An important point is that, although the Jaco-

bians depend on the points Xi, we want to estimate a matrix Cov(P ) that is

independent of i.

We restricted Cov(P ) to a diagonal matrix, with the diagonal elements Cov(P )k,

k = 1, . . . , 6; denoting by vec the operator which concatenates two vectors into

one row vector, we obtained:

Cov(xi) =
6∑

k=1

(Cov(P )kvec(JPi(1, k), JPi(2, k))vec(JPi(1, k), JPi(2, k))T ) (4.13)

which, together with (4.11), leads to:

const =
∑n

i=1(
∑6

k=1(Cov(P )k(JPi(1, k)2 + JPi(2, k)2)))

=
∑6

k=1Cov(P )k(
∑n

i=1((JPi(1, k)2 + JPi(2, k)2)))
(4.14)

The equation (4.14) has six unknowns. The additional constraint we imposed

was that the perturbation is spread evenly on the elements of P ; then it follows

from (4.15):

Cov(P )k =
const

6
∑n

i=1(JPi(1, k)2 + JPi(2, k)2)
, k = 1, . . . , 6 (4.15)

1For simplicity, we use the same notation P for the r.v. and for a sample of it.
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4.3 Monte Carlo Evaluation of the Distances

4.3.2 Results

As a test model, we considered a sphere, and we sampled 100 uniformly dis-

tributed random points: {Xi}, i = 1, . . . , 100. We generated a set of camera

pairs with different configurations, as shown in Figure 4.6. For each pair, the dis-

tances from the center of the sphere to the cameras were equal, and the optical

axis of each camera contained the center of the sphere. We restricted the con-

figurations such that all camera centers, from all configurations, and the center

of the sphere lie on a single plane, and we denote the angle between the camera

optical axes α (a, in Figure 4.6). Considering the symmetry of the test model,

these restrictions do not affect the generality of the simulation. We generated 36

orientations, with α varying uniformly from π/36 to π. Further on, we considered

30 distances r between the center of the model and the center of the cameras,

evenly distributed between 1.5 and 10.5 times the sphere’s radius.

We did not consider frustum clipping, culling, or other visibility checks, so that

in any image, all 100 points of the model were visible. The area of the sphere’s

silhouette on image space decreases as the camera is further away from the sphere.

During the experiment, we used the same constant to generate the Gaussian

distribution of the perturbation. Therefore, the noise observed in projections

(standard deviation), relative to the size of the silhouette, increases with the

distance from the camera to the model. When the camera was the closest to the

model, the noise was about 0.0001 of the silhouette’s diagonal, and 7 times larger

when the object was furthest. We obtained the same results also with higher

noise.

For each of the 36 × 30 = 1080 configurations, we generated a pair of cam-

eras P 2(α, r) and P 2′(α, r), with the essential matrix E(α, r), and a covariance

model for each camera, constraining the deviation of projections, as defined above,

to a small constant, the same for all configurations. We sampled the Gaus-

sian distributions of the two cameras 200 times, obtaining a set of camera pairs

P 1
i (α, r) and P 1′

i (α, r), i = 1, . . . , 200. We computed the distances Dref,i(α, r) =

Dref,i((P
1
i , P

1′
i ), (P 2, P 2′)), and Dk,i(α, r) = Dk(P

1
i (α, r), P 1′

i (α, r), E), for k =

1, 2, 3.
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4.3 Monte Carlo Evaluation of the Distances

Figure 4.6: Configuration of the two cameras. We considered a spherical object

and generated a set of cameras (C1, C1′), both at the same distance and ’look-

ing’ at the center of the sphere, at 30 different distances r and with 36 angles a.

For each configuration, we associated a covariance matrix for the camera param-

eters, and simulated 200 perturbed cameras (C2, C2′), following the Gaussian

distribution.

We computed the ratios between the epipolar distances and the reference

distance:

Rk(α, r) =
Dk,i(α, r)

Dref,i(α, r)
(4.16)

For each configuration, we computed the mean ratio Rk(α, r) and the relative

standard deviation of the ratio σr,k(α, r) = σk(α, r)/Rk(α, r), and showed them

in Figure 4.7.

An unbiased estimator of the reference distance would have Rk = 1 for all

α and r. The symmetric epipolar distance has a small bias, situated at 0.95,

the Sampson epipolar distance has a bias of 0.66, and the manifold projection

distance at 0.62. The bias can be removed by multiplying the distances with

1.05, 1.51, and, respectively, 1.61, which are the inverses of the bias values. The

relative standard deviation σr,k gives the accuracy of the unbiased distance k

for estimating the reference distance, and was equal to 0.3 for the symmetric

epipolar distance, 0.3 for the Sampson epipolar distance, and 0.24 for the manifold

projection distance. We observed, see Figure 4.7, that the manifold projection
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4.3 Monte Carlo Evaluation of the Distances

distance behaves uniformly with respect to the configurations, while the other

distances showed slight differences, depending on the configuration.

We computed the correlation values ρk,m(α, r), k = 1, 2, 3, m = 2, 3, 4, k < m,

between all pairs of distances, and showed them in Figure 4.8. The manifold

projection distance has an average correlation of 0.63 with the reference distance,

while the other two distances have an average correlation of 0.55 with the reference

distance. Actually, the symmetric epipolar distance and the Sampson distance

have correlation 1, except for the configurations corresponding to small distance

(large perspective distortion) and large angle (the cameras are facing each other),

where it is still larger than 0.99. Both of them have an average correlation of 0.87

with the manifold projection distance. The correlation is larger, reaching 0.95,

when the angle is large, and the distance is small (the epipoles are in the images).

The results of this study are not equivalent with those from [82; 83], due to

the different noise model. For our perturbation model and the considered relation

between cameras, the symmetric epipolar distance and the Sampson distance are

de-facto identical, and they differ only in scale. We obtained larger correlation

between the ’epipolar’ distances than between any epipolar distance and the

reference distance. We showed that indeed the (unbiased) manifold projection

distance is the best estimate of the reference distance. A new element shown in

our experiment is that, given our noise model, the symmetric epipolar distance

has a very small bias with respect to the reference distance.

Some of our results match those from other studies; the Sampson epipolar

distance and the manifold projection distance have about the same bias, differ-

ent than that of the symmetric epipolar distance. This is consistent with the

known result that the Sampson epipolar distance matches better the ’reprojec-

tion distance’ (which is denoted as the manifold projection distance here), than

the symmetric epipolar distance.

In conclusion, all indicators showed that the manifold projection distance, af-

ter correcting the bias, is the best estimation of the reprojection distance. Except

for the experimental evidence, the manifold projection distance is guaranteed to

be a lower bound for the reprojection distance. During our simulation, out of

more than one hundred thousand computations, it was never the case that the
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4.3 Monte Carlo Evaluation of the Distances

estimated manifold projection distance violated this theoretical bound, so our

algorithm was very effective.
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Figure 4.7: Left. Ratio between the epipolar distances and the reprojection

distance (reference). Right. Ratio between the standard deviation and the mean

of the epipolar distances. 36 angles between the cameras and 30 distance levels.

For each point, 200 measurements with random perturbations.
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Figure 4.8: Correlation between distances, for each configuration. From top to

bottom, left to right: (1)-(4), (2)-(4), (3)-(4), (1)-(3), (2)-(3), (1)-(2); (1) is the

symmetric epipolar distance, (2) is the Sampson epipolar distance, (3) is the

manifold projection distance, and (4) is the reprojection distance.

4.4 Epipolar Evaluation of Texture Registration

using Mutual Information

For evaluating our texture registration method, we took three images with the

same scene containing the object and the pattern. We used the Bouguet toolbox

to extract P 2 and P 2′ , and obtained P 1 and P 1′ with our texture registration

algorithm. In the experiment, we took three images and we used two patterns,

both of them fully visible in all images. We ran the texture registration algorithm

ten times. In Table 4.1 we show the average epipolar distances for each pair of

images, according to each pattern, and the precision of the registration.

The difference of the distances with respect to each pattern, relative to the

absolute values of the distances, is significant. We concluded that the accuracy

of the Bouguet calibration was comparable to that of our texture registration

method, close to one pixel.

The patterns that we used covered about one third of the image area. The

Bouguet toolbox reported an error less than half of the pixel. The accuracy of

97



4.4 Epipolar Evaluation of Texture Registration using Mutual
Information

Bias-corrected Epipolar Distances

Shakyamuni Mask

Img2 Img3 Img2 Img3

Pattern 1 2 1 2 1 2 1 2

Symmetric Epipolar Distance

Img1 0.36 0.16 1.14 1.44 0.50 1.51 0.36 0.99

Img2 - - 1.42 1.41 - - 0.37 0.68

Sampson Distance

Img1 0.36 0.16 1.16 1.46 0.52 1.52 0.36 1.01

Img2 - - 1.43 1.43 - - 0.37 0.68

Manifold Projection Distance

Img1 0.33 0.17 1.12 1.22 0.57 1.33 0.38 0.83

Img2 - - 1.23 1.12 - - 0.41 0.70

Registration Precision

Shakyamuni Mask

Img1 Img2 Img3 Img1 Img2 Img3

0.39 0.47 0.66 0.10 0.11 0.10

Table 4.1: Top. Epipolar distances comparing Bouguet toolbox and texture reg-

istration; two test-cases: Shakyamuni (left) with three images, and Mask (right)

with three images. The texture registration was run 10 times, and we show the av-

erage distances. Two patterns were present in each image, and the distances were

computed with respect to each pattern, independently. The epipolar distances

were bias-corrected, by multiplication with 1.05 (symmetric epipolar distance),

1.51 (Sampson epipolar distance), and 1.61 (manifold projection distance. The

distances are evaluated in pixel units; all images were 3072× 2048. Bottom. The

precision of texture registration, defined as the standard deviation of the RMS

reprojection error, for each image.
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Figure 4.9: The images used in the experiment with Shakyamuni model. Two

patterns are present in each image. The scene was not modified while taking the

photographs.

camera calibration is closely related to that of the corner detection algorithm, and

worsens with the blur of the images. Image blur occurred because of the limited

depth-of-field of the camera. To maximize the depth-of-field (minimize the blur),

we took the images with the minimum aperture size (large shutter time). The

smallest error in corner detection was obtained for the image with the smallest

perspective distortion (the depth difference across the scene was minimum), which

is indexed by 2.

We applied the evaluation framework also with other (smaller) patterns, and

we took photos at larger angles with respect to pattern’s plane. Unfortunately,

the errors of camera calibration were too large, and the same distances estimated

with different patterns were significantly different (a few pixels).

On the other hand, the precision of our texture registration method does

not suffer so much from blur. We concluded that the pattern-based calibration

using on corner extraction is more sensitive to image quality than our texture

registration algorithm.
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Chapter 5

Fusion of Textures

After the images are registered to the 3D model, they are fused to a texture map.

The problems addressed at this step refer to handling remaining misregistration,

correcting illumination and shading artifacts, managing sampling density, and

packing the images into one texture image. Textures fusion shares many parts

with image mosaicing, and an excellent, recent review for the problems and tech-

niques in image mosaicing can be found in [69].

The misregistration problems are visible in the form of blurring and ghosting,

in the regions where the texture is composed of several overlapping images. If

the misregistration is relatively small, the sharp features are blurred, and if it is

larger, the features are multiplied (ghosting).

The color of the model, as seen in an image, is view-dependent. Fusing several

images into the texture map results in artifacts in the form of seams. The solutions

for this problem can be roughly classified into model-based and perceptual-based.

Model-based approaches assume a surface reflectance model, usually a simplified

BRDF model, consisting in diffuse reflectance coefficients (albedo map), and solve

for this model, such as [59]. The perceptual-based approaches use heuristics to

sample a view-independent texture, minimizing the visible artifacts [4; 52].

We used a perceptual-based approach, with a multi-band blending technique,

to solve the illumination and shading artifacts, and to preserve the details. The

parametrization domain of the texture map is based on image sampling domains,

from which we form a projective atlas structure. Alternatively, we also can sample

the texture per-point (per-vertex). Our blending scheme is based on a set of
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5.1 Projective Atlas Parametrization for Texture Mapping

weight functions, forming a partition of unity. The texture atlas construction,

partition of unity blending, and multi-band sampling, will be considered in this

chapter.

5.1 Projective Atlas Parametrization for Tex-

ture Mapping

When the surface is textured using the texture mapping technique, the texture

is parameterized on the texture space [0, 1]2 ⊂ R2, and represented in a discrete

form, as an image. The geometry, represented usually as a triangular mesh, is

also parameterized on the texture space, using multiple charts. The number of

charts may vary from one for the whole model, to one for each triangle, but

it is advantageous to minimize the number of charts (for mipmapping, texture

packing, geometry processing). It is not necessary for the surface to cover the

whole texture space.

The texture registration pipeline already provides a set of projective mappings

between surface pieces and image pieces, for each visible region on the surface and

the corresponding part of the image. Let the surface, denoted S, be a manifold,

and n images Ii, parameterized over [0, 1]2, be registered to it 1. According

to Section 1.3, a solution for the texture registration consists in a set {Si}, i =

1, . . . , n, Si ⊆ S, which can be mapped to the image spaces, with the mappings Pi,

let Pi(Si) = Ui; then, the restriction of Pi, defined over Si, is bijective, therefore

invertible.

The notations above are compatible with those from Section 1.1.1, but not

with those from Section 1.3. In Section 1.3, the notations Si and Ui were used

with opposite meaning: Si was the image space, and Ui surface sets. The reason

is that we generally denote by U the parametrization domain. Here, we will

parameterize the surface on the image domain, while in Section 1.3, it was more

convenient to construct the mapping in the opposite sense.

1In Section 1.3, the image signals were indexed from 2 to n; here, we index them from 1 to
n.
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5.1 Projective Atlas Parametrization for Texture Mapping

Clearly, texture reconstruction does not have sense for the parts of the surface

S not contained in any Si
1. Therefore, here, if {Si} is not a cover of S, we redefine

S to be the union of Si, i = 1, . . . , n.

We assume that Si are open sets, so {Si} is an open cover of S; we assume

that for each Si there is a finite decomposition into a collection of patches Sij,

j = 1, . . . , ni forming an open cover of Si (each patch is parametrizable over an

open disk). Then, {Sij} is an open cover of S. Let Uij = Pi(Sij), then the surface

S is parameterized over the atlas {Uij}, with the help of the mappings P−1
i .

Supported by the concept of atlas parametrization from differential geometry,

an atlas data structure to support texture mapping is proposed in [48]. The

surface is segmented into pieces, each visible on one image, and the texture map

is constructed in an atlas manner.

Since the open covering {Si} is not necessarily disjoint (usually, the pieces

share many parts), the set {Si} is transformed to a minimal covering {S ′i}, re-

moving the overlaps, so that S ′i, i = 1, . . . , n, are disjoint. S ′i might not be open

sets anymore. In a 1D example, if the set (0, 1) is covered by {(0, 0.6), (0.4, 1)},
a minimal cover could be {(0, 0.5), [0.5, 1)}, and it is not possible to obtain a

minimal cover which is also an open cover. Also, as shown by the example, the

minimal cover is not unique.

The texture atlas data structure consists in the compact sets {S ′i} obtained

from {S ′i}, parameterized over a subset of U ′ ⊆ [0, 1]2. S ′i are parametrized by

P−1
i over Pi(S ′i), and U ′ is obtained by packing Pi(S ′i) onto [0, 1]2. We can think of

packing as a parametrization of Pi(S ′i) on U ′. The packing can be achieved simply

by assigning a rectangular subset of [0, 1]2 to each image used for texturing, or it

can be a complex algorithm which tries to maximize the area occupied by U ′ in

[0, 1]2.

Obtained in this way, the mapping from the surface S to U ′ is not one-to-one,

as the sets S ′i are not anymore disjoint. The set of common points is included in

{S ′i \S ′i}, i = 1, . . . , n, which is included in {S ′ij \S ′ij}, i = 1, . . . , n, j = 1, . . . , ni;

the latter is a finite collection of boundaries of 2-manifolds, which are 1-manifolds.

1Since this may happen frequently, the texture for those areas may be artificially con-
structed, as in [52], so that the texture covers the whole model. In this thesis we do not treat
this aspect.
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The overlaps of S ′i are also called cuts of the surface 1. Since the area of the cuts is

0, multiplying them on the texture space will not influence the rendering pipeline.
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Figure 5.1: 1D toy example showing texture atlas construction. The surface,

piece-wisely parameterized over image spaces, is mapped to the texture space: Si

is parametrized over the image space Ui, which is mapped to the texture space

U ′i . The cuts of the surface (points, in this example) are duplicated on the texture

space.

The parametrizations of S ′i over U ′ are not distortion-free. For each surface

patch, the images corresponding to minimum parametrization distortion have the

most accurate color information 2. When building an atlas structure for texture

mapping, the atlas should be chosen such that the overall distortion is minimal.

On the other hand, minimizing the distortion usually increases the number of

charts. A method for minimizing the distortion and the number of charts when

constructing the texture from photographs is presented in [75].

Let the manifold S be the surface of the triangular mesh M = (K,V ) (see

Section 1.1.2). A triangle is fully visible in the image i, if its surface is completely

1The surface is cut along these 1D manifolds to decrease its topological and geometrical
complexity, for easier parametrization over [0, 1]2.

2This is a simplistic statement, used here as a heuristic. Other aspects, such as the distance
from the camera to the surface, the possible movement of the camera, and the depth-of-field
have an impact over the color accuracy.
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contained in Si. In the following, we assume any triangle is visible in at least one

image.

To build an atlas texture map, we have to find a minimal cover of S. This

can be done by choosing, for each triangle visible in more than one images, only

one image to parameterize the triangle. The cuts of the mesh consist in a a set

of edges. For each triangle, we chose the image with minimal parametrization

distortion. We did this by computing the cosines between the normal of the

triangle and the line connecting triangle’s centroid and the optical center of the

camera associated with the image i, and parameterized the triangle on the image

corresponding to the largest value of the cosine. We extended this criterion in

Section 5.3.3 to deal with an artifact due to multi-band blending, for images

suffering from a high specular component.

5.2 Texture Blending

Let an arbitrary 2D coordinate x ∈ U ′ parameterize the point p ∈ S, which is

visible in k images: x1 = Pi1(p), . . . , xk = Pik(p), k ≥ 1. The texture attribute of

the point p is reconstructed from the images Ii1, . . . , Iik, using texture blending,

as the weighted sum:

A(p) =
∑k

l=1wl(p)I(xl)∑k
l=1wl(p) = 1, and wl(p) ≥ 0, l = 1, . . . , k

(5.1)

where wl(p) is a scalar weight associated with the point p. Given the parametriza-

tion of the surface, for a point p not belonging to a cut, we have:

A(x) =
k∑
l=1

wl(p)I(xil) (5.2)

where A is the texture signal, defined over the texture space U ′ 1. The points

p that belong to the cuts are associated with several texture coordinates. To

achieve good visual results, it is necessary to constrain the attributes at those

texture coordinates to have the same value.

1In the first equation, A was defined over the surface, and in the second equation, over the
texture space. For simplicity, we kept the same notation.
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In the following, we will treat two problems: finding the weights w and sam-

pling the texture map A.

5.2.1 Partition of Unity over a Manifold

Let’s assume that the surface S is split intom non-disjoint pieces Sj parameterized

over the image domains Uj, j = 1, . . . ,m, and {Sj} is an open covering of S. Let

the mapping corresponding to image j be φj : Uj → Sj, defined by the inverse

of the projection operator Pj. Let’s consider a set of functions ρj : S → [0, 1]

associated with each image (j = 1, . . . ,m).

Definition. A partition of unity over a topological space S is a set of contin-

uous functions ρj : S → [0, 1], j = 1, . . . ,m, such the sum of the function values

in any point p is exactly 1:

m∑
j=1

ρj(p) = 1 for any p ∈ S (5.3)

Lemma. Given an open cover {Sj} of the topological space S, there is a

partition of unity {ρj} such that the support of any ρj is included in Sj.

We constrain the functions of the partition to ρj(p) = 0, for any p ∈ (S \ Sj);
equivalently, ρj(p) = 0 if p is not visible in image j. We define a blending partition

as a collection of such functions {ρj}, j = 1, . . . ,m, which forms a partition of

unity.

5.2.2 Blending Partitions for Meshes

Let a triangular mesh M = (K,V ) with n vertices be the representation of the 2-

manifold surface. We define a blending mesh partition by a collection of functions

ρMj : V → [0, 1], j = 1, . . . ,m, defined on the set of vertices V , such that

m∑
j=1

ρMj (v) = 1 for any v ∈ V (5.4)

We extend the blending mesh partition to a blending partition for the the

surface of the mesh, defined by ρj : M → [0, 1], j = 1, . . . ,m, using linear in-

terpolation inside the triangles. Given a point p on the surface of the triangle

105



5.2 Texture Blending

(vq, vr, vs), with barycentric coordinates cq, cr, cs:

ρj(p) = cqρ
M
j (vq) + crρ

M
j (vr) + csρ

M
j (vs) (5.5)

The set of m functions defines a partition of unity on the surface of M ,

therefore, the blending mesh partition defines a blending partition on the surface

of the mesh.

We build a partition of unity in several steps. Firstly, we observe that, if, for

any vertex vi, there is at least one j so that ρ̂Mj (vi) = wji and wji > 0, we can

obtain a partition of unity be normalizing the values for each vertex vi:

ρMj (vi) =
ρ̂Mj (vi)∑m
j=1 ρ̂

M
j (vi)

, for j = 1, . . . ,m (5.6)

Secondly, for any triangle which is not visible in an image j 1, with vertices

vq, vr, vs, we set ρ̂Mj (vg) = 0, ρ̂Mj (vr) = 0, ρ̂Mj (vs) = 0. This will enfoce that,

for any point p on the mesh surface with ρj(p) 6= 0, the surface of the triangle

containing p is fully visible on image j.

This framework gives considerable freedom for choosing the values wji, and,

when extended to the surface of the mesh, the functions ρj are continuous and

piece-wise linear. We imply the heuristics previously used in literature for finding

good weights [4; 40; 52; 59].

Surface orientation. Disregarding the distance from the camera to the

surface, the color on the surface is best captured on the image when the camera

is perpendicular to the surface. Considering a point p on the surface, visible in

an image, and the corresponding projection line (connecting p and the camera

optical center C), we model the surface orientation by the cosine between this

line and the normal to the surface np at the point p (the same criterion is used

for choosing the texture atlas). For a mesh, we assign to each vertex a normal

equal to the weighted average of the neighboring triangles.

Visibility and occlusion. One major reason of blending is to achieve smooth

transition between images, on the texture map. The partition of unity provides

only a framework to construct a set of continuous, piece-wise linear functions,

1We consider as not visible also the partially visible triangles.
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however, the variation of the weights can be significant. We solve this problem

by considering a weight factor defined from the minimum geometric distance from

the vertex vi to any point p not belonging to a visible triangle.

Since it is difficult to compute this distance on the surface of the model, we

will replace it with a distance on the image space. In the example from Figure

5.2, although the silhouette of S occupies a contiguous region of the image, if we

consider self-occlusions, we can decompose it into two patches of S. We initialize

with 0 the image borders, the outlines corresponding to self-occlusions, and the

regions of the image that are not mapped to the surface. Then, for any point of

the image, we estimate the 2D distance to the pixels initialized with 0 using the

chamfering algorithm, as in [52]. For each surface point p visible in the image j, let

dp,j denote the distance estimated with the chamfering algorithm, corresponding

to the image j. We normalize this distance, such that the maximum value for

each image is 1.

S

U

Figure 5.2: 1D example showing the distance to internal and external silhouettes.

Shadow and specularity. Those parts of the images that are in shadow or

suffer from high specularity should be weighted less. We take this into account

by a third component of the weights, derived from the saturation component of

the color. If a region is in shadow or has high specular component, usually its

color is desaturated. The saturation of a color, denoted s, is a number between 0

and 1; a gray color is desaturated (has 0 saturation). The specular highlight has

a spectral composition depending on the incident light and on surface BRDF, but

for common surfaces the highlight has the spectral composition of the incident

light. Since the texture images are normally taken with ’white’ incident light
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5.2 Texture Blending

(natural, indoor, or camera flash), the color associated to specular highlights

is usually desaturated. We used the squared value of the color saturation as

the weight component corresponding to shadow and specularity. To exclude the

possibility that a weight will be set to 0 due to this criterion, if the saturation s

is smaller than a threshold, we round it to the threshold value (set to 0.01).

If the desaturation of the color is due to shadows or specularities, the image

pieces not suffering this problem will get relative weights larger than image pieces

suffering from highlights or shadows (if the diffuse color is relatively saturated).

Otherwise, this weight factor will have absolute, but not relative, influence to the

weights.

We estimated the weights wji for all n vertices and m images, and normalized

them using (5.6), to define the blending mesh partition. Any weight wji not set

initially to zero was obtained as:

wji = cos(ni, (vi − Cj)) · dvi,j · s2
ji (5.7)

where ni is the surface normal and vi the position associated with vertex i, Cj

the center of camera j, dvi,j the normalized 2D distance from the projection of vi

to the silhouette, sji the saturation of the image of vi in image j.

The weighting functions defined in this way produced good textures. How-

ever, this is just a heuristic that guarantees continuous, piece-wise linear weights.

The components of the weights regarding the surface orientation and saturation

may result in steep weight functions. Therefore, we implemented also a weight

smoothing step: let a vertex i0 visible in an image j, wji0 6= 0 (we exclude not vis-

ible vertices), and i1, . . . , ik the adjacent vertices, then we define the smoothing

operator as:

ρ̂Mj (vi0) =
k∑
l=0

ρMj (vil)

k + 1
(5.8)

The new weights ρ̂Mj (vi) might not satisfy the partition of unity constraint,

so after a smoothing step we re-normalized the weights, using (5.6).
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5.3 Sampling the Texture

Figure 5.3: The weights corresponding to one image mapped on the model, from

left to right: orientation, visibility and occlusion, shadow and specularity, all of

them combined; on the last image, the weights for three images, constrained to

the partition of unity, were mapped as red, green, and blue.

5.2.3 Blending Partitions for Point-sets

The weights used for point-set model representations are very similar to the ones

for meshes. The orientation and shadow / specularity scores are computed in the

same way as for a vertex. For the visibility and occlusion score, we constructed

the depth map associated with each image, and we used a test with a predefined

threshold to find self-occlusions.

5.3 Sampling the Texture

The second problem of our blending approach regards sampling the images on the

texture map. Heckbert proposes elliptical Gaussian filters to warp the texture

map and resample it on images [30]. Another solution, using sinc filters, is

proposed in [80]. We will formalize the warping and resampling problem for 1D

case, and then show how to use the elliptical Gaussian filters to construct the

texture map.
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5.3 Sampling the Texture

5.3.1 1D Warping and Resampling

Let an arbitrary continuous 1D signal be a function f : R → R. Let a function

φ : R→ R be a bijection, applied on the domain of f ; then, with the help of φ,

we can warp the signal f to obtain the signal g : R → R, g(t) = f(φ−1(t)), for

any t ∈ R. Given φ and a finite sampling f(k) of f , k = 1, . . . , n, we want to

obtain the corresponding sampling of g(l), l = 1, . . . ,m.

The four steps to obtain the sampling of g, shown in Figure 5.4, are:

1. Reconstruct the continuous signal fc from the sampling f , using the recon-

struction filter r1:

fc(x) =
n∑
k=1

(f(k)r1(x− k)) (5.9)

2. Warp fc onto the new domain, using φ, to obtain gc:

gc(x
′) =

n∑
k=1

(f(k)r1(φ−1(x′)− k)) (5.10)

3. Band limit the warped signal, applying the filter r2, with the pass frequency

set according to the sampling pattern of g, to obtain gblc :

gblc (x′) =
n∑
k=1

∫
t

(f(k)r1(φ−1(x′)− k)r2(x′ − t))dt (5.11)

4. Sample the continuous signal gblc and obtain g(l), l = 1, . . . ,m:

g(l) =
n∑
k=1

∫
t

(f(k)r1(φ−1(t)− k)r2(l − t))dt (5.12)

The filter kernels r1 and r2 are two functions defined from R into R, rep-

resenting the response of the filter to the Dirac impulse. Applying a filter to a

signal, in space domain, is done by convolving the signal function with the filter

kernel. The convolution is done by integration (5.11), and, when the signal is

discrete, it reduces to a sum (5.9).

The Nyquist frequency associated with a regular sampling grid is equal with

half of the grid’s sampling rate. The optimal reconstruction filter is a low-pass
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x x’

x’x’x

f(k)

f (x)

g(l)

c 1 2 3

4

g (x’)
c g  (x’)

bl

c

Figure 5.4: Warping and resampling in four steps: continuous reconstruction (1),

warping (2), band-limit filtering (3), sampling (4). The figure is inspired from

[80].

filter with cutoff frequency equal to the Nyquist frequency of the original sampling

grid; the optimal band-limiting filter is also a low-pass filter with cutoff frequency

equal to the Nyquist frequency of the sampling grid.

An ideal low-pass filter (with sharp cutoff) has an infinite kernel (infinite im-

pulse response, IIR), and is defined by the sinc function. In practice, only filters

with bounded support can be applied on the space domain (finite impulse re-

sponse, FIR). Such filters let all frequencies pass, however, they attenuate higher

frequencies more than lower ones, and may replace the ideal low pass filter. Ex-

amples are the B-spline filters, bounded Gaussian filter, or bounded sinc filter 1.

In general, the more limited the support of the kernel is, the worse the cutting

properties of the filter will be.

The band-limiting filter is applied to avoid aliasing. According to the sampling

theorem [57], the sampling rate should be at least twice the maximum frequency

of the continuous signal. Conversely, if the sampling rate is given, the continuous

signal should be band-limited, such that its maximum frequency is at most half

the sampling rate (Nyquist frequency). If the continuous signal has frequencies

1The kernels of the Gaussian and sinc filters are truncated to 0, to limit the support.
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above this limit, the effect after sampling is that new frequency components,

below the Nyquist frequency and not present in the continuous signal, will appear

in the discrete signal. This effect is called aliasing, and it can be removed in two

ways:

• Apply a low-pass filter to the continuous signal, with the pass frequency

equal to the Nyquist frequency, and then sample the signal; this anti-aliasing

procedure, known as pre-filtering, is shown in (5.11) and in Figure 5.4;

• Sample the signal with sufficiently high resolution, then downsample it

(downsampling includes low-pass filtering); the procedure is known as post-

filtering.

Applying pre-filtering numerically is more difficult than post-filtering, because

the pre-filter is applied on the original sampling grid, and it is space-variant, de-

pendent on the warping. However, the ’sufficiently high resolution’ needed by

post-filtering depends on the warp, and it may be too high for practical applica-

tions. The frequencies of the warped (continuous) signal may even be unlimited

in common situations from computer graphics [30].

5.3.2 Texture Warping and Resampling

In 2D, warping and resampling is very similar to 1D. We will assume an im-

age registered to a surface, which we want to resample on the texture space.

The warping function φ, describing mappings between pieces of image space and

texture (parameter) space, will be defined in the following.

For the projective atlas texture map, we need to resample images on the grids

of other images. Let Pi(Si) = Ui, Pj(Sj) = Uj, part of the solution of texture

registration, where Si and Sj are surface pieces, Ui and Uj are parts of image

domains, and Sij = Si ∩ Sj not null. Then, we can define the warping function

φij:

φij : Pi(Sij)→ Uj, φij(x) = Pj(P
−1
i (x)) (5.13)

Heckbert proposes the elliptical Gaussian filters to be used for reconstruction

and anti-aliasing [30] (Appendix D). The filter is obtained from a Gaussian filter,
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truncating its support to the interior of an ellipse (the isocontours of Gaussians are

ellipses). The elliptical Gaussian filter has two properties that make it attractive:

• Ellipses are closed under affine warps;

• Gaussians (with non-singular covariance matrix) are closed under convolu-

tion and affine warping.

If both the reconstruction and pre-filtering filters are elliptical Gaussian fil-

ters, the properties mentioned above allow composing them into a single filter, if

the warping is affine. Originally, Heckbert proposed the elliptic weighted average

(EWA) filter, which is similar to the elliptical Gaussian filter, but the the recon-

struction filter kernel is a Dirac impulse. The numerical implementation of the

elliptical Gaussian filter is given in [30].

The warping defined by the mapping φij is usually not affine. Locally, however,

the surface S can be approximated by its tangent space TS, as shown in Figure 5.5,

and φij becomes a projectivity. φij can be locally approximated as affine mapping

by its Jacobian J . The elliptical Gaussian filter is space-variant, depending on

J , which defines the differential mapping between the basis (u, v) on Ui and (s, t)

on Uj.

U

I

S

U

I

TS

Figure 5.5: Left. The signal defined over Uj is sampled on the space Ui. The

mapping between Ui and the space of Ui depends on the surface S. Right. The

surface S can locally be approximated by a linear space, making the resampling

with the elliptical Gaussian filter easier; the elliptical Gaussian filter is closed

under affine warping.
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The ideal variance matrix associated with the band limiting and reconstruc-

tion filters, implemented as elliptic Gaussian filters, is the identity matrix I2.

Then (see Appendix D), the kernel of the resampling filter, for the location u0, v0,

is:

Gs0,t0(s, t) = GJ−1I2J−1T+I2(s, t) = GJ−1J−1T+I2(s, t) (5.14)

where (s0, t0) = φij(u0, v0), and J the Jacobian of φij corresponding to this point,

and I2 is the identity matrix of dimension 2.

5.3.3 Multi-band Blending

The idea of multi-band blending is to have different blending functions for dif-

ferent frequency bands of the texture. The blending functions corresponding to

the low-frequency bands are smoother than those for high frequency, so the sharp

features can be preserved.

Scaling the variance matrix of the elliptical Gaussian filter by λ > 1 has the

effect of lowering the band pass associated with the filter. By sampling the texture

using several, increasing, λ ≥ 1, and substracting one texture the previous, we

can build a set of textures, each containing a frequency band, in a Laplacian

pyramid.

We implemented a two-band blending using the elliptic Gaussian filters. The

low frequency band is obtained by filtering the signal with a low-pass elliptical

filter, with λ = 2:

Glp
s0,t0(s, t) = GJ−1(λI2)J−1T+I2(s, t) = GλJ−1J−1T+I2(s, t) (5.15)

The high-frequency texture is obtained from difference between the signal

filtered with the resampling filter, with λ = 1, and the one with λ = 2. As the

texture space is a composition of image domains (projective atlas, see Section

5.1), each image is sampled on the space of other images (if there is an overlap),

including on its own space. When the texture image sampled on its own space,

we obtain the high frequency by substracting the low frequency from the original

image, without applying the resampling filter with λ = 1. This high-frequency

band is better than the others, because, even for λ = 1, the high frequencies
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present in the original signal are attenuated (the elliptical Gaussian resampling

filter is not ideal).

Considering this aspect, our blending scheme for high frequencies will not

use the high frequencies bands from all images, but only the ones obtained by

substracting the low frequency from the original image. The blending functions

associated with high frequency are piece-wise constant, either 0 or 1. For the

low-frequency components, we used the blending weights from Section 5.2.2. In

Figure 5.6, three images are resampled onto the domain of the first of them; three

low frequency bands and one high frequency band are blended into the texture.

Figure 5.6: Three low-frequency resampled components (1-3) and one high-

frequency component (4) are blended to the texture map (5). The specular

highlight is eliminated due to blending weights; the detail is preserved due to

the multi-band blending.

Our multi-blending approach brought a new problem for the images with

high specular highlight. Although the low frequency highlights are successfully

removed by our weighting scheme, the high frequency due to the highlights is still

present. We solved this problem by changing the texture atlas.

Originally, the atlas parametrization was constructed by choosing, for each

triangle ’visible’ in several images, the one with a better orientation (see Section
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Figure 5.7: The texture pieces are the result of the multi-band blending, which

improves sharp edges, but brings new artifacts from specular highlights, see the

red highlights (also, Figure 5.8). This problem is solved by changing the texture

atlas, taking into consideration the orientation together with the color saturation.

The texture atlas built using orientation alone contains the regions highlighted in

red, and, using the new metric, the regions highlighted in blue are used instead.

5.1), and the high frequency from this images was used for the respective trian-

gle. We changed this criterion and chose, for each triangle, the one with better

orientation and saturation score. We combined the two scores by multiplying the

orientation and the saturation weights, as defined in Section 5.2.2.

5.3.4 Point-set Texture Sampling

We can apply the elliptical Gaussian filter to properly sample per-point color on

the point-set representing the surface of the model from an image. For each point

of the point-set, we build the local parametrization space U as the tangent plane

of the surface. Considering the mapping φ from the previous section, the affine

approximation of the warping, in the point of interest, is the affine approximation

of the mapping from the tangent plane to the image plane. When the point-based

representation consists in surfels, the radius associated with each point is used to

determine the size (variance) of the reconstruction kernel.
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Figure 5.8: Shakyamuni textured with three images. From left: single-band

blending; multi-band blending with texture atlas built using only orientation

score; multi-band blending with texture atlas built using orientation and satu-

ration scores; multi-band blending with smoothed blends (5.8) and with texture

atlas built using orientation and saturation scores; one of the three images used

for blending
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Chapter 6

Conclusion

In this dissertation we developed a solution for creating the texture of a 3D model

from several images. We addressed four fundamental issues regarding this pro-

cess: geometric modeling and optimization of registration parameters (Chapter

2), alignment (registration) measure (Chapter 3), evaluation of registration ac-

curacy and precision (Chapter 4), and, finally, fusion of registered images into

a texture map (Chapter 5). In the Introduction (Chapter 1), we presented the

fundamental theory regarding surface and textured surface representation, and

gave a generalizing definition for the registration problem. Other fundamental

issues necessary for our solution were grouped into several appendices: projec-

tive geometry (Appendix A), Euclidean 3D motion (Appendix B), probability

and information theory (Appendix C), and the elliptic Gaussian filter for signal

processing (Appendix D).

We presented the geometric model of registration, consisting of pinhole cam-

era models associated with each image, in Chapter 2. We separated the texture

registration problem in two components, one concerning the geometric optimiza-

tion, and one the alignment measure. The alignment measure based on mutual

information (Chapter 3) relies on an iterative, nonlinear optimization procedure,

and needs a rough initialization. In Chapter 2, we developed the framework

for registration, which consists of initialization, and refinement. Supported by

the current development of the computer vision field, the proposed initialization

is composed of a camera calibration step, which provides very good estimates

for the intrinsic camera parameters, and a pose estimation step, which provides
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rough estimates for the extrinsic camera parameters and is implemented as an

interactive tool.

The alignment measure, largely analyzed in Chapter 3, is formalized in a

multi-objective optimization framework, combining on two criteria: one exploits

the geometry-image relation, and the second one, the image-image relation. Both

criteria were based on mutual information, evaluated in the same way as in [79];

the characteristic of our solution is that it does not use any features (in the

sense defined in Chapter 1). The nonlinear optimization is based on stochastic

gradient descent, so the complexity is independent of the resolution of the model

or images, and the algorithm can be successfully used in practical situations. We

presented solutions and experimental data for several parameters influencing the

mutual information estimation and optimization, such as the covariance matrix

for the Parzen window method, subsampling size, multiresolution, and stopping

criterion.

We used the optimization scheme to refine the extrinsic parameters of the

cameras. We discussed several ways to solve the multi-objective optimization.

An adaptive scheme, which weights differently the objective functions, proved

to be more robust when our objective function estimation was less mature [12].

The results presented in this thesis, with a better implementation of mutual

information estimation, showed that the canonical approach, which weights the

objective functions equally, was better than the adaptive approach. Overall,

the accuracy and precision of the registration algorithm is high, in many cases

below the pixel limit. In the end of the chapter we present two extensions:

optimization of the extrinsic parameters and the focal length, and extension of

the mutual information to a localized (not global) form. The former extension

covers a common practical case, when a camera with variable focal length is used

for photography; the second extension presents a promising new definition of the

mutual information which may extend its applicability to registration.

In test cases with real data, since the ground truth solution is not known, only

the precision, and not the accuracy of a texture registration algorithm can be es-

timated. If the objective function used for the registration is biased, the precision

might still be high, although the registration error is large. In this context, in

Chapter 4, we proposed a method that allows direct comparison of the solution
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of a camera calibration algorithm, which is not prone to bias, therefore asimi-

lated with the gold standard, to that of texture registration; the method needs

minimum experimental setup. We presented three distances based on epipolar

geometry. Our goal was to replace the reprojection distance, which defines the

error of texture registration (when the ground truth exists), with one of the

epipolar distances. The distances, namely, the symmetric epipolar distance, the

Sampson epipolar distance, and the manifold projection distance1, are commonly

used in computer vision community, with a different scope. Two of them are

easy to compute, and for the third one, defined by the minimum of a function,

we presented an algorithm. We analyzed all three distances with Monte Carlo

simulation, and the results might be useful for the research community working in

stereo vision. By definition, the manifold projection distance is a lower bound to

the reprojection distance; the analysis showed that, if the bias is removed, it has

the highest fidelity in modeling the reprojection distance. Real data comparison

of our texture registration method with the Bouguet toolbox [7] confirmed the

good performance of our registration scheme.

In Chapter 5 we completed the texture reconstruction framework with a

method to create a texture map. We built a theoretical model, based on a parti-

tion of unity defined on a manifold, for texture blending. The partition of unity

itself is constructed with the help of several heuristics commonly used in texture

registration. We extended the usual texture blending to a multi-band approach,

based on resampling with elliptical Gaussian filters, capable of preserving the

high frequency image content.

6.1 Future Development

The modular structure of the texture reconstruction framework allows easy re-

placement or improvement of the components. We showed, in Chapter 3, that

the mutual information registration can handle a relatively large error in the

initialization, much larger that the one usually obtained with our interactive

tool. The registration solution could benefit from a non-interactive initialization

1The name manifold projection distance was firstly used in this thesis.
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method, which would completely automatize it; alternatively, the registration so-

lution could be integrated into a completely automated framework which is able

to provide rough initial estimates, such a system with a robot taking images of

the model.

Our stochastic estimation of mutual information limited the use of multi-

objective optimization algorithms. Deterministic estimation of mutual informa-

tion would allow the use of the whole palette of multi-objective optimization

techniques. The research on mutual information is itself an active area, for in-

stance, towards re-defining the mutual information to make it dependent on the

local context, and, as we have shown in Chapter 3, the robustness of texture

registration may be improved.

Although based on the theoretical solid frame of partition of unity over a

manifold, the blending solution from Chapter 5 is an heuristic. There are no

other guarantees regarding the blending functions, other than continuity, and

the heuristic is not a general solution. An ’active’ blending method would also

consider the effective quality of the images, and define the blending weights based

on that. A better approach than the one presented in this thesis would be to

consider a more complex surface BRDF model, supporting, for instance, surface

diffuse and specular coefficients.
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Appendix A

Elements of Projective Geometry

This appendix presents a very brief introduction to projective geometry; more

material can be found, for instance, in [29].

A.1 2D Projective Geometry P
2

On the projective plane P2, a line ax+ by + c = 0 is represented as l = (a, b, c)T

(column vector). A point (x, y) is represented as (x, y, 1)T .

The intersection of two lines l1 and l2 is the vector product of them:

x = l1 × l2 (A.1)

The test whether a point lies on a line is:

lTx = 0 (A.2)

The representation of the line that joins two points x1 and x2 is:

l = x1 × x2 (A.3)

The points having the third element 0 are points at the infinity. The inter-

section of two parallel lines will result in a point at the infinity. All points at the

infinity lie on a single line, the line at the infinity l∞: (0, 0, 1). The intersection

of a line with the line at the infinity can be thought of as the direction of the line

(in inhomogeneous coordinates).
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A conic is a curve described by a second-degree equation in plane. In Euclidean

geometry there are three types of conics: hyperbolas, ellipses and parabolas. The

equation of a conic, in inhomogeneous coordinates, is:

ax2 + bxy + cy2 + dx+ ey + f = 0, (A.4)

and in homogeneous coordinates:

xTCx = 0 (A.5)

where x = (x, y, 1)T , and:

C =

 a b/2 d/2
b/2 c e/2
d/2 e/2 f

 (A.6)

A conic is defined by 5 points.

The line l tangent to a conic C in point x is given by:

l = Cx (A.7)

A.1.1 Projective Transformations

A projectivity is an invertible mapping h from P
2 to itself such that three points

x1, x2, and x3, lie on the same line iff h(x1), h(x2), and h(x3), lie on the same

line.

Theorem. A mapping h : P2 → P
2 is a projectivity iff there exists a 3 × 3

matrix H such that, for any point x in P2: h(x) = Hx.

Given the projectivity H, the point mapping is defined by:

x′ = Hx (A.8)

For the same projectivity, the lines are mapped as such:

l′ = H−T l (A.9)

and the conics as:

xTCx = x′T [H−1]CH−1x′ = x′TH−TCH−1x′ (A.10)

The projectivities form a group, the inverse of a projectivity is a projectivity

and the composition of two projectivities is also a projectivity. The terms pro-

jectivity and homography are synonyms. The group of projectivities is called the

projective linear group.
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A.1.2 Hierarchy of Transforms

The group of real n×n invertible matrices is GL(n) (General Linear group). The

GL group which defines scaled matrices to be identical is the projective linear

group PL(n). The group PL(3) was discussed in the previous section. Several

subgroups of PL(3) are of special interest and will be enumerated here, starting

with the most specialized:

The isometries group. The form of an isometry is:

H =

 εcosθ −sinθ tx
εsinθ cosθ ty

0 0 1

 (A.11)

ε = ±1 (A.12)

If ε = 1 then the isometry is orientation-preserving and it is a Euclidean

transform (translation and rotation). It has three degrees of freedom. If ε = −1

the orientation is reversed.

The similarities group. A similarity is an orientation-preserving isometry

followed by an isotropic scaling. It has the form:

H =

 scosθ −ssinθ tx
ssinθ scosθ ty

0 0 1

 (A.13)

The transform preserves the form of the objects. It has four degrees of free-

dom.

The affinities group. An affine transform is a linear transformation followed

by a translation, having the form:

H =

 a11 a12 tx
a21 a22 ty
0 0 1

 (A.14)

The matrix H has six degrees of freedom and can be computed from three

point correspondences.
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A.1 2D Projective Geometry P2

The projectivities group. The general linear transformation, it has eight

degrees of freedom. It can be decomposed in a sequence of transformations:

H = HS × HA × HP

=

(
sR t
0T 1

)
×

(
K 0
0T 1

)
×

(
I 0
V T v

)
=

(
A t
V T v

) (A.15)

The 2×2 matrix K is upper triangular, with the determinant 1, V is a 2-vector

(column), R is an orthogonal matrix. The decomposition is valid for v 6= 0, and

is unique if s is positive.
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Appendix B

Parametrization of Euclidean 3D

Motion

B.1 Lie Groups

The material from this appendix can be found in books that cover geometric

algebra theory, such as [63], [15], or [25]. While the first mentioned book con-

centrates on the SE(3) rigid motion group, which is relevant for robotics, the

other two books are more general, with a small emphasis for the special cases

SE(3) and SO(3). We will not give complete theoretical details on introducing

the associated Lie algebra of a Lie group. Also, we will provide some basic results

without proofs, and will limit to results relevant for this thesis.

A group G is a set with a binary operation ∗ satisfying the following axioms:

1. Closure: ∀a ∈ G, b ∈ G =⇒ (a ∗ b) ∈ G

2. Associativity: ∀a ∈ G, b ∈ G, c ∈ G =⇒ (a ∗ b) ∗ c = a ∗ (b ∗ c)

3. Identity element: ∃i ∈ G,∀a ∈ G =⇒ a ∗ i = i ∗ a = a

4. Inverse element: ∀a ∈ G =⇒ ∃b ∈ G : a ∗ b = b ∗ a = i, i : identity

For this thesis, relevant are the groups of rotations SO(n) (Special Orthogonal

Group on Rn) and Euclidean motion SE(n) (Special Euclidean Group on Rn),
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B.2 The Lie Group SO(3) and the Associated Lie Algebra so(3)

particularly for n = 3. For R3, the group of rotations is SO(3). The group of ro-

tations SO(n) is a subgroup of the Orthogonal Group O(n), which is a subgroup

of the General Linear group GL(n). Concretely, an element of SO(3) is a 3 × 3

matrix with orthogonal columns and with determinant 1. The binary operation

is the matrix multiplication. Note that the rotations can also be globally em-

bedded in R4, using the quaternion parametrization, and the group operation as

the quaternion multiplication. However, rotations cannot be globally embedded

in R3. The set of rotation matrices form a 3-dimensional manifold in R9. Pa-

rameterized by quaternions, the rotations manifold is the hypershpere of radius

1 embedded in R4.

A Lie group is a group with differentiable group operation ∗ and differentiable

inverse −1 (inverse existence is guaranteed by the last axiom stated above). The

set of elements associated with the Lie group forms a manifold.

B.2 The Lie Group SO(3) and the Associated

Lie Algebra so(3)

The local properties of a Lie group are given by its associated Lie algebra, which

can be seen as the tangent space of a Lie group at the identity. In other words,

the Lie algebra it can be considered as a linearization of the Lie group near the

identity element [25].

The algebra is a richer algebraic structure than the group. An algebra over

a vector space adds to the operators of the vector space (addition and scale) the

multiplication operator.

A real Lie algebra A is a real vector space with a bilinear map [−,−], called

Lie bracket (the multiplication operation), such that, ∀a, b, c ∈ A:

1. [a, a] = 0

2. Jacobi identity: [a, [b, c]] + [b, [c, a]] + [c, [a, b]] = 0

([25], p. 399).
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B.2 The Lie Group SO(3) and the Associated Lie Algebra so(3)

The Lie algebra of SO(3) is defined on the set of all 3 × 3 skew symmetric

matrices together with the algebra multiplication [, ], defined by [A,B] = AB −
BA. The skew symmetric matrices Ω have the form:

Ω =

 0 −ωz ωy
ωz 0 −ωx
−ωy ωx 0

 (B.1)

By convention, the notation for the Lie algebra associated with a Lie group

is the same as the name of the group, but it is written in lower case. The Lie

algebra of SO(3) is so(3).

The so(3) Lie algebra is isomorphic with the Lie algebra (R3,×) (the vector

product), so we can identify the two spaces using the mapping ([25], p. 400): ωx
ωy
ωz

 7→
 0 −ωz ωy

ωz 0 −ωx
−ωy ωx 0


The mapping from the Lie algebra so(3) to the Lie group SO(3) is given by

the exponential map: exp : so(3) → SO(3). Letting Ω0 = I3, the exponential

mapping is defined from the usual Taylor series of the exponential:

eΩ =
∞∑
i=0

Ωi

i!
(B.2)

In the considered case of so(3) 1, (B.2) can be evaluated easily. Let θ =√
ω2
x + ω2

y + ω2
z . The following result is known as the Rodrigues’ formula (1840):

eΩ = I3 + sin θ
θ

Ω + 1−cos θ
θ2

Ω2,Ω 6= 03 (B.3)

e03×3 = I3 (B.4)

The proof is simple: grouping the even and odd terms of the Taylor series, we

observe that they are expressed by the series of cos and sin ([25], p. 379).

The exponential map is well defined and surjective ([25], p. 377). It is not

injective, however, and this is easily noticeable by observing that the Rodrigues’

formula (B.4) is periodical. There is a logarithmic map from the Lie group to the

Lie algebra: exp : SO(3)→ so(3), however it is multi-valued.

1The exponential map can be defined for any square matrix.
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B.3 The Lie Group SE(3) and the Associated Lie Algebra se(3)

In order to define a function, we have to restrict the domain so(3) such that

|θ| < π. Let R be a rotation matrix, then its logarithm Ω = log(R), which is a

skew symmetric 3× 3 matrix, is defined as follows:
{

Ω = θ
2 sin θ

(R−RT )
Tr(R) = 1− 2 cos θ

|θ| < π, θ 6= 0

log(I) = 0
(B.5)

Notice that if we limit the so(3) vector space to ŝo(3), defined for the domain

|θ| < π around the origin, the relation is bijective. The mapping is continuous and

differentiable, see that the limit θ
2 sin θ

for θ → 0 is well defined. The exponential

and logarithmic map define a local diffeomorphism around the origin.

The interest of this thesis in Lie groups and algebras comes the use of iterative

optimization of objective functions that are parameterized by rotations. With the

help of the Lie algebras, for each rotation we can construct a local parametrization

on the R3 vector space and have a locally diffeomorphic mapping between the

SO(3) andR3. With small precautions, the iterative optimization on the manifold

SO(3) can be carried out in the same way as in R3 [70].

The local parametrization R(ω) of a given rotation R0 is:

R(ω) = R0e
Ω(ω),

√
ωωT < π (B.6)

where Ω(ω) is the mapping fromR
3 to the space of 3×3 skew symmetric matrices.

One observes that R(0) = R0.

B.3 The Lie Group SE(3) and the Associated

Lie Algebra se(3)

The set of 3D transforms that preserve the Euclidean metric forms the Special

Euclidean group SE(3), also called the group of rigid body transformations. Its

elements define a rotation and a translation in 3D space, and it can be embedded

in a 4× 4 matrix:

A =

(
R T
0T 1

)
=


r00 r01 r02 t0
r10 r11 r12 t1
r20 r21 r22 t2
0 0 0 1

 (B.7)
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B.3 The Lie Group SE(3) and the Associated Lie Algebra se(3)

The group is also a Lie group and it has a Lie algebra se(3) associated with

it. The elements of se(3) are of the form:

A =

(
Ω U
0T 0

)
=


0 −ωz ωy u0

ωz 0 −ωx u1

−ωy ωx 0 u2

0 0 0 0

 (B.8)

Since se(3) is closely related to so(3), we keep the notations before, and the

same constraints regarding θ should be met. The exponential mapping 1 (see [25],

p. 387-390) is given by:

eA =

(
eΩ V U
0T 1

)
(B.9)

V = I3 + 1−cos θ
θ2

Ω + θ−sin θ
θ3

Ω2,Ω 6= 03 (B.10)

e

(
0 U

0 0

)
=

(
I3 U
0T 1

)
(B.11)

(B.12)

The logarithmic map keeps the same equations and constrains for the rotation

part, adding equations for parameterizing the translation T 2:

U = V −1T (B.13)

V −1 = I3 − 1
2
Ω + 2 sin θ−θ(1+cos θ)

2θ2 sin θ
Ω2 (B.14)

The local parametrization for a rigid body transformation A(ω, u) of a given

transformation matrix with R0, T0 is:

A(ω, u) =

(
R0e

Ω(ω) T0 + V u
0T 1

)
(B.15)

1The part of the exponential map formula corresponding to the ’translation’ has an error
in [63] (page 52) and it is overestimated by θ. I find this part ambiguous also for the equations
corresponding to the logarithmic map.

2See also [41], Appendix, in comparison with [63] p. 52.
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Appendix C

Elements of Probability and

Information Theory

For a complete understanding of the notions from this appendix, the reader should

consult materials on probability, statistics, and information theory, [16; 26; 49].

C.1 Probabilities

Let X be a continuous random variable over Ω with the probability measure P

on Ω (P is non-negative and integrates to 1 over Ω). To simplify this material

(existence of ≤ operator over Ω), let Ω be R, then X is a univariate random

variable, and the distribution function F of X is:

FX(x) = P (ω : ω ≤ x) (C.1)

FX can be obtained from the probability density function p (pdf):

FX(x) =

∫ x

−∞
p(y)dy (C.2)

The pdf is continuous and positive everywhere on Ω.

Any d-variate random variable (X1, . . . , Xd) in Rd, when each Xi is a real

univariate random variable, has the distribution function F :

FX1...Xd(x1, . . . , xd) = P (X1 < x1, . . . , Xd < xd) (C.3)
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C.2 Entropy, Conditional Entropy, Mutual Information

The mathematics is simpler for X discrete random variable (X takes values

in the finite or countable set x1, x2, . . . , xi ∈ R):

FX(xi) =
∑i

j=1 pj
pi = p(xi) = P (X = xi)∑∞

j=1 pj = 1
(C.4)

In the discrete case, the pdf is called probability mass function. We can define

d-variate discrete random variables similarly as for continuous random variables.

Hereafter, we will define the measures for discrete r.v., although most of them

have correspondences in the continuous case, as well.

Let (X, Y ) be a bivariate (2-variate) r.v. The marginal pdf of X (similarly it

can be defined for Y ) is:

p(xi) = P (X = xi) =
n∑
k=1

P (X = xi, Y = yk) (C.5)

The conditional probability mass function of Y , given X = xi, is:

pY |X(yj|xi) = P (Y = yj|X = xi) =
pXY (xi, yj)

pX(xi)
=
pij
pi

(C.6)

The r.v. X and Y are independent, if:

pXY (x, y) = pX(x)pY (y) (C.7)

Bayes’ rule relates the conditional and marginal probabilities:

pX|Y (x|y) =
pY |X(y|x)pX(x)

pY (y)
(C.8)

Let g be a function over Ω, then the expectation of g is:

E(g(X)) =
∑

x:pX(x)>0 g(x)pX(x)

provided that:E(|g(x)|) <∞ (C.9)

C.2 Entropy, Conditional Entropy, Mutual In-

formation

The entropy (differential entropy) of X (continuous r.v.) is defined from its pdf:

H(X) = −E(log(p)) = −
∫

Ω

p(x)log(p(x)dx (C.10)
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C.2 Entropy, Conditional Entropy, Mutual Information

The entropy of a discrete r.v. X is:

H(X) = −E(log(p)) = −
∑
i≥1

pilog(pi) (C.11)

If the log has the base 2, then the entropy is measured in bits, if e, then in

nits.

The entropy can be interpreted as the amount of information contained by an

observation in X. The entropy of a discrete r.v. is always positive.

Considering a bivariate r.v. (X, Y ), its entropy is computed from the joint

pdf:

H(X, Y ) = −
∑
i≥1

∑
j≥1

pi,jlog(pi,j) (C.12)

The conditional entropy H(X|Y ) of X, given Y , is:

H(X|Y ) = −E(log(p(x|y)))
= −

∑
j≥1 p(y)H(X|Y = y)

= −
∑

i≥1

∑
j≥1 p(x, y)log(p(x|y))

(C.13)

The conditional entropy measures how much information resides in X, when

Y is known.

The mutual information I between X and Y , representing the amount of

information that X and Y share, is defined as:

I(X, Y ) = H(X)−H(X|Y ) = H(Y )−H(Y |X) = H(X) +H(Y )−H(X, Y )

=
∑

i≥1

∑
j≥1 p(x, y)log( p(x,y)

pX(x)pY (y)
)

(C.14)
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Appendix D

Elliptical Gaussian Filter

The elliptical Gaussian filter was introduced by Heckbert [30] to resample a signal

on a new grid, after the original signal is warped. The advantage of this filter is

that it is closed under convolution and under linear (affine) warping.

The kernel of an ideal Gaussian filter (impulse response), for 1D and 2D cases,

is:

Gσ2(x) =
1√
2πσ

e−
x2

2σ2 (D.1)

GV (x) =
1

√
2π|V | 12

e−
1
2
xTV −1x (D.2)

The kernel is parametrized by a positive definite variance matrix (just a pos-

itive real, for 1D), which, for 2D case, has the form:

V =

(
A B/2
B/2 C

)
|V | = AC −B2/4 > 0

(D.3)

On the same time, the equation:

Ax2 +Bxy + Cy2 = F (D.4)

describes, for F > 0, a family of concentric ellipses, isocontours of the Gaussian

kernel parametrized by V (D.3). In practice, the elliptical Gaussian filter is

truncated, to obtain filters with finite support. The truncation can be specified

by comparing (D.4) with a predefined real Q > 0, and set the kernel to 0 when

F > Q.
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Convlution. The elliptic Gaussian filter is closed under convolution, and:

GV1 ⊗GV2 = GV1+V2 (D.5)

Linear Warping. The elliptic Gaussian filter is closed under the linear warp-

ing x’ = Hx 1, H non-singular:

GV (x) = |H|GHVHT (x’) (D.6)

1Heckbert uses row vectors, [30] p. 56.
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Appendix E

Models and Images used in

Experiments

We used several 3D models for this thesis. Each model has several level-of-detail

representations. We present here only the representation used in this thesis. Each

model has a point-based and a mesh representation, with the same geometry

(positions of points / vertices). In [12], we used different representations for some

models. The models shown in Figure E.1 are:

• Lion. The model has 183408 points. It is custody of Arius3D 1. It was

scanned together with color, with a performant 3D laser scanner supporting

with three different laser wavelengths (red, green and blue) in one focused

beam.

• Trilobite. The model has 726027 points. It is custody of Arius3D, and

was scanned in the same way as Lion.

• Plane. The model has 40000 points. The model is built for testing, and

has the shape of a plane. However, the normals mapped are perturbed by

bump mapping.

• Shakyamuni. The model has 249988 points. It was scanned at the Mul-

timedia Signal Processing Group, University of Konstanz 2.

1http://www.arius3d.com
2http://www.inf.uni-konstanz.de/cgip/projects/surfac
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• Sculpt. The model has 638167 points. It was scanned at the Multimedia

Signal Processing Group, University of Konstanz.

• Mask. The model has 115668 points. It was scanned at the Multimedia

Signal Processing Group, University of Konstanz.

Figure E.1: Models: Lion, Trilobite, Plane, Shakya, Sculpt, and Mask.

The images used for the registration experiments presented in this thesis were

either simulated by rendering (for Lion, Trilobite, and Plane), or taken with

a Canon EOS 10D digital camera (Shakyamuni, Sculpt, Mask). In Figure E.2

we show typical images used in the experiments presented in tables 3.1 (Lion),
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3.2 (Trilobite), 3.3 (Shakyamuni, vertical images), 3.4 (Shakyamuni, horizontal

images), 3.5 (Sculpt), 3.6 and 4.1 (Mask), 4.1 (Shakyamuni).

Figure E.2: Images used in the experiments.
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