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Multimedia Signal Processing Group, Fach M697
Department of Computer and Information Science
University of Konstanz
78457 Konstanz, Germany



i

Acknowledgements

This work would not have been possible without the kind help and support of many
people. First of all, I would like to thank my advisor, Prof. Dr. Raouf Hamzaoui, for
his help, encouragement, and guidance during the course of this work, for supporting
the publications that originated from this work as a co-author, for being part of the
examiners board, and for reviewing this thesis.

I am also especially thankful for the help and support of Prof. Dr. Jean Cardinal,
who also was a co-author of the publications that originated from this work, for many
fruitful, inspiring, and encouraging discussions, especially during his visits. Another
source of ideas and inspiration where the many interesting and fruitful discussions
with Dr. Jacob Chakareski and Dr. Philip A. Chou, whom I would also like to thank.

Furthermore, I would like to thank Prof. Dr. Dietmar Saupe for hosting me in
the Multimedia Signal Processing Group and for being part of the examiners board.
I also sincerely thank Prof. Dr. Pascal Frossard for reviewing this thesis and Prof.
Dr. Ulrik Brandes for being part of the examiners board.

I am very grateful to Prof. Dr. Xiaolin Wu for inviting me to work in his research
group at McMaster University, Hamilton, Canada, which has been an unforgettable
experience.

I am also very thankful to Michael Balzer and Dr. Stefan Röder for kindly and
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Abstract

This thesis considers the problem of finding optimal transmission strategies in rate-
distortion optimized media streaming over a packet erasure channel with random
delay. A compressed media stream, such as an audio or video stream, that is split
into a set of usually interdependent data units, is to be sent to a receiver for instant
playback. The data unit dependencies are modeled as a directed acyclic graph. The
goal is to find transmission strategies that minimize the expected playback distorti-
on for a given transmission rate and the loss and delay characteristics of the channel.
We show that the problem can be solved in two steps. The first step is to find all
optimal transmission policies for a single data unit, the second step is to combine
these optimal transmission policies into optimal transmission strategies for a group
of interdependent data units. We develop algorithms for both steps. For the first
step, we propose branch and bound algorithms that are exact and faster than all
previously proposed methods. We also propose branch and bound algorithms for the
second step. They are much slower than previously proposed methods, but they are
the only algorithms that are exact for any data unit dependency structure. For the
special case where the dependencies between data units can be represented as a tree,
we propose more efficient dynamic programming algorithms that are exact as well.
We develop two heuristics to make these dynamic programming algorithms suitable
for application in a practical streaming system. One heuristic reduces the compu-
tational complexity of the algorithms, the other one constructs trees for arbitrary
dependency structures. Although exactness is lost by the use of these heuristics, ex-
perimental results show that the solutions found are better than the solutions found
by previously proposed heuristic methods. In addition to channel simulations, the
methods presented in this thesis are also evaluated in a practical streaming system
on an Internet connection.
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Zusammenfassung

Diese Dissertation betrachtet das Problem, optimale Übertragungsstrategien für
raten- und verzerrungsoptimiertes Multimediastreaming über Kanäle mit zufälligem
Paketverlust und zufälligen Übertragungsverzögerungen zu finden. Ein komprimier-
ter Multimediadatenstrom, zum Beispiel ein Audio- oder Videodatenstrom, der in
meist voneinander abhängige Datenblöcke unterteilt ist, soll an einen Empfänger
zum sofortigen Abspielen gesendet werden. Die Abhängigkeiten zwischen den Da-
tenblöcken werden als gerichteter azyklischer Graph dargestellt. Ziel ist es, Übertra-
gungsstrategien zu finden, die die erwartete Abspielverzerrung für eine gegebene
Übertragungsrate und die Verlust- und Verzögerungscharakteristik des Kanals mi-
nimieren. Es wird gezeigt, dass das Problem in zwei Schritten gelöst werden kann. Im
ersten Schritt werden alle optimalen Übertragungsstrategien für ein einzelnes Da-
tenpaket ermittelt. Im zweiten Schritt werden diese Übertragungsstrategien zu einer
Übertragungsstrategie für eine Gruppe voneinander abhängiger Datenblöcke kombi-
niert. Es werden Algorithmen für beide Schritte entwickelt. Für den ersten Schritt
werden Branch and Bound Algorithmen vorgeschlagen, die exakt und schneller als
alle früheren Algorithmen sind. Für den zweiten Schritt werden ebenfalls Branch
and Bound Algorithmen vorgeschlagen. Diese sind zwar langsamer als frühere Ver-
fahren, aber sie sind die einzigen Algorithmen, die für alle Abhängigkeitsstrukturen
exakt sind. Es wird außerdem der besondere Fall von baumreduzierbaren Paket-
abhängigkeiten betrachtet. In diesem Fall können die Abhängigkeiten zwischen den
Paketen als Baum dargestellt werden, und optimale Übertragungsstrategien können
durch dynamisches Programmieren gefunden werden. Diese Methode ist wesentlich
effizienter als die allgemein anwendbaren Branch and Bound Algorithmen. Es werden
auch zwei heuristische Verfahren vorgeschlagen, die das effiziente dynamische Pro-
grammieren für praktische Streamingsysteme anwendbar machen. Ein heuristisches
Verfahren reduziert die Komplexität der dynamischen Programmierung, das andere
transformiert beliebige Abhängigkeitsgraphen in Bäume. Obwohl durch Anwendung
dieser heuristischen Verfahren die Exaktheit der dynamischen Programmierung ver-
loren geht, sind die gefundenen Übertragungsstrategien besser als solche die mit
früheren Verfahren gefunden werden können. Die vorgeschlagenen Verfahren wer-
den in Simulationsexperimenten und in einem Übertragungsexperiment über eine
Internetverbindung analysiert.
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Chapter 1

Introduction

1.1 Streaming

“Streaming is a method of transmitting a media file in a continuous stream of data
that can be processed by the receiving computer before the entire file has been
completely sent.”[67] Streaming is especially effective for distributing multimedia
content, such as audio or video content, over the Internet. Even with today’s tech-
nologies for broadband Internet access, downloading and playing large audio or video
files without the use of streaming techniques still takes an inconveniently long time.
Streaming enables an almost instant playback of large multimedia files received over
an Internet connection, with only a few seconds of waiting time. This is achieved
by parallelizing the processes of download and playback. After an initial delay dur-
ing which a streaming client receives an initial part of a media presentation, the
streaming client starts playback while receiving the media presentation continues.
Once started, the playback should continue to the end of the presentation without
interruption.

Streaming allows the distribution of live content as well as of prerecorded content.
Streaming over the Internet enables the world wide distribution of radio or TV
shows, whereas the distribution range feasible with traditional radio communication
is typically much more limited.

An example of a video on demand streaming system is illustrated in Figure 1.1.
A typically large number of video files are stored in a media library. A streaming
server can read video files from the media library and transmit them to a network,
such as the Internet. A streaming client which is connected to the same network
can request a particular video file from the streaming server, which then transmits
the requested file to the client for playback.

The Internet is a packet switched best effort network. Data is sent over the
Internet in terms of packets which are sequences of information symbols that are
transported over the network atomically. However, the packet transport on the In-
ternet is not reliable, packets can be delayed or lost on the way to a receiver. A
connection between two machines on the Internet can be characterized as a packet
erasure channel with random delays [22, 39]. The transmission control protocol

1
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Internet

Media
Library

Streaming
Server

Streaming Client

Figure 1.1: Illustration of a video on demand streaming system.

(TCP) [43] was designed to provide a reliable channel for communication over the
Internet. Reliability is achieved by automatic retransmission of lost packets. How-
ever, TCP was not designed to satisfy timing or bandwidth constraints. Packet
losses can result in significant additional delays and reduced bandwidth. The goal
of an interruption free playback of media presentation with streaming introduces
strict timing requirements into the communication between streaming server and
client. For example, in a video streaming session, the data for each frame must be
available to the client at the playback time of its frame. It was widely accepted that
TCP can not satisfy the timing and bandwidth constraints of multimedia streaming
over the Internet [3,7,22,58,64]. Recently, however, a number of works that consider
TCP as transport protocol for multimedia streaming appeared [37,56,57,62]. These
works try to model the delay behavior of TCP, depending on channel conditions and
source rate. The model allows to adapt the source rate such that a constraint on
the expected packet delay can be met.

An alternative approach for a streaming system is to use an unreliable packet
transport protocol, such as the user datagram protocol (UDP) [42], and employ
error control mechanisms at the application layer to protect packets against loss
and delay. The benefit of this approach is that a streaming system can easily adapt
its error control strategy to individual media streams, according to the contribution
of the individual packets to the playback quality.

1.2 Popular Streaming Systems

Media streaming is a popular and established service in today’s Internet communi-
cation, and there exists quite a number of ready to use streaming systems. However,
to the best of our knowledge, all these systems use either TCP, with the problems
discussed in the last section and without any of the advanced techniques proposed
in [37, 56, 57, 62], or UDP with only simple heuristic error protection. For exam-
ple, the Darwin Streaming Server [68], which is the open-source version of Apple’s
QuickTime Streaming Server, uses a simple timeout-based ARQ scheme for the pro-
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tection against packet loss when transmitting with UDP. The Helix DNA streaming
system [70], which is the open-source version of Real Networks Helix streaming suite,
also uses timeout-based ARQ for the restransmission of lost packets when UDP is
used. Windows Media [73] employs a selective retransmission scheme to recover
lost packets when streaming with UDP. If the client detects a gap in the packet se-
quence numbers, it requests a retransmission of the missing packets from the server.
Packet retransmissions are limited to a certain percentage of the available band-
width and prioritized according to their content. The highest priority is given to
audio packets, while the lowest priority is given to video packets that are close to
their playout deadlines [54]. Icecast [71], a popular open-source media streaming
server, uses only TCP for streaming. VideoLAN [72], another popular open-source
streaming system, can use TCP or UDP for streaming, but does not implement any
loss protection mechanism. All these streaming systems work well on local area net-
works or good Internet connections, but have considerable problems with varying
packet delays or in the case of significant packet loss. The streaming framework
that we consider in the following was designed to include packet loss and delay into
an optimization process in order to maximize the playback quality experienced by
a receiver, even in the case of bad channel conditions.

1.3 A Streaming Framework

Chou and Miao introduced a general framework for optimizing the rate-distortion
performance of a streaming media system over a packet erasure channel with ran-
dom delay. The framework was first introduced in [21] and later published in [22].
The framework provides a general model of a streaming system for a packet based
network. A media presentation, such as an audio or video presentation, is encoded
and packetized into a stream of data units. This is usually done by a standard
conforming source encoder, such as an MPEG or MP3 encoder. If the presentation
contains more than one type of media data, e.g. both video and audio data, the me-
dia types involved are usually encoded separately. The resulting data unit streams
are then interleaved into a single stream of data units that contains the data of all
media types of the presentation. The data units are stored in a file on a streaming
server, from which it can be requested by a client. When a client requests a media
presentation from the streaming server, the streaming server sends the stored data
units of the presentation to the client, which decodes the data units and plays back
the presentation. When the streaming server selects a data unit for transmission, the
data unit is put into a data packet and sent to the client. If a data packet is lost, the
data unit may be sent again in another data packet. The framework assumes that
each data packet contains exactly one data unit. To allow a client to play a media
presentation instantly and without interruptions, each data unit should be available
to the receiver for decoding at its specific presentation time. The decisions of when
to transmit which data unit should be done in a rate-distortion optimal way, which
means that for a given target transmission rate, the playback distortion experienced
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by the receiver should be minimal. The framework of Chou and Miao enables a pre-
cise mathematical formulation of this problem in a number of transmission scenarios.
The transmission decisions can be made by the streaming server or by the client,
and they may be backed by feedback information on successfully received packets.
Chou and Miao showed that rate-distortion optimal transmission strategies can be
obtained by minimizing a Lagrangian. They first provided a dynamic programming
algorithm to compute an optimal transmission policy for the transmission of a single
data unit. For the transmission of a group of interdependent data units, they pro-
posed a heuristic iterative descent method, called sensitivity adaptation algorithm,
which uses the above dynamic programming algorithm to optimize for one data unit
at a time, keeping the policies for the other units fixed. Data unit dependencies
were modeled with a directed acyclic graph, called dependency graph, which makes
the system suitable to a wide range of source coders, including the new JVT video
standard H.264/AVC [63].

The framework of Chou and Miao became very popular and attracted the at-
tention of many researchers who improved and extended the framework in a large
number of follow-up works of which we give a short overview. The framework
was adapted for a wireless channel [9] by Chakareski and Chou and for networks
that offer multiple qualities of service [55] by Sehgal and Chou. Kalman, Ra-
manathan, and Girod [34, 35] extended the framework to include multiple arrival
deadlines. Chakareski and Girod [18, 19] proposed a modification to the feedback
sending mechanism. Instead of sending a separate acknowledgment packet for each
received packet, the receiver periodically sends a single feedback packet that informs
the server on which data units were received when the acknowledgment packet was
sent. Using an additive distortion model as an approximation to the distortion
model of [22], Chakareski, Apostolopoulos, and Girod [8] provided a fast method for
the computation of a transmission strategy for a group of interdependent data units.
The simplified model allows a very efficient optimization at the cost of quality loss.
Kalman and Girod [33] extended the framework to accommodate multiple indepen-
dent encodings of a media stream. This is useful in situations where rate-scalability
is realized by multiple independent encodings with different rates. Chakareski and
Girod [17] considered the availability of multiple streaming servers. They extend
the framework to enable a receiver to decide for each data unit the server to re-
quest it from. Chakareski and Frossard [15] proposed another extension to handle
multiple streaming servers. In this system, decisions about the transmission of data
units are made by the servers, based on feedback information from the client on the
bandwidth of the available server-client connections. In [16], Chakareski and Girod
considered the availability of multiple transmission paths from which the streaming
server can choose when sending a packet. Chakareski, Chou, and Girod [10–12]
extended the framework to allow the placement of a proxy server between streaming
server and client. The proxy server computes transmission strategies and caches
data units for retransmission to the client, which reduces the load on the streaming
server. In [36], Kalman, Steinbach, and Girod combined the framework with an
adaptive play out technique where the client varies the playback speed of a received
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media presentation in order to avoid playback interruptions due to missing data.
Chakareski and Frossard [14] considered the case of streaming over a bottleneck link
where the available bandwidth of one link on the network path from a streaming
server to a client is orders of magnitude smaller than the bandwidth available on
the other links. They extended the framework to allow continuous adaptation of the
instantaneous transmission rate to the bandwidth available on the bottleneck link.
The framework of Chou and Miao was also successfully used for the streaming of
light fields [45], which are data sets for the image based rendering of 3D scenes.

1.4 Scope of the Thesis

This work considers the problem of computing optimal transmission strategies in
the streaming framework of Chou and Miao [22]. Most other works that considered
this problem focused on modifications to the framework for particular application
scenarios, or on faster heuristic alternatives to the sensitivity adaptation algorithm
of Chou and Miao. In contrast, we focus on exact methods for the computation of
optimal transmission strategies in the original framework of Chou and Miao. Some
of our exact methods are too complex to be useful in a practical application scenario,
but they are a valuable tool to evaluate the quality of heuristic methods. As we
are also interested in the practical application of our methods, we consider some
heuristics that can, at the cost of exactness, be applied to our methods to make
them fast enough for application in a practical streaming system.

1.5 Outline of the Thesis

The remainder of the thesis is organized as follows. Chapter 2 discusses the problems
of Internet communication and introduces the streaming framework of Chou and
Miao in detail.

Chapter 3 studies the complexity of the problem of finding optimal transmission
policies for a single data unit, reviews the previously proposed full search and dy-
namic programming methods and proposes our new and faster alternatives, branch
and bound algorithms and another dynamic programming algorithm. The complex-
ity of the new methods is compared to that of the previous methods in experiments.
The results of this chapter were published in [48,49,51].

Chapter 4 considers the problem of finding optimal transmission strategies for a
groups of interdependent data units. We review the previously proposed sensitivity
adaptation algorithm and show that for a transmission strategy for a group of in-
terdependent data units to be optimal, the transmission policy for each data unit
must also be optimal. We exploit this result to give branch and bound algorithms
for computing optimal transmission strategies for a group of data units. We also
propose dynamic programming algorithms that exploit the tree structure of some
dependency graphs and are much faster than the branch and bound algorithms. The
sensitivity adaptation algorithm is compared to our new methods with respect to
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complexity and solution quality in experiments. The results of this chapter were
published in [48,50,51,53].

Chapter 5 discusses some heuristics that can speed up the computation of optimal
transmission strategies for a group of interdependent data units. The first heuristic
reduces the complexity of the dynamic programming algorithms for computing opti-
mal transmission strategy for a group of data units by thinning intermediate results.
The second heuristic makes these dynamic programming algorithms applicable to
arbitrary dependency graphs by transforming them into trees. The benefit of these
heuristics in terms of computation time reduction as well as the cost in terms of
quality loss of the solutions is evaluated in experiments. The results of this chapter
were published in [50,52,53].

A practical streaming system that uses the methods discussed in this thesis is
presented in Chapter 6. The results shown in this chapter justify the assumptions
that were made in order to handle the complexity of the streaming problem, and
show that the methods developed in this work are useful in a practical application
scenario. The results of this chapter were published in [53].

Chapter 7 shows the applicability of our optimization algorithms to some ex-
tensions of the streaming framework of Chou and Miao. The thesis is concluded in
Chapter 8.

1.6 Contributions of the Thesis

The main contributions of this work are:

1. Branch and bound algorithms for finding optimal transmission policies for a
data unit. These algorithms are exact and faster than the previously proposed
full search and dynamic programming algorithms.

2. A dynamic programming algorithm for finding all optimal transmission poli-
cies. This algorithm is faster than the related branch and bound algorithm
for finding all optimal transmission policies when the number of transmission
opportunities for the data unit is not small. However, its exactness could only
be shown for a specific channel model.

3. Branch and bound algorithms for finding optimal transmission strategies for a
group of interdependent data units. These algorithms are the only ones that
are exact for any dependency graph, but they are of much higher complexity
than the previously proposed sensitivity adaptation algorithm.

4. Dynamic programming algorithms for finding optimal transmission strategies
for a group of interdependent data units whose dependency graph is tree re-
ducible. These algorithms are much faster than the branch and bound algo-
rithms and are exact when the transitive reduction of the dependency graph
is a tree. They are the fastest exact algorithms known.
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5. A thinning heuristic for reducing the complexity of the dynamic programming
algorithms for finding optimal transmission strategies for a group of interde-
pendent data units. This heuristic allows to control the complexity of the
dynamic programming algorithms for finding optimal transmission strategies
for a group of interdependent data units. This is important for practical ap-
plications because the complexity of the algorithms depends on the particular
problem instance and can vary significantly, even between problem instances
of the same size.

6. A heuristic to transform an arbitrary dependency graph into a tree. This
heuristic allows to use the dynamic programming algorithms for tree reducible
dependency graphs with arbitrary dependency graphs whose transitive reduc-
tion is not a tree. This, together with the previous heuristic, make the dynamic
programming algorithms for tree reducible dependency graphs suitable for use
in a practical streaming system.

7. Methods that are not restricted to a convex hull. Most previously proposed
optimization algorithms are based on the method of Lagrange multipliers and
thus limited to the lower convex hull of the admissible error-cost or distortion-
rate points. We provide methods that are not limited by this restriction.

8. Evaluation of optimization algorithms in a practical streaming system and
on an Internet connection. In addition to experiments with channel simula-
tions, we implemented a practical streaming system to evaluate the streaming
framework and our optimization algorithms on an Internet connection.





Chapter 2

Background

2.1 Data Transmission over the Internet

The Internet is a heterogeneous packet switched best effort network. Various kinds of
devices, not only computers, but also peripheral devices (storage devices, printers,
scanners), mobile devices (organizers, cell phones), and many more, can commu-
nicate over different kinds of data links by exchanging packets using the Internet
Protocol. In many cases, devices on the Internet cannot send packets directly to
each other because they are not connected by a data link directly. When a sender
has no direct data link to a receiver, it sends packets to a router to which it has
a direct data link. The router then forwards the packets to the receiver if it has a
direct data link to it, or to another router, otherwise.

A router receives packets from one or a number of data links and forwards them
to other data links. The decision to which particular data link a packet has to be
forwarded is made by a routing algorithm which has to be executed for each packet
received. Executing the routing algorithm causes a delay between reception and
forwarding of a packet. If other packets are received during this time, they must be
queued in a buffer, causing additional delay for them. Since routers can only have a
finite amount of memory, the buffer storing received packets can eventually fill up.
In this case, packets must be discarded resulting in packet loss on the connection
between sender and receiver. Another source of packet loss are bit errors on a data
link. Bit errors are detected by error detecting codes, such as CRC codes [61]. Any
packet that is found to contain bit errors is discarded, and thus, lost.

As we have seen, the communication between senders and receivers on the Inter-
net is not reliable. Packets sent over the Internet are subject to delay and loss. We
will not look at the data transmission over the Internet in more detail, but rather
remain at an abstract point of view. The methods presented in this thesis are appli-
cable to other communication networks as well, the Internet is just one, even though
the most important, possible application. More information about communication
over the Internet and the various protocols involved can be found in [23,27].

9
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2.2 Channel Model

As in [22], we model the network as an independent time-invariant packet erasure
channel with random delays. A packet containing a data unit and sent at time
s can be either lost with probability εF , independent of s, or received at time s′,
where the forward trip time FTT = s′ − s is a random variable with probability
density function pF . Similarly, when a packet is sent from the client to the server
through the feedback channel, it is either lost with probability εB or received after
a backward trip time BTT , which is a random variable with probability density
function pB. We assume that each packet sent is lost or delayed independently of
all other packets. We also define the round trip time RTT as the sum FTT +BTT .
For convenience, by setting FTT = +∞ when a packet is lost, the random variable
FTT can be extended to make it include packet loss [22]. In this situation, the
cumulative distribution function of the extended random variable, FTT is

P{FTT ≤ τ} =

∫ τ

0

(1− εF )pF (t)dt.

The same extension can be done for BTT , yielding an extended random variable,
BTT . Finally, RTT will denote the sum FTT + BTT .

The assumption of loss or delay of a packet being independent of that of other
packets is needed to reduce the complexity of the problem of finding optimal trans-
mission strategies. However, it is not easily justified. There are both, support-
ing [2, 22, 30] and opposing [5, 6, 31] works in the literature. Arai, Chiba, and
Iwasaki [2] measured packet loss ratios, their time dependencies, and the frequency
of burst packet losses in Internet end-to-end communications. They examined three
statistical models for predicting the frequency of burst packet losses from the packet
loss ratio, an independent loss model, a Markov chain model, and a sine model.
The independent loss model explained the measured loss characteristics well for low
packet loss ratios of less than 10%. Gunarwerdana, Key, and Massoulié [30] evalu-
ated estimators of the capacity of a link based on a statistical model of the packet
round trip time and the current load of the link. The model assumes the round
trip times to be distributed independently of each other, following a shifted gamma
distribution. The estimator worked well in experiments. Also Chou and Miao [22]
modeled the trip times as independently shifted gamma distributed in their exper-
iments, we will also use this model in the experiments shown in sections 3.4, 4.4,
and 5.3. Our experiments in Chapter 6 show that this assumption may be valid in
some situations.

On the other hand, Bolot [5] compared measurements of the unconditional packet
loss probability and the loss probability of a packet given that the previous packet
was lost. The conditional loss probability was always higher than the unconditional
loss probability, so the packets were not lost independently. Borella et al. [6] did a
similar experiment, but also looked at the loss probability under the condition that i
out of the last k consecutive packets were lost. The results of four measurements are
reported. In one measurement, the difference between conditional and unconditional
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loss probabilities is negligible, but the other three measurements resulted in condi-
tional loss probabilities higher than the unconditional one. Kalman and Girod [31]
modeled packet trip times as a first order discrete Markov process. They showed
that this model is more accurate than a model that assumes independent packet
trip times by comparing the two models on a cable modem link trace. Kalman and
Girod [32] also proposed to use this model in the streaming framework of Chou
and Miao. However, the complexity of the problem of finding optimal transmission
strategies is even higher when the channel model of [31] is used, and the methods
that we develop in this thesis are not compatible with this channel model.

2.3 Transmission of a Data Unit

When we look at the problem of optimally transmitting a media stream, it seems
beneficial to simplify the problem by dividing it into subproblems. As in [22], we will
first consider the transmission of only one single data unit. In fact, as we will show
in Section 4.2, knowing how to optimally transmit a single data unit is a necessary
precondition for optimally transmitting a media stream.

2.3.1 Transmission Policies, Error and Cost

Depending on the transmission scenario, the sender has a number of choices when
transmitting a data unit. It can choose when to transmit the data unit. If retrans-
missions are allowed, it can choose when to retransmit the data unit. If a feedback
channel is available, the choices can depend on feedback information from the re-
ceiver. In order to describe the transmission of a data unit and to specify to the
sender how to choose the transmission times, we use transmission policies, which
specify at which times a data unit should be transmitted, possibly depending on
feedback information from the receiver.

Obviously, the transmission policy chosen for a data unit affects the availability
of the data unit to the receiver. Retransmitting a data unit decreases the probability
that the data unit is not available to the receiver at its delivery deadline. We will
refer to this probability as error probability (or just error) of the transmission policy.
On the other hand, retransmitting a data unit increases the senders transmission
rate because it has to send more data units in the same amount of time. We will
refer to the expected number of transmissions of a data unit given its transmission
policy as cost of the transmission policy. Since each communication channel has a
limited bandwidth, the rate at which a sender can transmit is also limited. Our
goal is to find a transmission policy that maximizes the probability of a data unit
to be available to the receiver at its delivery deadline, given a limit for the senders
transmission rate. In other words, we look for the transmission policy with minimal
error that does not exceed a given cost limit.
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2.3.2 Transmission Scenarios

Streaming systems can be designed for different transmission scenarios. In a very
simple scenario, a data unit can either be transmitted at a time s, or not be trans-
mitted at all. A transmission policy for this scenario specifies whether the data unit
should be transmitted, or not. If the data unit is transmitted, then the error is the
probability that the data unit will not reach the receiver before its delivery deadline
sDTS, P{FTT > sDTS − s}, while the cost is 1. If the data unit is not transmitted,
then the error is 1 and the cost is 0.

In an extension of the scenario above, a data unit can be transmitted at N
transmission opportunities, possibly more than once. Transmitting the data unit
more than once will reduce the error probability but will also increase the cost. The
first transmission opportunity is at time s0, the second one at time s1, etc. The
last transmission opportunity is at time sN−1. We will refer to the N transmission
opportunities by their times, s0, . . . , sN−1, and assume that s0 < · · · < sN−1 < sDTS.
A transmission policy for this scenario specifies the transmission opportunities at
which the data unit should be transmitted. If a policy for N transmission opportu-
nities is given as a binary vector (a0, . . . , aN−1) ∈ {0, 1}N , where ai = 1 means that
the data unit should be sent at transmission opportunity si, and ai = 0 means that
the data unit should not be sent at transmission opportunity si, then the error is∏

i:ai=1 P{FTT > sDTS − si} and the cost is
∑N−1

i=0 ai.
The previous scenario becomes more practical when we combine it with feedback.

We assume the presence of a feedback channel which allows the receiver to send
packets back to the sender. There are two general ways of exploiting the presence of
a feedback channel. The feedback channel can be used to inform the sender about
successful reception of a data packet. For each data packet received, the receiver
sends an acknowledgment packet containing the number of the received data unit
back to the sender. In this scenario, which we call transmission with feedback, the
sender decides which data units to send and when to schedule retransmissions, based
on the feedback from the receiver. Another way of using the feedback channel will
be discussed in Section 7.1.

Transmission with Feedback

As in [22], we will specify a transmission policy π for the scenario of transmission
with feedback with N transmission opportunities as a binary vector of actions,
π = (a0, . . . , aN−1) ∈ {0, 1}N . Here ai = 0 means that the data unit should not be
sent at opportunity si, whereas ai = 1 means that the data unit should be sent at
opportunity si if no acknowledgment packet was received from the feedback channel
before si, and that the data unit should not be sent at this opportunity otherwise.
The action for transmission opportunity si is also denoted by π(i), so π(i) = ai.
The error of a transmission policy π for transmission with feedback, which we will
denote ε(π), is

ε(π) =
∏

i:π(i)=1

P{FTT > sDTS − si}. (2.1)
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We will refer to the cost of π as ρ(π). One can show [47, Appendix 1] that

ρ(π) =
∑

i:π(i)=1

 ∏
j<i:π(j)=1

P{RTT > si − sj}

 . (2.2)

In this work, we focus on the transmission scenario of transmission with feedback,
but we also explain how the results can be extended to other transmission scenarios
in Chapter 7.

2.4 Transmission of a Group of Data Units

A typical media stream consists of a number of data units, each of which can be
transmitted as discussed in the previous section. However, the data units of a media
stream are usually not independent of each other. Dependencies between data units
are introduced by the source encoding. Many video and audio coding schemes make
use of predictive coding. With predictive coding, some parts of a video or audio
sequence are predicted from other parts, and only the prediction error, that is, the
difference between the prediction and the actual part of the sequence is encoded.
In order to decode a predictively coded part of a video or audio sequence, also the
other part from which the prediction originated must be available. Losing a data
unit that contains a part of a sequence from which many other parts are predicted
can have a great impact on the playback quality of that sequence. This suggests
that in order to find good transmission strategies, the dependencies between the
individual data units must be considered. To achieve this, we divide the set of data
units of a media stream into sets of interdependent data units, which we call groups
of data units. All data units depending on a data unit A must be in the same group
as A.

As in [22], we model the interdependency between the data units of a group with
a directed acyclic graph (DAG), called dependency graph. We refer to the set of
vertices of a DAG G as V (G) and to its set of edges as E(G). If there is a path
in a DAG G from a vertex i′ to a vertex i, we write i′ ≺G i and say that i′ is an
ancestor of i and i is a descendant of i′. We also use the notation i′ �G i if i′ ≺G i
or i′ = i. Note that the ancestor relation is transitive. If i′′ ≺G i′ and i′ ≺G i, then
i′′ ≺G i. The set of vertices of a dependency graph is the set of data units of the
group. The set of edges represents the dependencies. There is an edge (i′, i) ∈ E(G)
whenever a data unit i′ must be decoded so that i can also be decoded. Note that
for any dependency graph G, we have (i′, i) ∈ E(G) if and only if i′ ≺G i. Figure
2.1 shows a dependency graph typical for MPEG encoded video sequences. I-frames
do not depend on other frames, P-frames depend on a preceding I- or P-frame, and
B-frames depend on a preceding and a following I- or P-frame.

A transmission strategy for a group of data units in one of the transmission
scenarios discussed in the previous section is an assignment of transmission policies
to the data units of the group. Let V = {1, . . . , L} be a group of L data units and G
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Figure 2.1: Dependency graph for an MPEG group of frames (for clarity, not all
edges are shown).

be a dependency graph with vertex set V . We denote the assignment of transmission
policies to data units by a policy vector. A policy vector ~π = (π1, . . . , πL) for G is
a vector of transmission policies, where πi is the policy for data unit i ∈ V .

We will now compute the expected rate and the expected distortion of a group
of data units V when transmitted with a policy vector ~π. We denote by Bi the size
of data unit i and by ∆Di the reduction in distortion if data unit i is decoded on
time. We always require Bi > 0 and ∆Di ≥ 0. We define the expected rate of a
policy vector ~π with respect to the DAG G with V (G) = V as

RG(~π) =
∑

i∈V (G)

Biρ(πi). (2.3)

It is not hard to see that RG(~π) is equal to the expected rate of a group of data
units with dependency graph G when transmitted with policy vector ~π. We define
the expected distortion reduction of a policy vector ~π with respect to the DAG G
with V (G) = V as

DG(~π) = −
∑

i∈V (G)

∆Di

∏
i′�Gi

(1− ε(πi′)). (2.4)

Let D0 be the distortion for the group of data units V if no data unit is received.
Assuming that the transmission processes of two different data units are independent
as discussed in Section 2.2, the expected playback distortion of a group of data units
with dependency graph G transmitted with policy vector ~π is

D̄G(~π) = D0 + DG(~π). (2.5)

The aim of this work is to find policy vectors ~π that minimize D̄G(~π), or equiva-
lently DG(~π), for a given rate constraint Rmax, RG(~π) ≤ Rmax. Note that we do not
restrict the definitions of RG(~π) and DG(~π) to dependency graphs, but allow any
DAG G with V (G) = V . We do this because we will also consider approximations
of dependency graphs in cases where the structure of the dependency graph makes
it hard to efficiently solve the optimization problem above.



Chapter 3

Optimal Transmission of a Single
Data Unit

In this chapter, we study the problem of optimally transmitting a single data unit.
After defining optimality of a transmission policy for a single data unit, we show
that the problem of finding an optimal transmission policy for a single data unit is
NP-hard. Then we discuss general approaches to optimization that are applicable
to the problem and present algorithms for solving it. For clarity and simplicity, we
will focus on the transmission scenario of transmission with feedback as defined in
Section 2.3.2. The application of the methods presented in this chapter to other
transmission scenarios is discussed in Chapter 7.

3.1 Optimal Transmission Policies

We say that a transmission policy π∗ is optimal if there exists no policy π such that
ε(π) ≤ ε(π∗) and ρ(π) < ρ(π∗) or such that ε(π) < ε(π∗) and ρ(π) = ρ(π∗). Note
that a policy π∗ is optimal if and only if there exist ε∗ ≥ 0 and ρ∗ ≥ 0 such that π∗

minimizes ρ(π) subject to the constraint ε(π) ≤ ε∗ and π∗ minimizes ε(π) subject
to the constraint ρ(π) ≤ ρ∗. Equivalently, a policy π∗ is optimal if and only if there
exists ε∗ ≥ 0 such that π∗ minimizes ρ(π) subject to the constraint ε(π) ≤ ε∗ and
ε(π∗) is minimal among all π∗ minimizing ρ(π).

An important subset of the set of optimal transmission policies is the set of
convex hull policies which consists of all policies π for which the cost-error points
(ρ(π), ε(π)) are on the lower convex hull [44] of the set {(ρ(π), ε(π)), π ∈ {0, 1}N}.
A policy π∗ is a convex hull policy if and only if there exists λ > 0 such that π∗

minimizes the Lagrangian

Jλ(π) = ε(π) + λρ(π). (3.1)

The optimality of convex hull policies is stated by the following proposition, the
proof of which was derived from a similar result in [26].

15
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Proposition 3.1. If π∗ is a policy that minimizes the Lagrangian Jλ(π) = ε(π) +
λρ(π) for some Lagrange multiplier λ > 0, then π∗ minimizes ε(π) over all policies
π with ρ(π) ≤ ρ(π∗) and π∗ minimizes ρ(π) over all policies π with ε(π) ≤ ε(π∗).

Proof. Since π∗ minimizes Jλ(π) = ε(π) + λρ(π), we have that for all policies π

ε(π∗) + λρ(π∗) ≤ ε(π) + λρ(π),

and hence,
ε(π∗)− ε(π) ≤ λ(ρ(π)− ρ(π∗)).

Let ρ(π) ≤ ρ(π∗). Then, with λ > 0,

λ(ρ(π)− ρ(π∗)) ≤ 0.

Thus,
ε(π∗) ≤ ε(π)

for all π with ρ(π) ≤ ρ(π∗). Now let ε(π) ≤ ε(π∗). Then,

ε(π∗)− ε(π) ≥ 0.

With λ > 0,
ρ(π∗) ≤ ρ(π)

for all π with ε(π) ≤ ε(π∗).

An example of optimal and convex hull policies is shown in Figure 3.1. Note
that although all convex hull policies are optimal policies, not all optimal policies
are convex hull policies. We are interested in convex hull policies because they can
be found faster than other optimal policies. This is because the complexity of our
algorithms for finding optimal policies depends on the number of policies found.
Since there are fewer convex hull policies than optimal policies, we can find convex
hull policies faster.

3.2 NP-Hardness

In [51], it was shown that finding the best transmission policy for a single data unit
is NP-hard. As the optimality definition used in this thesis is slightly different from
the one used in [51], we repeat the complete proof, with some modifications, to show
that the problem remains NP-hard with the new optimality definition. The proof
uses a reduction from the knapsack problem [28]. First, the problem Policy is
formally defined.

Definition 3.1 (Policy). An instance of problem Policy consists of a positive
integer N , N + 1 real numbers s0 ≤ s1 ≤ · · · ≤ sN−1 ≤ sDTS, two real random vari-
ables FTT and RTT with FTT ≤ RTT , and a real number ε∗ ∈ [0, 1]. An optimal
solution of the problem is a policy π ∈ {0, 1}N satisfying ε(π) ≤ ε∗, minimizing the
cost ρ(π) and with minimal error ε(π) among all policies minimizing ρ(π).
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Figure 3.1: Example of optimal and convex hull policies. Convex hull policies are
the policies on the lower convex hull. All convex hull policies are optimal policies.

For simplicity, and without loss of generality, it is assumed in Definition 3.1
that FTT = FTT and RTT = RTT , that is, the loss probabilities εF and εB

are equal to zero. Note that although the random variables are included in the
definition, the problem is essentially combinatorial: the finite set of probabilities
P{FTT > sDTS − si} and P{RTT > si − sj} is the only information needed about
FTT and RTT .

Lemma 3.1. If a given instance of problem Policy has an optimal solution π∗ 6=
(0, . . . , 0), then there exists an optimal solution π for the same instance with π(0) =
1.

Proof. Suppose that π∗(0) = 0. Let π be a policy identical to π∗, except that
π(0) = 1, and the first element of π∗ equal to one is set to zero in π. Let k be the
index of this element. Then ρ(π) ≤ ρ(π∗), since the probability P{RTT > si − sk}
is replaced by the probability P{RTT > si − s0}, which is never greater. Also
ε(π) ≤ ε(π∗), because P{FTT > sDTS − s0} ≤ P{FTT > sDTS − sk}. Hence π is
optimal too.

Definition 3.2 (Knapsack). An instance of problem Knapsack consists of a pos-
itive integer m, positive real values wi and vi, i = 1, . . . ,m, and a non-negative real
number B. An optimal solution of Knapsack is a set S ⊆ {1, 2, . . . ,m} satisfying∑

i∈S wi ≥ B and minimizing
∑

i∈S vi.
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Theorem 3.1. Policy is NP-hard.

Proof. The result is proved by constructing a polynomial transformation from Knap-
sack into Policy. Without loss of generality, a restricted version of Knapsack
with the following additional assumptions is considered: the values vi and wi are
decreasing with respect to i, and vi ∈ [0, 1] for all i. It is not difficult to show that
Knapsack remains NP-hard under these restrictions [28,41].

Let (m, {vi}, {wi}, B) be such an instance of Knapsack. The corresponding
instance of Policy is defined by N = m + 1, s0 = −δ for some value δ > 1,
si = i

N
, i = 1, 2, . . . , N − 1, sDTS = 1, two random variables FTT and RTT whose

cumulative distribution functions P{FTT ≤ x} and P{RTT ≤ x} satisfy

P{FTT ≤ 1− i

N
} = 1− 2−wi , (3.2)

P{FTT ≤ δ + 1} = 1− µ, (3.3)

P{RTT ≤ δ} = 0, (3.4)

P{RTT ≤ δ +
i

N
} = 1− vi (3.5)

for i = 1, 2, . . . , N − 1 and some value µ such that 0 < µ < min{2−w1 , vN−1, 2
B}.

The values P{FTT ≤ x} and P{RTT ≤ x} that are not defined above can be
chosen by any kind of continuous non-decreasing interpolation between the defined
values. Let their limits, as x tends to infinity and to zero, be equal to one and zero,
respectively. This is illustrated in Fig. 3.2. One can show that the two cumulative
distribution functions defined in this way are well-behaved non-decreasing functions
taking values in [0, 1]. In particular, since the wi are sorted in decreasing order,
the values of P{FTT ≤ x} from (3.2) are increasing with x. Since µ is chosen so
that µ ≤ 2−w1 this is true with respect to (3.3), too. The cumulative distribution
function P{RTT ≤ x} satisfying (3.4)–(3.5) is also increasing if the vi are sorted
in decreasing order. Next, it must be checked that given these two cumulative
distribution functions, there exist two random variables FTT and RTT such that
FTT ≤ RTT . From the stochastic order relation [59, Theorem A, p. 6], a sufficient
condition is P{FTT ≤ x} ≥ P{RTT ≤ x}. This can be ensured by setting:

P{FTT ≤ δ + 1} ≥ P{RTT ≤ δ +
i

N
},

P{FTT ≤ δ + 1} ≥ P{RTT ≤ δ +
N − 1

N
},

1− µ ≥ 1− vN−1,

µ ≤ vN−1,

which is guaranteed by the choice of µ. Finally, we set ε∗ = µ
2B , which belongs to

[0, 1].
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Figure 3.2: Illustration of the distributions used in the proof. The top curve is
P{FTT ≤ x}, and the bottom curve is P{RTT ≤ x}.

Finally, it is shown that this instance of Policy is equivalent to the original
instance of Knapsack. Let π 6= (0, . . . , 0) be an optimal solution for Policy.
Using Lemma 3.1, it can be assumed that π(0) = 1. From (3.3),

ε(π) = µ
∏

i>0:π(i)=1

(
1− P{FTT ≤ 1− i

N
}
)

.

So ε(π) ≤ ε∗ is equivalent to the inequalities

µ
∏

i>0:π(i)=1

2−wi ≤ µ

2B∑
i>0:π(i)=1

wi ≥ B. (3.6)

Moreover, from (3.4) and (3.5),

P{RTT > si − sj} =

{
vi if j = 0

1 otherwise.

Thus

ρ(π) =
∑

i:π(i)=1

 ∏
j<i:π(j)=1

P{RTT > si − sj}


= 1 +

∑
i>0:π(i)=1

vi. (3.7)

Because of (3.6) and (3.7), π will yield an optimal solution S of Knapsack simply by
letting S = {i > 0 : π(i) = 1}. Hence Policy is at least as hard as Knapsack.



20 Chapter 3. Optimal Transmission of a Single Data Unit

3.3 Finding Optimal Transmission Policies

In this section, we discuss methods for finding optimal transmission policies. After
defining some more properties of and operations with policies we discuss full-search
approaches and review the dynamic programming method proposed by Chou and
Miao [22] for finding convex hull policies. Then we present a dynamic programming
method for finding all optimal policies and several branch and bound methods for
finding convex hull policies as well as optimal policies. The second dynamic program-
ming method and the branch and bound methods all have a lower computational
complexity than the dynamic programming method of [22].

We now give some more definitions related to transmission policies that will
help us describing the algorithms in this chapter. We define the number N of
transmission policies for which a policy π specifies actions as the length of π, denoted
by len(π). A policy π′ is a prefix of a policy π if len(π′) ≤ len(π) and π′(i) = π(i)
for i = 0, . . . , len(π′) − 1. The size of a policy π, denoted by |π|, is the number of
send actions in π, or formally, |π| = |{i, π(i) 6= 0, i = 0, . . . , len(π)− 1}|. We denote
the concatenation of a policy π and a policy π′ by π ◦ π′ = (π(0), . . . , π(len(π) −
1), π′(0), . . . , π′(len(π′)− 1)).

3.3.1 Full Search

An obvious approach for finding optimal transmission policies is a full search. The
values ε(π) and ρ(π) are computed for all transmission policies, non-optimal policies
are discarded. If ε(π) and ρ(π) are computed for each policy π by evaluating (2.1)
and (2.2), the time complexity for finding an optimal transmission policy for N
transmission opportunities is O(N22N), since there are 2N transmission policies in
total and the average time complexities of evaluating (2.1) and (2.2) are O(N)
and O(N2), respectively. This can, however, be improved. Suppose that πk is a
transmission policy for the first k out of N transmission opportunities and that
ε(πk) and ρ(πk) are known. We can extend πk to a transmission policy πk+1 for
the first k + 1 out of N transmission opportunities by appending a single action
ak+1 ∈ {0, 1} to it. Knowing ε(πk) and ρ(πk), we can compute ε(πk+1) by

ε(πk+1) =

{
ε(πk) if ak+1 = 0,

ε(πk)P{FTT > sDTS − sk+1} if ak+1 = 1

in constant time, and ρ(πk+1) by

ρ(πk+1) =

ρ(πk) if ak+1 = 0,

ρ(πk) +
∏

j<k+1:π(j)=1

P{RTT > sk+1 − sj} if ak+1 = 1

in linear time. Starting with the empty policy π0 = () with ε(π0) = 1 and ρ(π0) = 0,
we can compute ε(π) and ρ(π) for all transmission policies in O(N2N) time by
appending actions recursively.
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Figure 3.3: Trellis diagram for the Markov decision process of transmitting a data
unit with N transmission opportunities s0, . . . , sN−1. States are indicated by circles,
final states are marked by circles with dots. The initial state is at s0. Actions are
indicated by a0, . . . , aN−1 (0: do not send, 1: send), observations are indicated by
o0, . . . , oN−1 (0: no acknowledgment received, 1: acknowledgment received).

3.3.2 Dynamic Programming Algorithms

Convex Hull Policies

In [22], Chou and Miao proposed a dynamic programming algorithm for finding
convex hull policies, which we will review in this section. The transmission of a data
unit with N transmission opportunities is modeled as a Markov decision process
with finite horizon N [4, 24]. Figure 3.3 shows the Markov decision process as a
trellis diagram. The process begins at the initial state at the first transmission
opportunity s0. In this state, the sender chooses either to send the data unit (action
a0 = 1), or not to send the data unit (action a0 = 0). If the sender sends the data
unit, then at the second transmission opportunity the sender observes either that
the data unit has been acknowledged by a feedback packet (o0 = 1), or that the
data unit has not been acknowledged (o0 = 0). In the first case, the process reaches
a final state and in the second case, the sender chooses again to send the data unit,
or not. This process repeats until either the data unit has been acknowledged or
there are no transmission opportunities left.

Each state q in the Markov decision process represents the action-observation
sequence leading from the initial state to q. A state qi at transmission opportunity si

represents a sequence of i action-observation pairs, (a0, o0)◦(a1, o1)◦· · ·◦(ai−1, oi−1).
The action taken at a state determines the transition probabilities to the next state.
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The transition probability from a state qi to a state qi+1 given the action ai taken
at transmission opportunity i is

P (qi+1|qi, ai) =


∏

j≤i:aj=1

P{RTT > si+1 − sj|RTT > si − sj} if oi = 0,

1−
∏

j≤i:aj=1

P{RTT > si+1 − sj|RTT > si − sj} if oi = 1.

(3.8)
The conditional probabilities P{RTT > si+1 − sj|RTT > si − sj} can be easily
calculated in terms of known unconditional probabilities. Since RTT > si+1 − sj

implies RTT > si − sj, we get P{RTT > si+1 − sj|RTT > si − sj} = P{RTT >
si+1 − sj}/P{RTT > si − sj} by applying Bayes’ rule [40,65].

A policy π induces a Markov chain by assigning actions to states. Let Qπ be the
set of all complete paths, i.e., paths starting at the initial state and ending in a final
state, through the Markov chain induced by π. Let q = (q0, . . . , qF ) ∈ Qπ, that is,
q0 is the initial state, qi+1 = qi ◦ (ai, oi) with ai = π(i) and oi = 0 for 0 ≤ i ≤ F − 1.
Then q has probability

Pπ(q) =
F−1∏
i=0

P (qi+1|qi, π(i)),

cost

ρπ(q) =
F−1∑
i=0

π(i),

error

επ(q) =

0 if oF−1 = 1,∏
j:aj=1

P{FTT > sDTS − sj|RTT > sDTS − sj} otherwise,

and Lagrangian
Jπ,λ(q) = επ(q) + λρπ(q).

The conditional probabilities P{FTT > sDTS − sj|RTT > sDTS − sj} can again
be calculated in terms of known unconditional probabilities, P{FTT > sDTS −
sj|RTT > sDTS − sj} = P{FTT > sDTS − sj}/P{RTT > sDTS − sj}, since
P{FTT > sDTS − sj} implies P{RTT > sDTS − sj}.

Using the definitions above, the Lagrangian Jλ(π) of a policy π can be written
as

Jλ(π) =
∑
q∈Qπ

Pπ(q)Jπ,λ(q).

In order to apply a dynamic programming method to the problem of minimizing
Jλ(π), the domain of definition of Jπ,λ(q) is extended to partial paths through the
Markov chain induced by π. Let

Jπ,λ(qi) =

επ(q) + λ′ρπ(q) if qi is final in a path q,∑
qi+1

P (qi+1|qi, π(i))Jπ,λ(qi+1) otherwise
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be the expected Lagrangian of all paths through qi through the Markov chain induced
by π, and let

J∗λ(qi) =

επ(q) + λ′ρπ(q) if qi is final in a path q,

min
a

∑
qi+1

P (qi+1|qi, a)J∗λ(qi+1) otherwise. (3.9)

Then Jλ(π) = Jπ,λ(q0) where q0 is the initial state. By induction, J∗(qi) ≤ Jπ(qi)
for all qi and all π, with equality if π = π∗, where

π∗(i) = arg min
a

∑
qi+1

P (qi+1|qi, a)J∗λ(qi+1) (3.10)

for i = 0, . . . , N − 1. A policy minimizing Jλ(π) can be computed by using (3.8),
(3.9) and (3.10). In a first step, the transition probabilities P (qi+1|qi, ai) for all
possible state transitions of the Markov decision process are computed using (3.8).
Then, J∗λ(qi) is computed for all states of the Markov decision process, and in a
final step, (3.10) is evaluated for i = 0, . . . , N − 1. Since the transition probabilities
P (qi+1|qi, ai) are independent of λ, the results from the first step can be reused in
another optimization if only λ is changed. We will denote this algorithm by DPC.

The number of possible state transitions in a Markov decision process with N
transmission opportunities is O(2N), the time complexity for computing P (qi+1|qi, ai)
is linear in the number of send actions. Thus, the total time complexity of the first
step is O(N2N). The number of states in a Markov decision process with N transmis-
sion opportunities is O(2N). For each state qi, J∗λ(qi) can be computed in constant
time, so the time complexity of the second step is O(2N). The time complexity of
the final step is O(N) leading to a total time complexity of the method of O(N2N).
If results from a previously run first step can be reused, the time complexity is
reduced to O(2N).

Optimal Policies

We propose a dynamic programming algorithm to find all optimal policies. Dynamic
programming [4] requires an optimality property allowing to build solutions to the
problem from precomputed partial solutions. Such an optimality property in our
problem is not obvious, for if we examine the expression of the cost ρ(π), we see that
the additional rate due to a send action depends not only on the preceding action,
but on all the previous ones.

We now state an optimality assumption allowing the computation of all optimal
policies by dynamic programming. We define the (i − 1)-prefix of a policy π of
length i as the prefix of length (i−1) of that policy. If the assumption is verified, we
can build optimal policies of length i recursively using previously computed optimal
(i− 1)-prefixes.

Assumption 1 (Prefix optimality assumption). Let π be an optimal policy of length
N and let π′ be the (N − 1)-prefix of π. Then π′ is an optimal policy for the set of
policies of length N − 1 and size |π′|.
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In general, the prefix optimality assumption does not always hold. However, one
can prove it when FTT and RTT have exponential distributions and εF = εB = 0,
for which case we state the following proposition.

Proposition 3.2. If εF = εB = 0, P{FTT > x} = e−αx, and P{RTT > x} = e−βx

for some positive real numbers α and β, then the prefix optimality assumption is
verified.

Proof. We prove the proposition by contradiction. Let π ∈ {0, 1}N be a transmission
policy, and π′ its (N−1)-prefix. If π(N−1) = 0, then ε(π) = ε(π′) and ρ(π) = ρ(π′).
Otherwise,

ε(π) =
∏

i:π(i)=1

P{FTT > sDTS − si}

= ε(π′)P{FTT > sDTS − sN−1}
= ε(π′)e−α(sDTS−sN−1), (3.11)

and

ρ(π) =
∑

i:π(i)=1

 ∏
j<i:π(j)=1

P{RTT > si − sj}


= ρ(π′) +

∏
j:π′(j)=1

P{RTT > sN−1 − sj}

= ρ(π′) +
∏

j:π′(j)=1

e−β(sN−1−sj)

= ρ(π′) + e−β(sN−1−sDTS)|π′|
∏

j:π′(j)=1

e−β(sDTS−sj)

= ρ(π′) + e−β(sN−1−sDTS)|π′|ε(π′)
β
α . (3.12)

If π is optimal, there exists no other transmission policy µ with ε(µ) ≤ ε(π)
and ρ(µ) < ρ(π) or with ε(µ) < ε(π) and ρ(µ) = ρ(π). Now suppose that π′, the
(N − 1)-prefix of π, be non-optimal among the (N − 1)-prefixes of the same size
|π′|, i.e., there exists µ′ ∈ {0, 1}N−1 with |µ′| = |π′| for which ε(µ′) ≤ ε(π′) and
ρ(µ′) < ρ(π′) or for which ε(µ′) < ε(π′) and ρ(µ′) = ρ(π′). We will show that π
cannot be optimal by comparing it to a policy µ constructed from µ′.

If π(N − 1) = 0, then we set µ = µ′ ◦ (0), hence ε(µ) = ε(µ′) and ρ(µ) = ρ(µ′).
Note that we also have ε(π) = ε(π′) and ρ(π) = ρ(π′). So if ε(µ′) ≤ ε(π′) and
ρ(µ′) < ρ(π′), we get ε(µ) ≤ ε(π) and ρ(µ) < ρ(π). If ε(µ′) < ε(π′) and ρ(µ′) = ρ(π′),
we have ε(µ) < ε(π) and ρ(µ) = ρ(π). Thus π is not optimal.

If π(N − 1) = 1, then we take µ = µ′ ◦ (1). Note that µ′ is the (N − 1)-prefix
of µ. If ε(µ′) ≤ ε(π′) and ρ(µ′) < ρ(π′), then we get ε(µ) ≤ ε(π) with (3.11) and
ρ(µ) < ρ(π) with (3.12). If ε(µ′) < ε(π′) and ρ(µ′) = ρ(π′), then we have ε(µ) < ε(π)
with (3.11) and ρ(µ) ≤ ρ(π) with (3.12). Again, π is not optimal.



3.3. Finding Optimal Transmission Policies 25

Simulations show the prefix optimality assumption to be valid in many other
cases. For this reason, we propose to always make this assumption, at least as a
heuristic principle.

Given N transmission opportunities, we want to find the set Π∗ of all optimal
policies. Let us denote by Π∗(k,m), 1 ≤ k ≤ N , 0 ≤ m ≤ k, the set of policies
that are optimal among all policies of size m and length k. Then Π∗ is the subset

of optimal policies in
N⋃

m=0

Π∗(N, m). Thus, letting Π1 t Π2 =
2⊔

i=1

Πi denote the

optimal subset of Π1 ∪ Π2 (i.e., π ∈ Π1 t Π2 if π ∈ Π1 ∪ Π2 and π is optimal in

Π1 ∪ Π2) and
l⊔

i=0

Πi = (
l−1⊔
i=0

Πi)
⊔

Πl for l > 1, we have Π∗ =
N⊔

m=0

Π∗(N, m). Note

that once the elements of Π1 and Π2 are known, the set Π1 t Π2 can be computed
in O(|Π1| + |Π2|) time. To compute the sets Π∗(N, m), m = 0, . . . , N , we need all
sets Π∗(k,m), 1 ≤ k ≤ N , 0 ≤ m ≤ k, which can be constructed as follows. Let
Π ◦ (1) = {π ◦ (1)|π ∈ Π}. Then according to Assumption 1, we have

Π∗(k,m) = (Π∗(k − 1, m− 1) ◦ (1)) t Π∗(k − 1, m). (3.13)

That is, the set of all optimal policies of length k and size m is simply given by
the optimal policies in the union of two sets: one is the set of optimal policies of
length k − 1 and size m− 1 in which we add a send action at the kth transmission
opportunity, and the other one is the set of all optimal policies of length k − 1 and
size m. After initializing Π∗(k, 0) = {(0)k} for k = 1, . . . , N and Π∗(1, 1) = {(1)}, we
use (3.13) to compute all sets Π∗(k,m), 1 ≤ k ≤ N , 0 ≤ m ≤ k, in lexicographical
order. We will denote this algorithm by DPOA.

If we do not count the time for computing the costs and errors of the policies, the
time complexity to compute Π∗ is O(A(N)), where A(N) =

∑N
k=1

∑k
m=0 |Π∗(k,m)|

is the number of policies checked by the dynamic programming algorithm. The cost
and error of a policy π of length k can be derived from those of its (k − 1)-prefix.
This allows us to compute the cost of π in O(N) time and its error in constant time.
Thus, the overall time complexity of the algorithm is O(NA(N)), which is bounded
by O(N2N). This bound, however, is not reached in practice. A(N) is usually much
smaller than 2N .

3.3.3 Branch and Bound Algorithms

In this section, we propose a class of branch and bound algorithms to compute
convex hull and optimal policies. The algorithms exploit the following important
bounds.

Suppose that a π’ is a prefix of a policy π of length N . That is, π′(i) = π(i) for
i = 0, . . . , len(π′)− 1 and len(π′) ≤ N . Since ε(π) is smallest if we transmit as often
as possible, a lower bound for ε(π) is

εmin(π
′) = ε(π′ ◦ (1, . . . , 1︸ ︷︷ ︸

N−len(π′)

)). (3.14)
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Algorithm 3.1 CHTest(Γ,π′)

1. Try to find k ∈ {0, . . . , |Γ| − 2} such that ρ(Γ(k)) < ρmin(π
′) ≤ ρ(Γ(k + 1)).

2. If no such k exists, set CHTest(Γ,π′) = “yes”.

3. If such a k exists, set CHTest(Γ,π′) to “no” if (ρmin(π
′), εmin(π

′)) is above the
line joining the points Γ(k) and Γ(k + 1), and set it to “yes”, otherwise.

On the other hand, ρ(π) is smallest if we do not transmit at all, thus a lower bound
for ρ(π) is

ρmin(π
′) = ρ(π′ ◦ (0, . . . , 0︸ ︷︷ ︸

N−len(π′)

)). (3.15)

A combination of εmin(π
′) and ρmin(π

′) gives a lower bound for the expected La-
grangian Jλ(π) of a policy π with prefix π′ as

Jλ,min(π
′) = εmin(π

′) + λρmin(π
′). (3.16)

Convex Hull Policies

We first propose a branch and bound algorithm to compute a convex hull policy for
a fixed Lagrange multiplier λ. A policy prefix of size n is recursively extended to
policy prefixes of size n + 1. The recursive calls are stopped as soon as the lower
bound Jλ,min exceeds Jλ(π), where π is the currently best transmission policy, or the
size of a policy prefix reaches N . In the latter case, π is updated with the policy
prefix of size N .

More precisely, we initialize a policy π with an approximation of the optimal
policy. This could be the solution of a previous optimization with similar parameters,
or an arbitrary policy, e.g. (0, . . . , 0). The recursive part of the algorithm starts with
an empty policy prefix π′. A single recursion on a policy prefix π′ is as follows. We
determine all possible policy prefixes π′k whose length is the length of π′ increased
by 1. There are only two such policy prefixes (one can append either 0 or 1 to π′).
Let π′0 be π′ with 0 appended, and π′1 be π′ with 1 appended. We then calculate
Jλ,min(π

′
k) for k = 0, 1. If Jλ,min(π

′
k) > Jλ(π), we know that no policy with prefix

π′k can be better than π. Otherwise, if len(π′k) = N , we found a better policy than
π; so we set π = π′k. If len(π′k) < N , the described recursion is done again on π′k.
If the recursion has to be done on both π′0 and π′1, it should be done in increasing
Jλ,min(π

′
k) order. When the algorithm ends, π will be the optimal policy. We denote

this algorithm by BBC. A pseudo-code of BBC is given in Appendix C.1.
It is straightforward to update the error bound εmin at each recursive step in

constant time, but for the cost bound ρmin, the time complexity of an update is
linear in N . The worst-case complexity of the algorithm is therefore O(N2N), since
the number of recursive calls is bounded by O(2N). However, in practice, the pruning
allows a substantial speed-up.
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Figure 3.4: Example of convex hull test and insertion

We now give a branch and bound algorithm to compute all convex hull policies
in a single run. The main task will be to test if the cost-error point of a policy with
a given prefix may belong to Γ, the lower convex hull of the points already checked,
and to update Γ with insertions and deletions. For simplicity, we will identify a
policy with the cost-error point associated to it.

We assume that Γ is sorted in non-decreasing cost and non-increasing error order.
This can be easily done, e.g., with a binary search tree. We denote the ith policy in
Γ by Γ(i); thus ρ(Γ(i)) ≤ ρ(Γ(i + 1)) and ε(Γ(i)) ≥ ε(Γ(i + 1)), i = 0, . . . , |Γ| − 2.
Then, we define a function CHTest(Γ,π′) that tests if a policy with prefix π′ can
belong to the lower convex hull Γ. The test consists of the steps shown in Algorithm
3.1. To insert a new policy into Γ, we define a procedure CHInsert(Γ,π). We assume
that CHTest(Γ,π) = “yes” at the time we call CHInsert(Γ,π). The procedure first
inserts π into Γ and then convexifies Γ by ensuring that the lines joining neighboring
points have an increasing slope. This can be done by checking if the left neighbor
of the inserted point is above the line joining the left neighbor of the left neighbor
of the inserted point to the inserted point. If it is, the left neighbor of the inserted
point is removed and the check is repeated. The same check is done on the right
neighbors of the inserted point.

Figure 3.4 illustrates CHTest and CHInsert on an example. Suppose that Γ
currently consists of Γ(0), . . . , Γ(5) and that we want to test if a policy with pre-
fix π′1 can belong to the lower convex hull. CHTest(Γ,π′1) equals “no”, because
(ρmin(π

′
1), εmin(π

′
1)) is above the line joining Γ(2) and Γ(3). Since all policies with

prefix π′1 are in the shaded area, none of them is in the lower convex hull. Suppose
we want to insert π2 into Γ. CHInsert(Γ,π2) removes Γ(2) and Γ(3) from Γ, because
they are above the lines connecting Γ(1) and π2 and π2 and Γ(4), respectively.

The branch and bound method to compute all convex hull policies is similar to
the branch and bound method for the Lagrange optimization. We initialize Γ with
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Algorithm 3.2 OPTest(Π,π′)

1. Try to find k ∈ {0, . . . , |Π| − 2} such that ρ(Π(k)) < ρmin(π
′) ≤ ρ(Π(k + 1)).

2. If no such k exists, ρmin(π
′) is either smaller or equal than all ρ(Π(k)), or larger

than all ρ(Π(k)). If it is smaller or equal, set OPTest(Π,π′)=“yes”. If it is
larger, set it to “yes” if εmin(π

′) < ε(Π(|Π| − 1)) and to “no” otherwise.

3. If such a k exists, set OPTest(Π,π′) to “yes” if ρmin(π
′) < ρ(Π(k + 1)) and

εmin(π
′) < ε(Π(k)) or if ρmin(π

′) = ρ(Π(k + 1)) and εmin(π
′) ≤ ε(Π(k + 1)). Set

OPTest(Π,π′) to “no”, otherwise.

Γ = {(0, . . . , 0), (1, . . . , 1)}. We then start the recursive part of the algorithm with
prefix π′ = (). In each single recursion, we determine π′k, k = 0, 1. For each π′k, we
then determine CHTest(Γ,π′k), and if it equals “yes”, we either insert π′k into Γ with
CHInsert(Γ,π′k) if len(π′k) = N , or we do the recursion again on π′k if len(π′k) < N .
When the algorithm stops, Γ is the set of convex hull policies with length N . We
will denote this algorithm by BBCA. A pseudo-code of the algorithm is given in
Appendix C.2. Note that by exploiting Lemma 3.1, the algorithm can be accelerated
by initializing π′ with (1). In this case, Γ may not contain all convex hull policies,
but all points (ρ(π), ε(π)) such that π is a convex hull policy are found.

Optimal Policies

The branch and bound approach to compute a convex hull policy for a fixed Lagrange
multiplier can also be adapted to find an optimal policy for a given maximum cost
ρmax. In each recursion, we discard all policies with prefix π′ if εmin(π

′) > ε(π) or
ρmin(π

′) > ρmax or len(π′) = N , εmin(π
′) = ε(π), and ρmin(π

′) > ρ(π). Here π denotes
the current best policy. We denote this algorithm by BBO. A pseudo-code of BBO
is given in Appendix C.3.

The branch and bound algorithm to compute all convex hull policies can be
adapted to find all optimal policies. We now use a test function OPTest(Π,π′) that
checks if policies with prefix π′ can be optimal among the set Π = {Π(0), . . . , Π(|Π|−
1)} of all current optimal policies. Here we assume that Π is sorted in non-decreasing
cost and non-increasing error order. The test is shown in Algorithm 3.2.

To insert a new policy π into the current set of optimal policies Π, we use a
procedure OPInsert(Π,π). Here we also assume that OPTest(Π,π)= “yes” when
calling OPInsert(Π,π). The procedure tries to find the smallest k ∈ {0, . . . , |Π|− 1}
such that ρ(π) ≤ ρ(Π(k)). If no such k exists, it sets k = |Π|. If k = 0, π is
inserted at the beginning of Π, if k = |Π|, π is inserted at the end of Π, otherwise
π is inserted between Π(k − 1) and Π(k). Note that after the insertion, we have
π = Π(k). Finally, all Π(i) with i > k and ε(Π(i)) ≥ ε(π) are removed from Π.

The algorithm for computing all optimal policies starts by initializing Π with
{(0, . . . , 0), (1, . . . , 1)} and π′ with (). In each single recursion, we determine π′k, k =
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0, 1. For each π′k, we then determine OPTest(Π,π′k), and if it equals “yes”, we either
insert π′k into Π with OPInsert(Π,π′k) if len(π′k) = N , or we do the recursion again
on π′k if len(π′k) < N . When the algorithm stops, Π is the set of optimal policies
with length N . We will denote this algorithm by BBOA. A pseudo-code of the
algorithm is given in Appendix C.4. Again, by exploiting Lemma 3.1, the algorithm
can be accelerated by initializing π′ with (1).

In the computation of both Γ and Π, the worst-case complexity of a single
insertion in the set Γ (resp. Π) is linear in the size of the set. We can nevertheless
prove a worst-case complexity of O(N2N) in the two cases by remarking that no more
than 2N points can be removed from Γ (resp. Π) in a single run of the algorithm, and
that the complexity of a deletion is O(log |Γ|) = O(N) (resp. O(log |Π|) = O(N)).
This is a worst-case complexity if we assume that the policies are stored in a balanced
binary tree. Again, in practice, the pruning procedures CHTest and OPTest should
yield substantial acceleration ratios.

3.4 Experimental Results

In this section, we provide experimental results to illustrate the improvements al-
lowed by our dynamic programming and branch and bound algorithms. As in [22,39],
the probability density function of FTT was modeled as a shifted Gamma distribu-
tion with rightward shift κF and parameters nF and αF [22], that is, for t ≥ κF ,

pF (t) =
αF

Γ(nF )
(αF (t− κF ))nF−1e−αF (t−κF ),

where Γ is the gamma function. Similarly, the probability density function of BTT
was modeled as the shifted Gamma distribution

pB(t) =
αB

Γ(nB)
(αB(t− κB))nB−1e−αB(t−κB),

where κB is the rightward shift, and nB and αB are parameters.
We denote the full search algorithms of Section 3.3.1 by FS, the dynamic pro-

gramming algorithm for finding all optimal policies (Section 3.3.2) by DPOA, the
branch and bound algorithm for finding all convex hull policies (Section 3.3.3) by
BBCA and the branch and bound algorithms for finding all optimal policies (Sec-
tion 3.3.3) by BBOA. We used the number of prefixes that had to be checked for
optimality as the performance measure. This is a reasonable choice since all algo-
rithms require a similar number of operations per node. Figures 3.5–3.7 show the
results for three different channels. In Figure 3.5, we used the same channel parame-
ters as in [22]. We varied the loss probabilities in figures 3.6 and 3.7. The figures also
show the complexity of a full search algorithm. All three algorithms always found
the same (optimal) solutions. When the number of transmission opportunities was
small, the dynamic programming algorithm checked slightly more prefixes than the
branch and bound method because all policies that turn out to be optimal have to be
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checked twice during the dynamic programming process. The first check occurs dur-
ing the construction of Π∗(k,m) and the second one during the construction of Π∗.
With increasing number of transmission opportunities, our dynamic programming
method outperformed the branch and bound method. Both, our dynamic program-
ming and our branch and bound methods are significantly faster than the full search
method. The complexity of the branch and bound methods reduced slightly with
reducing loss probability of the channel. Our dynamic programming method also
showed this behavior, but the effect was much smaller than with the branch and
bound methods.

We compare the branch and bound algorithm BBC of Section 3.3.3 to the dy-
namic programming approach DPC of [22] for computing a policy that minimizes
the Lagrangian (3.1) for a fixed λ. In practice, however, we seek the best policy
for a given maximum cost, not for a given Lagrange multiplier. With DPC, one
must then combine the dynamic programming algorithm with the bisection method
to find a convex hull solution for this given cost. A straightforward way to speed
up this approach is to replace dynamic programming with our branch and bound
technique. However, even with this improvement, this approach has two drawbacks.
First, several iterations might be needed until a solution is found. Second, one can-
not guarantee that the solution is optimal for the given cost since only convex hull
solutions can be found. A better and faster approach is to use the branch and bound
algorithm BBO of Section 3.3.3. Figures 3.8, 3.9, and 3.10 compare the complexities
of the algorithms DPC, BBC, and BBO. In the latter algorithm, the cost constraint
was taken as the one corresponding to the solution of the first two algorithms. We
provide results for two different Lagrange multipliers and the same channel param-
eters as in Figures 3.5, 3.6, and 3.7. Again, we use the number of visited nodes in
the decision process tree as the performance measure. While dynamic programming
must visit all 2N+1 − 1 nodes, the number of visited nodes is much smaller for the
two branch and bound algorithms. Note also how algorithm BBO was faster than
algorithm BBC.

More results with other channel parameters can be found in [48,49,51].

3.5 Conclusion

We presented algorithms for computing optimal policies for a single data unit in
the rate-distortion optimized media streaming framework of Chou and Miao [22].
Although the worst case time complexity of our algorithms is exponential, experi-
mental results showed that they are more efficient than previous methods such as
full search or the dynamic programming approach of [22]. These previous methods
are always of exponential time complexity, not only in the worst case. We also
provided efficient methods that are not restricted to convex hull policies. The only
previous method for finding optimal policies that are not convex hull policies was
full search.
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Figure 3.5: Number of checked prefixes as a function of the number of transmission
opportunities for full search (FS), our branch and bound algorithms BBOA and
BBCA, and our dynamic programming algorithm DPOA. The time interval between
two transmission opportunities is 50 ms. The channel conditions are εF = εB =
0.2, κF = κB = 25 ms , nF = nB = 2, 1/αF = 1/αB = 12.5.
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Figure 3.6: Number of checked prefixes as a function of the number of transmission
opportunities for full search (FS), our branch and bound algorithms BBOA and
BBCA, and our dynamic programming algorithm DPOA. The time interval between
two transmission opportunities is 50 ms. The channel conditions are εF = εB =
0.05, κF = κB = 25 ms , nF = nB = 2, 1/αF = 1/αB = 12.5.
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Figure 3.7: Number of checked prefixes as a function of the number of transmission
opportunities for full search (FS), our branch and bound algorithms BBOA and
BBCA, and our dynamic programming algorithm DPOA. The time interval between
two transmission opportunities is 50 ms. The channel conditions are εF = εB =
0.01, κF = κB = 25 ms , nF = nB = 2, 1/αF = 1/αB = 12.5.
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Figure 3.8: Number of visited nodes as a function of the number of transmission
opportunities for the dynamic programming algorithm DPC and the branch and
bound algorithms BBC and BBO. Results are shown for two Lagrange multipliers
(λ = 0.01 and 0.5) and channel parameters as in Fig. 3.5. The time interval between
two transmission opportunities is 50 ms.
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Figure 3.9: Number of visited nodes as a function of the number of transmission
opportunities for the dynamic programming algorithm DPC and the branch and
bound algorithms BBC and BBO. Results are shown for two Lagrange multipliers
(λ = 0.01 and 0.5) and channel parameters as in Fig. 3.6. The time interval between
two transmission opportunities is 50 ms.
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Figure 3.10: Number of visited nodes as a function of the number of transmission
opportunities for the dynamic programming algorithm DPC and the branch and
bound algorithms BBC and BBO. Results are shown for two Lagrange multipliers
(λ = 0.01 and 0.5) and channel parameters as in Fig. 3.7. The time interval between
two transmission opportunities is 50 ms.





Chapter 4

Optimal Transmission of a Group
of Data Units

We study properties of optimal transmission strategies for a group of interdependent
data units and discuss methods for finding such optimal transmission strategies in
this chapter. We will also consider a special case of dependency graphs with addi-
tional properties that can be exploited for finding optimal transmission strategies
faster.

4.1 Optimal Transmission Strategies

We define optimal and convex hull policy vectors similar to optimal and convex hull
policies. A policy vector ~π∗ is optimal for a DAG G if there exists no policy vector
~π such that DG(~π) ≤ DG(~π∗) and RG(~π) < RG(~π∗) or such that DG(~π) < DG(~π∗)
and RG(~π) = RG(~π∗). Equivalently, a policy vector ~π∗ is optimal if and only if there
exist d∗ ≥ 0 and r∗ ≥ 0 such that ~π∗ minimizes RG(~π) subject to the constraint
DG(~π) ≤ d∗ and ~π∗ minimizes DG(~π) subject to the constraint RG(~π) ≤ r∗.

A policy vector ~π∗ is a convex hull policy vector for a DAG G if there exists
λ > 0 such that ~π∗ minimizes the Lagrangian

JG,λ(~π) = DG(~π) + λRG(~π).

As shown for convex hull policies in Section 3.1, we can also state the optimality of
convex hull policy vectors.

Proposition 4.1. If ~π∗ is a policy vector that minimizes the Lagrangian JG,λ(~π) =
DG(~π)+λRG(~π) for some Lagrange multiplier λ > 0, then ~π∗ minimizes DG(~π) over
all policy vectors ~π with RG(~π) ≤ RG(~π∗) and ~π∗ minimizes RG(~π) over all policy
vectors ~π with DG(~π) ≤ DG(~π∗).

The proof of this proposition is essentially the same as the proof for Proposi-
tion 3.1, so we will not repeat it here. We are interested in convex hull policy vectors
for the same reasons we are interested in convex hull policies. Our algorithms for
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finding convex hull policy vectors have a lower computational complexity than our
algorithms for finding other optimal policy vectors.

4.2 Properties of Optimal Transmission Strate-

gies

We provide two important results that give relationships between optimal (resp.
convex hull) policy vectors and optimal (resp. convex hull) policies.

Proposition 4.2. If ~π = (π1, . . . , πL) is an optimal policy vector for a dependency
graph G, then there exists an optimal policy vector ~π∗ = (π∗1, . . . , π

∗
L) such that

RG(~π∗) = RG(~π), DG(~π∗) = DG(~π), and π∗1, . . . , π
∗
L are optimal policies.

Proof. We prove the result by contradiction. Let ~π = (π1, . . . , πL) be a policy
vector for G. Assume that there exists no policy vector ~π∗ = (π∗1, . . . , π

∗
L) such that

RG(~π∗) = RG(~π), DG(~π∗) = DG(~π), and π∗1, . . . , π
∗
L are optimal policies. Then there

must be at least one non-optimal policy in ~π.
Suppose that there is a non-optimal policy πi, 1 ≤ i ≤ L, in ~π and a policy

π′ such that ε(π′) ≤ ε(πi) and ρ(π′) < ρ(πi). Let ~π′ = (π′1, . . . , π
′
L) with π′1 =

π1, . . . , π
′
i−1 = πi−1, π

′
i = π′, π′i+1 = πi+1, . . . , π

′
L = πL. Then,

DG(~π) = −
L∑

l=1

∆Dl

∏
l′�l

(1− ε(πl′)) ≥ −
L∑

l=1

∆Dl

∏
l′�l

(1− ε(π′l′)) = DG(~π′)

and

RG(~π) =
L∑

l=1

Blρ(πl) >

L∑
l=1

Blρ(π′l) = RG(~π′).

Thus, ~π is not optimal for G.
Suppose now that for all non-optimal policies πi, 1 ≤ i ≤ L, in ~π there exists an

optimal policy π∗i such that ε(π∗i ) < ε(πi) and ρ(π∗i ) = ρ(πi). Let ~π′ = (π′1, . . . , π
′
L)

with π′i = πi if πi is optimal and π′i = π∗i otherwise, i = 1, . . . , L. Then,

RG(~π) = RG(~π′)

and π′1, . . . , π
′
L are optimal policies. Since ε(π′i) ≤ ε(πi) for i = 1, . . . , L, we have

DG(~π) ≥ DG(~π′). Since we also must have DG(~π′) 6= DG(~π), it follows that

DG(~π) > DG(~π′).

So also in this case, ~π cannot be optimal for G.

We have a similar result for convex hull policy vectors.

Proposition 4.3. If ~π = (π1, . . . , πL) is a convex hull policy vector for a dependency
graph G that minimizes the Lagrangian JG,λ for a λ > 0, then all policies π1, . . . , πL

are convex hull policies.



4.2. Properties of Optimal Transmission Strategies 37

Proof. We prove the result by contradiction. Assume that ~π = (π1, . . . , πL) mini-
mizes JG,λ for a λ > 0. Suppose that at least one policy in ~π is not a convex hull
policy. Let, without loss of generality, πL be one such policy, that is, for each λ′ > 0,
there exists a policy π′ such that Jλ′(π

′) < Jλ′(πL). Let AG,l(~π) =
∏

l′�Gl(1− ε(πl′))
and A′

G,l(~π) =
∏

l′≺Gl(1− ε(πl′)). Then for all λ > 0

JG,λ(~π) = DG(~π) + λRG(~π)

=
L∑

l=1

[−∆DlAG,l(~π) + λBlρ(πl)]

=
L−1∑
l=1

[−∆DlAG,l(~π) + λBlρ(πl)]

−∆DLA′
G,L(~π) + ∆DLε(πL)A′

G,L(~π)

+ λBLρ(πL).

If ∆DL > 0 and ε(πl′) < 1 for all l′ ≺G L, then with λ′ = λBL

∆DLA′
G,L(~π)

and π′ such

that Jλ′(π
′) < Jλ′(πL), we have

JG,λ(~π) =
L−1∑
l=1

[−∆DlAG,l(~π) + λBlρ(πl)]

−∆DLA′
G,L(~π) + ∆DLJλ′(πL)A′

G,L(~π)

>
L−1∑
l=1

[−∆DlAG,l(~π) + λBlρ(πl)]

−∆DLA′
G,L(~π) + ∆DLJλ′(π

′)A′
G,L(~π)

= JG,λ(~π
′),

where ~π′ = (π1, . . . , πL−1, π
′).

If ∆DL = 0 or if there exists l′ ≺G L with ε(πl′) = 1, then

JG,λ(~π) =
L−1∑
l=1

[−∆DlAG,l(~π) + λBlρ(πl)]

+ λBLρ(πL).

Since the convex hull policy π′ = (0, . . . , 0) is the only policy whose cost is zero, and
since πL is not a convex hull policy, we have ρ(πL) > 0. Thus,

JG,λ(~π) >

L−1∑
l=1

[−∆DlAG,l(~π) + λBlρ(πl)]

= JG,λ(~π
′),

where ~π′ = (π1, . . . , πL−1, π
′). So also in this case we have a contradiction to our

initial assumption.
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Proposition 4.2 (resp. Proposition 4.3) allows us to break the problem of finding
optimal policy vectors (resp. convex hull policy vectors) for a group of data units
into two parts. First, find the set of all optimal (resp. convex hull) policies. Then
find optimal (resp. convex hull) policy vectors restricting the policies of them to
optimal (resp. convex hull) policies.

4.3 Finding Optimal Policy Vectors

4.3.1 The Sensitivity Adaptation Algorithm

To minimize JG,λ for a given dependency graph G and Lagrange multiplier λ, Chou
and Miao [22] apply a heuristic iterative descent algorithm, which they call sensi-
tivity adaptation (SA) algorithm. The idea is to minimize JG,λ((π1, . . . , πL)) one
policy at a time, keeping the other policies fixed. Starting from an initial policy
vector ~π(0) = (π

(0)
1 , . . . , π

(0)
L ), where π

(0)
1 = · · · = π

(0)
L = (1, . . . , 1), a sequence of

policy vectors ~π(k) = (π
(k)
1 , . . . , π

(k)
L ), k = 1, 2, . . ., is constructed as follows. Select

lk ∈ {1, . . . , L}. For i 6= lk, set π
(k)
i = π

(k−1)
i and for i = lk, let

π
(k)
i = arg min

πi

JG,λ(π
(k)
1 , . . . , π

(k)
i−1, πi, π

(k)
i+1, . . . , π

(k)
L )

= arg min
π

S
(k)
G,iε(π) + λBiρ(π)

= arg min
π

J
λBl/S

(k)
G,i

(π), (4.1)

where

S
(k)
G,i =

∑
l′,i�Gl′

∆Dl′

∏
l′′≺Gl′

(1− ε(π
(k)
l′′ )).

Since the sequence JG,λ(~π
(k)) is non-increasing and bounded below by zero, it con-

verges to a local minimum. When the dynamic programming algorithm of Sec-
tion 3.3.2 is used to solve (4.1), the time complexity of the SA algorithm is O(nN2N),
where n is the number of iterations needed for convergence.

4.3.2 Branch and Bound Algorithms

We can develop branch and bound algorithms for finding optimal policy vectors
similar to the ones for finding optimal policies. Instead of having the choice between
two branches at each step, we have to choose the next policy among the set of optimal
policies Π (resp. the set of convex hull policies Γ). We can derive lower bounds for
pruning the recursion tree as in the single policy case. If we know that policy vector
~π begins with prefix ~π′ = (π′1, . . . , π

′
len(~π′)), π′i = πi for i = 1, . . . , len(~π′), len(~π′) ≤ L,

we can give bounds for DG(~π) and RG(~π). Let 0 be a policy with the lowest cost
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and 1 be a policy with the lowest error. As DG(~π) is smallest if we transmit with
the lowest error for each data unit, a lower bound for DG(~π) is

DG,min(~π
′) = DG(π′1, . . . , π

′
len(~π′),1, . . . ,1︸ ︷︷ ︸

L−len(~π′)

). (4.2)

On the other hand, RG(~π) is smallest if we transmit with the lowest cost for each
data unit. Thus, a lower bound for RG(~π) is

RG,min(~π
′) = RG(π′1, . . . , π

′
len(~π′),0, . . . ,0︸ ︷︷ ︸

L−len(~π′)

). (4.3)

Hence, a lower bound for JG,λ(~π) is

JG,λ,min(~π
′) = DG,min(~π

′) + λRG,min(~π
′). (4.4)

Exploiting Propositions 4.2 and 4.3, and bounds (4.2), (4.3), and (4.4), we can
develop branch and bound algorithms similar to the ones we proposed for the single
data unit case in Section 3.3.3. We just have to replace policies π by policy vectors
~π, cost and error functions of policies ρ(π) and ε(π) by expected rate and expected
distortion reduction functions of policy vectors R(~π) and D(~π), and bounds (3.14),
(3.15), and (3.16) on policy prefixes by bounds (4.2), (4.3), and (4.4) on policy vector
prefixes. This way, we derive four branch and bound algorithms for policy vectors
from the four branch and bound algorithms for policies in Section 3.3.3. The first
one, derived from algorithm BBC, computes a convex hull policy vector for a given
Lagrange multiplier. We denote this algorithm by GBBC, a pseudo-code is given in
Appendix C.5. The second one, derived from algorithm BBCA, computes all convex
hull policy vectors. We denote this algorithm by GBBCA, a pseudo-code is given in
Appendix C.6. The third one, derived from algorithm BBO, computes an optimal
policy vector for a given rate constraint. We denote this algorithm by GBBO, a
pseudo-code is given in Appendix C.7. The fourth one, derived from algorithm
BBOA, computes all optimal policy vectors. We denote this algorithm by GBBOA,
a pseudo-code is given in Appendix C.8. Here we define functions CHTestV and
OPTestV, and procedures CHInsertV and OPInsertV for policy vectors in a similar
way to the single policy case.

The same kind of complexity analysis as in the single data unit case can be
done, with the difference that the number of branches at a node is not equal to
two anymore, but to |Π| (resp. |Γ|) for the optimal policy vectors (resp. convex hull
policy vectors). The worst-case complexity of the branch and bound algorithms for
policy vectors is then O(N2N + L2|Π|L) (resp. O(N2N + L2|Γ|L)).

4.3.3 Dynamic Programming Algorithms for Tree Reducible
Dependency Graphs

We now consider a special class of dependency graphs for which we can provide
better methods for finding optimal transmission strategies than for the general case.
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Figure 4.1: (a) Dependency graph for an MPEG group of frames (for clarity, not all
redundant edges are shown). (b) Transitive reduction of (a).

We observe that optimal transmission strategies can be efficiently computed with
dynamic programming when the transitive reduction of the dependency graph, ob-
tained by removing redundant edges, is a tree. For example, an MPEG encoded
video stream usually consists of I-, P-, and B-frames. I-frames do not depend on
other frames, P-frames depend on the preceding I- or P-frame, and B-frames depend
on the preceding I- or P-frame and on the following I- or P-frame. However, the de-
pendence of a B-frame on its preceding I- or P-frame is redundant, since the P-frame
following the B-frame also depends on the I- or P-frame preceding the B-frame. A
typical frame sequence in a group of frames is IBBPBBP. . . BBP. Thus, when this
group of frames is packetized at the frame level, that is, each data unit contains one
frame, the transitive reduction of the resulting dependency graph is a tree (Fig. 4.1).

In many situations, however, the dependency graph is not tree reducible. For
example, the H.264 standard [63] allows to partition a frame into a number of slices
which can be decoded independently of each other. One reason for this partitioning
is to create separately decodable data units that do not exceed a certain size limit
prescribed by the network. In such situations, where the dependency graph is not
tree reducible, we propose to approximate the dependency graph with a tree and
apply the dynamic programming algorithms to the tree.

Preliminaries

We now introduce the terminology and notations that we use to describe operations
on transmission strategies and dependency graphs. Definitions and notations related
to dependency graphs are mostly standard graph-theoretic ones.

Let V = {1, . . . , L} be a group of data units and G be a DAG with V (G) = V .
Let ~π = (π1, . . . , πL) be a policy vector for G and G′ be a subgraph of G with
V (G′) = {s1, . . . , sk} ⊆ V (G). The policy vector ~π′ = (πs1 , . . . , πsk

), 1 ≤ s1 <
· · · < sk ≤ L, is called the policy subvector of ~π for G′. The in-degree of a vertex
i ∈ V (G) is the number of edges that end in i. The out-degree of i is the number of
edges that start in i. The transitive reduction of a DAG G is the DAG Gt with the
smallest number of edges such that (Gt)

T
= GT where GT is the transitive closure
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Figure 4.2: (a) Dependency graph. (b) Transitive reduction of (a) showing that (a)
is not tree reducible.

of G [1]. An example of the transitive reduction of a dependency graph is shown in
Fig. 4.1. Note that Gt is uniquely determined by G and that V (Gt) = V (G). The
transitive reduction Gt can be computed in O(|V (G)||E(G)|) time [29]. We call an
edge (i′, i) of a DAG G redundant if (i′, i) /∈ E(Gt). We define the union of two
induced subgraphs G1 and G2 of a DAG G, G1 ∪G G2, as the induced subgraph of
G with V (G1 ∪G G2) = V (G1) ∪ V (G2). Two subgraphs G1 and G2 of a DAG G
are said to be independent in G if there is no edge in G that connects a vertex of
G1 to a vertex of G2 or vice versa. If G1 and G2 are induced subgraphs of a DAG
G and independent in G, then G1 ∪G G2 = (V (G1) ∪ V (G2), E(G1) ∪ E(G2)). A
graph is connected if any two of its vertices are linked by a path. A directed graph
is weakly connected if its underlying undirected graph (obtained by replacing the
directed edges with undirected edges) is connected.

A weakly connected DAG T where exactly one vertex r ∈ V (T ) has an in-degree
of 0 and all other vertices have an in-degree of 1 is called a tree with root r. We
also denote the root of a tree T by r(T ), and we call the subgraph ({r(T )}, ∅) of T
the root graph of T . Any vertex of T with an out-degree of 0 is called a leaf of T .
We refer to the set of leaves of T as L(T ). A subgraph T ′ of T which is a tree with
L(T ′) ⊆ L(T ) is called a subtree of T . A subtree T ′ of T that contains all vertices
of T that have r(T ′) as an ancestor is called a full subtree of T . All full subtrees T ′

of T which have a root that is adjacent to r(T ) in T , that is, (r(T ), r(T ′)) ∈ E(T ),
are called direct subtrees of T . Note that two direct subtrees of a tree T are always
independent in T . A subforest of T is either a subtree of T or the union of two or
more subtrees of T . A direct subforest of T is either a direct subtree of T or the
union of two or more direct subtrees of T . The union of all direct subtrees of T
is called the complete subforest of T . A graph whose transitive reduction is a tree
is said to be tree reducible. For example, the dependency graph of Fig. 4.1(a) is
tree reducible, whereas the dependency graph of Fig. 4.2(a) is not. The transitive
reduction of a tree-reducible dependency graph G is called the dependency tree of
G.

Dynamic Programming on Subtrees

We propose two algorithms for finding sets of policy vectors for dependency trees.
The first algorithm computes all optimal policy vectors, while the second one com-
putes only convex hull policy vectors. Both, however, use dynamic programming on
subtrees. These dynamic programming algorithms rely on an optimality property
stating that if a policy vector is optimal (resp. convex hull) for a tree, then the
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Figure 4.3: Illustration of the dynamic programming procedure for computing the
sets of optimal policy vectors of a group of data units with tree-reducible dependen-
cies. (a) Given the sets ~ΠTi

of optimal policy vectors of each direct subtree of T and
the set of optimal policies Π, (b) these sets are combined to yield the set of optimal

policy vectors ~ΠT for T .

restriction of this policy vector to a subtree is optimal (resp. convex hull) for this
subtree as well.

This property allows us to find the set ~ΠT (resp. ~ΓT ) of all policy vectors that are
optimal (resp. convex hull) for a dependency tree T in a bottom-up fashion. Starting
from the leaves of the tree, we compute the sets of policy vectors for subtrees of
increasing heights. Once all optimal (resp. convex hull) policy vectors are known
for the set of direct subtrees of a tree T , we combine those policy vectors, together
with the set of optimal (resp. convex hull) policies Π (resp. Γ) for the single data
unit corresponding to the root of T . We compute these combinations in such a way
that only optimal combinations remain. An illustration of this procedure is given in
Figure 4.3.

Like many dynamic programming algorithms, the proposed algorithms compute
a set of solutions rather than a single solution. Their complexity is a polynomial
function of the number of solutions found at each subtree. If the set of optimal or
convex hull policy vectors has exponential size, then our algorithms will have an
exponential running time. In practice, however, it is likely that the set of solutions
is small compared to the exponential upper bound.

Before giving detailed descriptions of the two algorithms, we need some prelimi-
nary work. The first result states that the expected rate and the expected distortion
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reduction of a policy with a tree-reducible dependency graph are the same as with
its dependency tree.

Proposition 4.4. Let G be a tree-reducible dependency graph and T be the depen-
dency tree of G. Then for any policy vector ~π for G, we have RG(~π) = RT (~π) and
DG(~π) = DT (~π).

Proof. Since T is the transitive reduction of G, we have GT = T T and V (G) = V (T ),
so i′ �G i if and only if i′ �T i. The proof follows then from (2.3) and (2.4).

Proposition 4.4 allows us to restrict the study of tree-reducible dependency
graphs to their dependency trees.

We now give some important properties of policy vectors for dependency trees.
Let G1 and G2 be two induced subgraphs of a DAG G such that V (G1)∩V (G2) = ∅.
Let ~π′ and ~π′′ be policy vectors for G1 and G2, respectively. Thus, if V (G1) =
{s1, . . . , sk} and V (G2) = {t1, . . . , tm}, we have ~π′ = (π′s1

, . . . , π′sk
) and ~π′′ =

(π′′t1 , . . . , π
′′
tm). We define the product ~π′ × ~π′′ as the policy vector for G1 ∪G G2

that contains all policies of ~π′ and ~π′′, ordered according to the labels of their asso-
ciated data units. That is, ~π′ × ~π′′ = (πv1 , . . . , πvk+m

), where v1 < v2 < · · · < vk+m,
vj ∈ V (G1) ∪ V (G2), and

πvj
=

{
π′vj

if vj ∈ V (G1)

π′′vj
if vj ∈ V (G2)

for 1 ≤ j ≤ k + m. It is easy to show that

RG1∪GG2(~π
′ × ~π′′) = RG1(~π

′) + RG2(~π
′′). (4.5)

In general, DG1∪GG2(~π
′ × ~π′′) cannot be expressed as easily. However, if T1 and T2

are subforests of a tree T and independent in T , and ~π′ and ~π′′ are policy vectors
for T1 and T2, respectively, then

DT1∪T T2(~π
′ × ~π′′) = DT1(~π

′) + DT2(~π
′′) (4.6)

and for all λ > 0

JT1∪T T2,λ(~π
′ × ~π′′) = JT1,λ(~π

′) + JT2,λ(~π
′′). (4.7)

Finally, if T1 is the root graph of a dependency tree T and T2 is a direct subforest of
T , and again ~π′ = (π′r(T )) and ~π′′ are policy vectors for T1 and T2, respectively, then

DT1∪T T2(~π
′ × ~π′′) = DT1(~π

′) + (1− ε(π′r(T )))DT2(~π
′′)

= (1− ε(π′r(T )))(−∆Dr(T ) + DT2(~π
′′)) (4.8)

and for all λ > 0

JT1∪T T2,λ(~π
′ × ~π′′) =

JT1,λ(~π
′) + (1− ε(π′r(T )))JT2, λ

1−ε(π′
r(T )

)
(~π′′) if ε(π′r(T )) < 1

λ(RT1(~π
′) + RT2(~π

′′)) if ε(π′r(T )) = 1.

(4.9)
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Optimal Policy Vectors for Dependency Trees

We first describe the dynamic programming algorithm for computing all optimal
policy vectors for a dependency tree. The algorithm exploits the following optimality
property.

Proposition 4.5. Let T be a tree, ~π be a policy vector for T , Ts be a direct subforest
of T , and ~πs be the policy subvector of ~π for Ts. If ~π is optimal for T , then ~πs is
optimal for Ts.

Proof. Let πr be the policy in ~π for the root of T . Let us first assume that ε(πr) = 1.
Then DT (~π) = 0, since r(T ) �T i for all i ∈ V (T ). Let ~π be optimal for T . Then
~π = (0, . . . ,0) where 0 is a policy with the lowest cost, because all other policy
vectors ~π′ for T have RT (~π′) > RT (~π) = 0 and DT (~π′) ≤ DT (~π) and would not be
optimal for T . Now ~πs = (0, . . . ,0), which is optimal for Ts.

We assume now that ε(πr) < 1. The remaining part of the proof is by con-
tradiction. Let Tr be the root graph of T , and ~πr = (πr) be the policy subvector
of ~π for Tr. Suppose that ~πs is not optimal for Ts, that is, there exists a policy
vector ~π′s for Ts such that DTs(~π

′
s) ≤ DTs(~πs) and RTs(~π

′
s) < RTs(~πs) or such that

DTs(~π
′
s) < DTs(~πs) and RTs(~π

′
s) = RTs(~πs).

If Ts is not the complete subforest of T , then there exists a direct subforest Tt of
T such that V (Ts)∩V (Tt) = ∅ and Ts∪T Tt is the complete subforest of T . Let ~πt be
the policy subvector of ~π for Tt. Then T = Tr ∪T (Ts ∪T Tt) and ~π = ~πr × (~πs × ~πt).
Let now ~π′ = ~πr×(~π′s×~πt). Suppose that DTs(~π

′
s) ≤ DTs(~πs) and RTs(~π

′
s) < RTs(~πs).

Then, with (4.5),

RT (~π′) = RTr(~πr) + RTs(~π
′
s) + RTt(~πt) < RTr(~πr) + RTs(~πs) + RTt(~πt) = RT (~π)

and, with (4.6) and (4.8),

DT (~π′) = (1− ε(πr))(−∆Dr + DTs(~π
′
s) + DTt(~πt))

≤ (1− ε(πr))(−∆Dr + DTs(~πs) + DTt(~πt)) = DT (~π).

Suppose now that DTs(~π
′
s) < DTs(~πs) and RTs(~π

′
s) = RTs(~πs). Then, with (4.5),

RT (~π′) = RTr(~πr) + RTs(~π
′
s) + RTt(~πt) = RTr(~πr) + RTs(~πs) + RTt(~πt) = RT (~π)

and, with (4.6) and (4.8),

DT (~π′) = (1− ε(πr))(−∆Dr + DTs(~π
′
s) + DTt(~πt))

< (1− ε(πr))(−∆Dr + DTs(~πs) + DTt(~πt)) = DT (~π).

So ~π cannot be optimal for T .
If Ts is the complete subforest of T , then T = Tr ∪T Ts and ~π = ~πr × ~πs. Let

now ~π′ = ~πr × ~π′s. Suppose that DTs(~π
′
s) ≤ DTs(~πs) and RTs(~π

′
s) < RTs(~πs). Then,

with (4.5),

RT (~π′) = RTr(~πr) + RTs(~π
′
s) < RTr(~πr) + RTs(~πs) = RT (~π)
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Algorithm 4.1 OPBuild(T )

1. Set ~Πr to the set of policy vectors that are optimal for the root graph of T ,
~Πr = {(π)|π ∈ Π}.

2. If r(T ) ∈ L(T ), then T has only one vertex, thus, set ~ΠT = ~Πr.

3. If r(T ) /∈ L(T ), then

(a) for each direct subtree Ti of T , i = 1, . . . , k, set ~ΠTi
to the set of policy

vectors that are optimal for Ti, that is, ~ΠTi
= OPBuild(Ti),

(b) set ~Πcsf to the set of policy vectors that are optimal for the complete

subforest of T , ~Πcsf = ~ΠT1 ⊗T
~ΠT2 ⊗T · · · ⊗T

~ΠTk
,

(c) set ~ΠT = ~Πr ⊗T
~Πcsf .

4. Return ~ΠT .

and, with (4.8),

DT (~π′) = (1− ε(πr))(−∆Dr + DTs(~π
′
s))

≤ (1− ε(πr))(−∆Dr + DTs(~πs)) = DT (~π).

Suppose now that DTs(~π
′
s) < DTs(~πs) and RTs(~π

′
s) = RTs(~πs). Then, with (4.5),

RT (~π′) = RTr(~πr) + RTs(~π
′
s) = RTr(~πr) + RTs(~πs) = RT (~π)

and, with (4.8),

DT (~π′) = (1− ε(πr))(−∆Dr + DTs(~π
′
s))

< (1− ε(πr))(−∆Dr + DTs(~πs)) = DT (~π).

Again, ~π cannot be optimal for T .

In a preprocessing step, we compute the set Π of all optimal policies and store
it in a data structure where the policies are sorted by cost. This can be done, for
example, with a branch and bound method [51]. Now let T1, . . . , Tk be subtrees

of T such that V (Ti) ∩ V (Tj) = ∅ for i 6= j, i, j ∈ {1, . . . , k} and let ~ΠTi
be the

set of optimal policy vectors for Ti. We define the product of ~ΠTi
and ~ΠTj

as
~ΠTi

× ~ΠTj
= {~π1 × ~π2|~π1 ∈ ~ΠTi

, ~π2 ∈ ~ΠTj
} and denote by ~ΠTi

⊗T
~ΠTj

the subset

of policy vectors of ~ΠTi
× ~ΠTj

that are optimal for Ti ∪T Tj. If the policy vectors

of ~ΠTi
and ~ΠTj

are sorted by expected cost, then ~ΠTi
⊗T

~ΠTj
can be computed in

O(|~ΠTi
||~ΠTj

|) time.

To compute the set ~ΠT of optimal policy vectors for T , we use the recursive
procedure OPBuild(T ) that is show in Algorithm 4.1. We denote this algorithm by
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GDPOA. If we exclude the preprocessing step, the time complexity for the computa-
tion of ~ΠT with OPBuild(T ) is O(|V (T )|max

Tsf

(|~ΠTsf
|)2), where Tsf is a subforest of T .

The time complexity of OPBuild(T ) is also bounded by O(|V (T )||Π||V (T )|), which is
lower than the worst-case bound O(|V (T )|2|Π||V (T )|) for the time complexity of the
branch and bound algorithm of [51].

Convex Hull Policy Vectors for Dependency Trees

We now propose a dynamic programming algorithm for computing convex hull policy
vectors for dependency trees. Hence instead of keeping all optimal policy vectors,
we only look for those whose rate-distortion points lie on the lower convex hull of
the set of all achievable rate-distortion points. We first give an optimality property
similar to Proposition 4.5.

Proposition 4.6. Let T be a tree, ~π be a policy vector for T , Ts be a direct subforest
of T , and ~πs be the policy subvector of ~π for Ts. If ~π is a convex hull policy vector
for T , then ~πs is a convex hull policy vector for Ts.

Proof. We prove the result by contradiction. Let πr be the policy in ~π for the root
of T . Let Tr be the root graph of T and ~πr = (πr) be the policy subvector of ~π
for Tr. Suppose that ~πs is not a convex hull policy vector for Ts, that is, for each
λ′ > 0, there exists a policy vector ~π′s for Ts such that JTs,λ′(~π

′
s) < JTs,λ′(~πs). If Ts

is not the complete subforest of T , then there exists a direct subforest Tt of T such
that V (Ts) ∩ V (Tt) = ∅ and Ts ∪T Tt is the complete subforest of T . Let ~πt be the
policy subvector of ~π for Tt. Then T = Tr ∪T (Ts ∪T Tt) and ~π = ~πr × (~πs × ~πt).

Assume that ε(πr) < 1. Then for λ > 0, let λ′ = λ
1−ε(πr)

, ~π′s be a policy vector for

Ts such that JTs,λ′(~π
′
s) < JTs,λ′(~πs), and ~π′ = ~πr × (~π′s × ~πt). Using (4.7) and (4.9),

we have

JT,λ(~π
′) = JTr,λ(~πr) + (1− ε(πr))(JTs, λ

1−ε(πr)
(~π′s) + JTt,

λ
1−ε(πr)

(~πt))

< JTr,λ(~πr) + (1− ε(πr))(JTs, λ
1−ε(πr)

(~πs) + JTt,
λ

1−ε(πr)
(~πt)) = JT,λ(~π).

Hence, ~π cannot be a convex hull policy vector for T .
Assume that ε(πr) = 1. Let ~π′s be a policy vector for Ts such that RTs(~π

′
s) <

RTs(~πs), and ~π′ = ~πr × (~π′s × ~πt). It follows from (4.7) and (4.9) that for all λ > 0,

JT,λ(~π
′) = λ(RTr(~πr)+RTs(~π

′
s)+RTt(~πt)) < λ(RTr(~πr)+RTs(~πs)+RTt(~πt)) = JT,λ(~π).

Again, ~π cannot be a convex hull policy vector for T . If Ts is the complete subforest
of T , then T = Tr ∪T Ts and ~π = ~πr × ~πs. Assume that ε(πr) < 1. For λ > 0,
let λ′ = λ

1−ε(πr)
, ~π′s be a policy vector for Ts such that JTs,λ′(~π

′
s) < JTs,λ′(~πs), and

~π = ~πr × ~π′s. With (4.9),

JT,λ(~π
′) = JTr,λ(~πr) + (1− ε(πr))JTs, λ

1−ε(πr)
(~π′s)

< JTr,λ(~πr) + (1− ε(πr))JTs, λ
1−ε(πr)

(~πs) = JT,λ(~π).
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Again, ~π cannot be a convex hull policy vector for T .
Assume that ε(πr) = 1. Let ~π′s be a policy vector for Ts such that RTs(~π

′
s) <

RTs(~πs), and ~π′ = ~πr × ~π′s. With (4.9), for all λ > 0,

JT,λ(~π
′) = λ(RTr(~πr) + RTs(~π

′
s)) < λ(RTr(~πr) + RTs(~πs)) = JT,λ(~π).

Also in this case, ~π cannot be a convex hull policy vector for T .

Proposition 4.6 allows us to compute the set of all convex hull policy vectors of
a tree T with an algorithm similar to that of the previous section: we just have to
redefine the product ⊗ using the convex hull optimality. We can however reduce
the complexity by exploiting the convex hull structure.

Let T be a dependency tree with direct subtrees T1, . . . , Tk. Proposition 4.6
allows us to compute convex hull policy vectors for T as follows. In a preprocessing
step, we determine the set Γ of all convex hull policies and store it in a data structure
where the policies are sorted by cost. This can be done, for example, with a branch
and bound method [51]. Then, exploiting (4.7) and (4.9), we can find a convex
hull policy vector that minimizes JT,λ for some λ > 0 by minimizing the following
quantity over all possible choices of the policy πr(T ) for the data unit at the root of
T and of the policy subvectors ~π1, . . . , ~πk for the subtrees T1, . . . , Tk:

JT,λ(~π) =


(1− ε(πr(T )))

(
−∆Dr(T ) +

∑k
i=1 JTi,

λ
1−ε(πr(T ))

(~πi)

)
+ λBr(T )ρ(πr(T ))

if ε(πr(T )) < 1

λ
(
Br(T )ρ(πr(T )) +

∑k
i=1 RTi

(~πi)
)

if ε(πr(T )) = 1

(4.10)
From Proposition 4.6, when minimizing (4.10) for a certain λ, the policy sub-

vectors ~πi for the subtrees can be found in the sets ~ΓTi
of convex hull policy vectors

for the subtrees. Also, the policy for the root node must be found in Γ, since all
policies of a convex hull policy vector are convex hull policies (Lemma 3 [51]). So
one minimization of (4.10) can be done with |Γ| evaluations of (4.10), one evaluation
for each policy πr(T ) in Γ, and for each of these evaluations, a search in each of the

sets ~ΓTi
. If each of these sets are sorted, each search costs log |~ΓTi

|, hence the overall

cost of finding a policy vector for T that minimizes JT,λ is O(|Γ|
∑k

i=1 log |~ΓTi
|).

Given the set Γ and the sets ~ΓT1 , . . . , ~ΓTk
of convex hull policy vectors of all

direct subtrees of T , we can compute the set ~ΓT of all convex hull policy vectors for
T with the recursive procedure SubCHBuild(T ,{~ΓT1 , . . . , ~ΓTk

},~πl,~πu) that is shown
in Algorithm 4.2. The procedure is based on the interval subdivision method of
Ramchandran and Vetterli [46]. It outputs all convex hull policy vectors for T
whose rates are between RT (~πl) and RT (~πu) with a recursive bisection search on λ.

The recursion is started with SubCHBuild(T ,{~ΓT1 , . . . , ~ΓTk
},(0,. . . ,0),(1,. . . ,1))

where 0 is a convex hull policy with lowest cost and 1 is a convex hull policy with
lowest error. Finding ~ΓT with SubCHBuild takes O(|~ΓT |) minimizations of (4.10). So
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Algorithm 4.2 SubCHBuild(T ,{~ΓT1 , . . . , ~ΓTk
},~πl,~πu)

1. Insert ~πl and ~πu into ~ΓT such that ~ΓT is sorted by expected rate.

2. Compute λ = −DT (~πl)−DT (~πu)
RT (~πl)−RT (~πu)

and find ~π∗ = arg min
~π

JT,λ(~π) by minimizing

(4.10).

3. If ~π∗ 6= ~πl and ~π∗ 6= ~πu, then recursively call SubCH-
Build(T ,{~ΓT1 , . . . , ~ΓTk

},~πl,~π
∗) and SubCHBuild(T ,{~ΓT1 , . . . , ~ΓTk

},~π∗,~πu).

Algorithm 4.3 CHBuild(T )

1. If r(T ) ∈ L(T ), then T has only one vertex, thus, set ~ΓT = {(π)|π ∈ Γ}.

2. If r(T ) /∈ L(T ), then

(a) for each direct subtree Ti of T , i = 1, . . . , k, set ~ΓTi
= CHBuild(Ti),

(b) compute ~ΓT = SubCHBuild(T ,{~ΓT1 , . . . , ~ΓTk
},(0, . . . , 0),(1, . . . , 1)).

3. Return ~ΓT .

computing ~ΓT from Γ and ~ΓTi
, i = 1, . . . , k can be done in O(|~ΓT ||Γ|

∑k
i=1 log |~ΓTi

|)
time.

Suppose now that only Γ is known. To determine the set ~ΓT , we compute ~ΓTj

for all full subtrees Tj of T , starting at the leaves of T . This is done with the
recursive procedure CHBuild(T ) shown in Algorithm 4.3. We denote this algo-
rithm by GDPCA. If we exclude the preprocessing step, the time complexity of
this approach is O(|V (T )||Γ|k max

Tj

(|~ΓTj
| log |~ΓTj

|)), where Tj is a full subtree of T

and k is the maximum out-degree of a vertex in T . Since |~ΓTj
| is bounded by

|Γ||V (T )| and k is bounded by |V (T )|, the worst case time complexity is bounded by
O(|V (T )|3|Γ||V (T )|+1 log |Γ|). This bound is larger than the worst case time complex-
ity of the branch and bound algorithm of [51] for computing the set of convex hull
policy vectors, which is O(|V (T )|2|Γ||V (T )|) when applied to T . In practice, however,

|~ΓTj
| can be small compared to |Γ||V (T )|, making our new approach faster.

4.4 Experimental Results

4.4.1 Branch and Bound Algorithms

We compare the quality of the solutions found by the SA algorithm [22] to the
ones computed with the branch and bound algorithm for a set of data units and a
given rate constraint (Algorithm GBBO in Section 4.3.2). We provide examples that
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show that the SA algorithm can perform poorly. As in [22], the stopping criterion
for the SA algorithm is Jλ(~π

(k−1)) = Jλ(~π
(k)), and the single policies are changed

in round-robin style (lk = ((k − 1) mod L) + 1). The distortion values D0 and
∆Di, i = 1, . . . , L, were computed as follows. Let Xi, i = 1, . . . , L denote the block
in the luminance component of the original video sequence corresponding to data
unit i, Yi, i = 1, . . . , L denote the block in the luminance component of the decoded
sequence corresponding to data unit i, G denote a block of constant gray value 128.
Then D0 = 1

L

∑L
i=1 MSE(Xi, G) and ∆Di = 1

L
(MSE(Xi, G) −MSE(Xi, Yi)), where

MSE is the mean-square-error.

We encoded the Foreman video sequence in CIF size with MPEG1 and H.264
and the Coastguard video sequence in CIF size with H.264. The MPEG1 encoding
was according to the Video-CD standard (1150 kilobits per second with a frame rate
of 25 frames per second). For the H.264 encodings, we used the main profile of H.264
with a bit rate of 320 kilobits per second. We used the Berkeley MPEG Encoder [66],
version 1.5b, for the MPEG1 encoding and the H.264 reference encoder [69], version
10.2, for the H.264 encodings. We took the first group of frames, which consisted of
the first 16 frames of the sequence, from each of the three encodings and extracted
the dependency graphs G1, G2, and G3 (see Fig. 4.4).

We computed policy vectors for the channel parameters of Fig. 3.8 and N = 6
transmission opportunities. This was the largest number of transmission opportu-
nities for which we could find solutions with the algorithm GBBO. For more than 6
transmission opportunities, the computation time was too long. The time interval
between two transmission opportunities was ∆s = 50 ms and the delivery deadline
for N transmission opportunities s0, . . . , sN−1 was sDTS = sN−1 + ∆s. In order to
compare the solutions found by the algorithms SA and GBBO, we first computed
a policy vector for a certain Lagrange multiplier using the SA algorithm. Then we
computed the optimal policy vector for the expected rate of the policy vector found
by SA using t GBBO algorithm. The largest differences between the solutions of
SA and GBBO that we could find for the dependency graphs G1, G2, and G3 are
shown in Tables 4.1, 4.2, and 4.3.

For all three dependency graphs, we found cases where the solution found by
SA was significantly worse than the optimal solution. The largest differences in the
expected distortion were observed with G1, the smallest with G3. A particularly
interesting case are the solutions found for λ = 0.09 (see Table 4.1). The policy
vector found with the SA algorithm does not transmit frame 1, but other frames
depending on frame 1 are transmitted. This is not a reasonable strategy, since none
of the received frames can be decoded.

We also ran the algorithm GBBC of Section 4.3.2 with the input of the SA
algorithm. For all Lagrange multipliers shown in Tables 4.1, 4.2, and 4.3, the pol-
icy vector minimizing the Lagrangian was the all zero policy vector that does not
transmit any data unit.

We also evaluated the solutions found by the SA algorithm for the channel pa-
rameters of Fig. 3.9 and 3.10. Both sets of channel parameters have much lower loss
probabilities than the channel parameters of Fig. 3.8. However, although we could
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Figure 4.4: Dependency graphs with data unit attributes; G1 was obtained from
an MPEG1 encoding of 16 frames of the Foreman video sequence, G2 from an
H.264 encoding of 16 frames of the Foreman video sequence, and G3 from an H.264
encoding of 16 frames of the Coastguard video sequence. For simplicity, only the
transitive reductions of the graphs are shown. The boxes bounded by a dashed line
indicate the frames with the frame numbers in playback order and the frame types
in parentheses. The boxes bounded by a full line indicate the data units with the
data unit number in stream order, the size B and the distortion reduction ∆D of
the data unit.
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λ R(~π) D(~π) ~π
(bytes) (MSE)

SA 0.08 78642.9 3066.60 ({1}, {1,5}, {1}, {1}, {1,5}, ∅, {1}, {1}, ∅,
{1}, {1}, ∅, {1}, ∅, ∅, ∅)

GBBO 78583.6 2678.69 ({1,5}, {1,4}, {1}, {1,4}, {1,5}, {1}, {1}, {1},
{1}, {1}, ∅, ∅, ∅, ∅, ∅, ∅)

SA 0.09 37531.1 5095.18 (∅, ∅, ∅, {1}, {1,5}, ∅, {1}, {1,5}, ∅, ∅, {1}, ∅,
∅, ∅, ∅, ∅)

GBBO 37519.7 4256.12 ({1}, {1}, {1}, {1,4,5}, ∅, ∅, ∅, ∅, ∅, ∅, ∅, ∅, ∅,
∅, ∅, ∅)

Table 4.1: Policy vectors found by SA and GBBO for the dependency graph G1 with
N = 6 transmission opportunities and channel parameters as in Fig. 3.8. Policies are
specified as sets of send actions. The SA algorithm was run with the given Lagrange
multiplier λ, the algorithm GBBO was run with the rate of the policy vector found
by SA as target rate.

λ R(~π) D(~π) ~π
(bytes) (MSE)

SA 0.23 23161.5 1876.74 ({1}, {1,5}, {1,5}, {1,5}, {1,5}, {1,5}, {1},
{1}, {1}, {1}, {1}, {1}, {1}, ∅, ∅, ∅)

GBBO 23160.5 1699.64 ({1,5}, {1,4,5}, {1,4,5}, {1,4,5}, {1,5}, {1,5},
{1,5}, {1}, {1,5}, {1,5}, ∅, ∅, ∅, ∅, ∅, ∅)

SA 0.22 24507.6 1735.71 ({1}, {1,5}, {1,5}, {1,5}, {1,5}, {1,5}, {1},
{1,5}, {1}, {1}, {1}, {1}, {1,5}, ∅, ∅, ∅)

GBBO 24506.0 1602.43 ({1,5}, {1,4,5}, {1,4,5}, {1,4,5}, {1,4},
{1,4,6}, {1,4}, {1,5}, {1,4}, {1,5}, ∅, ∅, ∅, ∅,
∅, ∅)

Table 4.2: Policy vectors found by SA and GBBO for the dependency graph G2 with
N = 6 transmission opportunities and channel parameters as in Fig. 3.8. Policies are
specified as sets of send actions. The SA algorithm was run with the given Lagrange
multiplier λ, the algorithm GBBO was run with the rate of the policy vector found
by SA as target rate.

find some cases where the solutions found by SA were not optimal, the differences
to the optimal solutions were negligibly small.

More results can be found in [48] and [51].

4.4.2 Dynamic Programming Algorithms

We now compare time complexity and rate-distortion performance of the dynamic
programming algorithms proposed in Section 4.3.3 to those of the SA algorithm [22]
and the branch and bound algorithms of Section 4.3.2. Here the SA algorithm was
used in its fastest implementation that exploits the branch and bound technique of
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λ R(~π) D(~π) ~π
(bytes) (MSE)

SA 0.15 18725.0 1484.45 ({1}, {1}, {1,5}, {1,4}, {1,5}, {1,5}, {1,5},
{1}, {1,5}, {1,5}, ∅, ∅, ∅, ∅, ∅, ∅)

GBBO 18724.0 1407.85 ({1,5}, {1,4,6}, {1,3,4,6}, {1,3,4,5,6}, {1,5},
{1,4,5,6}, {1,4,5,6}, ∅, ∅, ∅, ∅, ∅, ∅, ∅, ∅, ∅, ∅)

SA 0.12 25470.4 1063.14 ({1}, {1,5}, {1,5}, {1,4,5}, {1,5}, {1,5}, {1,4},
{1,5}, {1,5}, {1,5}, {1}, {1,5}, {1,5}, ∅, ∅, ∅)

GBBO 25470.1 1023.91 ({1,4}, {1,4,5}, {1,3,4,5,6}, {1,2,3,4,6}, {1,4},
{1,3,4,5,6}, {1,3,4,5,6}, {1,4}, {1,3,4,5,6},
{1,3,4,5,6}, ∅, ∅, ∅, ∅, ∅, ∅)

Table 4.3: Policy vectors found by SA and GBBO for the dependency graph G3 with
N = 6 transmission opportunities and channel parameters as in Fig. 3.8. Policies are
specified as sets of send actions. The SA algorithm was run with the given Lagrange
multiplier λ, the algorithm GBBO was run with the rate of the policy vector found
by SA as target rate.

Section 3.3.3 to minimize the Lagrangian for a single data unit. We apply the fast
convex search algorithm of Ramchandran and Vetterli [46] to compute all convex
hull policy vectors with the SA algorithm.

To measure the time complexity, we used the number of policy vectors that were
checked by an algorithm and the computation time. The number of policy vectors
checked is more objective than the computation time because it is independent of
both the hardware and the implementation. The computation time, which was
measured on an AMD Athlon XP, 1400 MHz, PC133, is also provided because it
gives an idea on the practical speed of the algorithms. Note that evaluating the
time complexity with the number of policy vectors checked slightly favors the SA
algorithm and the branch and bound algorithms over the dynamic programming
algorithms because the latter can check any policy vector in amortized constant
time, whereas the former require time linear in the number of vertices of the graph
for each check.

We use the dependency graphs G1, G2, and G3 from the previous section, which
are tree-reducible. The time interval between two transmission opportunities was
again ∆s = 50 ms and the delivery deadline for N transmission opportunities
s0, . . . , sN−1 was again sDTS = sN−1 + ∆s.

We first consider the computation of all convex hull policy vectors. Table 4.4
compares the performance of the SA algorithm of [22] when used to determine
all convex hull policy vectors with the branch and bound algorithm GBBCA of
Section 4.3.2, and the dynamic programming algorithm GDPCA of Section 4.3.3.
GDPCA required significantly less computational effort than GBBCA, but moder-
ately more than SA in terms of checked policy vectors. In terms of computation
time, GDPCA was the fastest method when there were six or more transmission
opportunities. The complexity of GBBCA was too high to allow computation of
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(a)

G1 G2 G3

N GBBCA GDPCA SA GBBCA GDPCA SA GBBCA GDPCA SA
3 8094914 1200 175 8273263 1112 5 3858771 960 11
4 1673050507 3288 111 1608853800 2868 43 1198824644 2856 145
6 8388 2085 8154 1819 7092 1248
8 10640 3033 10260 2386 10020 2334

(b)

G1 G2 G3

N GBBCA GDPCA SA GBBCA GDPCA SA GBBCA GDPCA SA
3 26730 0.7 1.0 25730 0.7 0.3 12550 0.6 0.4
4 6029000 1.1 0.7 5296000 0.9 0.5 4119000 1.0 1.2
6 2.1 8.3 1.9 7.6 1.9 7.9
8 2.5 15.4 2.7 10.3 2.2 10.2

Table 4.4: Number of checked policy vectors (a) and computation times in millisec-
onds (b) by GBBCA, GDPCA, and SA for the dependency graphs G1, G2, and
G3 of Fig. 4.4. N denotes the number of transmission opportunities. The channel
parameters are as in Fig. 3.5.

the solutions in reasonable time when there where more than four transmission
opportunities.

We now consider the computation of all optimal policy vectors. Table 4.5 com-
pares the algorithm GBBOA of Section 4.3.2 to the dynamic programming algorithm
GDPOA of Section 4.3.3. Again, the branch and bound approach was much more
complex than dynamic programming. In particular, GBBOA was not feasible when
there were more than three transmission opportunities.

The dynamic programming algorithms GDPCA and GDPOA as well as the
branch and bound algorithms GBBCA and GBBOA are exact algorithms, whereas
SA is a heuristic technique, which is not guaranteed to find a convex hull policy vec-
tor (though the solution it finds might be better than a convex hull solution). Thus,
the distortion-rate points reachable with SA are generally of lower quality than those
reachable with exact methods (Fig. 4.5–4.7). Fig. 4.5–4.7 (a) show the distortion-
rate points reachable with the considered algorithms for the channel conditions
of Fig. 3.5 where the loss probability on forward and backward channel was 0.2.
Fig. 4.5–4.7 (b) show the same experiment with the channel conditions of Fig. 3.6
where the loss probability on forward and backward channel was 0.05. The differ-
ence between the distortion-rate reachable with SA and the convex hull reachable
with GDPCA was larger with larger loss probabilities. We also did this experiment
with the channel conditions of Fig. 3.7 where the loss probability of forward and
backward channel was only 0.01. In this case, almost all distortion-rate points on
the convex hull were reachable with SA, we do not show figures for this experiment.
Note that the convex hull policy vectors (found by GDPCA) are only a small subset
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(a)

G1 G2 G3

N GBBOA GDPOA GBBOA GDPOA GBBOA GDPOA
3 267627171 19550 306717244 43975 169711601 20300
4 88542 187191 152433
6 690750 1321074 1667088
8 4910256 8520984 7970220

(b)

G1 G2 G3

N GBBOA GDPOA GBBOA GDPOA GBBOA GDPOA
3 1023000 20 1094000 38 566000 19
4 57 130 110
6 460 930 1390
8 2960 5250 6310

Table 4.5: Number of checked policy vectors (a) and computation times in mil-
liseconds (b) by GBBOA and GDPOA for the dependency graphs G1, G2, and G3

of Fig. 4.4. N denotes the number of transmission opportunities. The channel
parameters are as in Fig. 3.5.

Figure Computation time (ms) with algorithm
SA GDPCA GDPOA

4.5(a) 0.5 0.5 55.3
4.5(b) 3.9 1.2 57.5
4.6(a) 0.2 0.7 143.2
4.6(b) 2.9 1.1 146.4
4.7(a) 0.6 0.8 107.9
4.7(b) 4.1 1.1 355.4

Table 4.6: Computation times for the results shown in the figures of this section.

of all optimal policy vectors (found by GDPOA), so a rate-distortion optimizing
streaming system that is using only convex hull based optimization methods can of-
fer only a limited number of transmission rates which is even smaller when only the
SA algorithm is used. The computation times of the results shown in Fig. 4.5–4.7
are given in Table 4.6. The times of SA and GDPCA were similar, whereas GDPOA
needed significantly more time for finding its results. Note that the computation
times of all three methods were different for the two different sets of channel con-
ditions. In the case of GDPOA, the computation times were also different with
different dependency graphs, although all three dependency graphs used were of the
same size.

More results can be found in [50,53].
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4.5 Conclusion

The widely used SA algorithm is very fast and generally finds high-quality solutions.
However, in some cases, especially when the channel has high loss rates, the solutions
can be poor. We presented branch and bound algorithms that are exact, but of much
higher time complexity than the SA algorithm. Unless there are very few data units
in a group, the branch and bound algorithms take too much time to be useful in a
practical application. However, they are a valuable tool to evaluate the quality of the
solutions of faster heuristic algorithms. Our branch and bound algorithms are the
only algorithms that are exact for any dependency graph. We showed that optimal
solutions can be efficiently computed with dynamic programming algorithms when
the dependency graph of the data units is tree reducible. These algorithms are much
faster in practice than the branch and bound algorithms. Moreover, in contrast to
the branch and bound algorithms, they are feasible for very large dependency graphs.
We did not compare our algorithms to the heuristic techniques of [8, 25], which are
faster than the SA algorithm. However, the experiments in [8, 25] indicate that the
solutions found by these techniques are significantly worse than those found by the
SA algorithm.
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Figure 4.5: Operational distortion-rate curve of GDPCA, GDPOA, and SA for the
dependency graph G1 of Fig. 4.4 with N = 4 and channel conditions (a) as in Fig. 3.5
and (b) as in Fig. 3.6.
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Figure 4.6: Operational distortion-rate curve of GDPCA, GDPOA, and SA for the
dependency graph G2 of Fig. 4.4 with N = 4 and channel conditions (a) as in Fig. 3.5
and (b) as in Fig. 3.6.
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Figure 4.7: Operational distortion-rate curve of GDPCA, GDPOA, and SA for the
dependency graph G3 of Fig. 4.4 with N = 4 and channel conditions (a) as in Fig. 3.5
and (b) as in Fig. 3.6.



Chapter 5

Heuristics for the Transmission of
a Group of Data Units

We propose two heuristic methods that can be used in conjunction with the dynamic
programming algorithms described in Section 4.3.3. In the first method, we try to
reduce the complexity of the algorithms by reducing the size of the policy vector
sets obtained for the subtrees of the dependency tree. In the second heuristics, we
propose to approximate an arbitrary dependency graph with a tree-reducible graph,
so that dynamic programming on subtrees can still be applied.

5.1 Thinning

Both time and space complexity of the dynamic programming methods presented in
Section 4.3.3 depend on the size of the intermediate results ~ΓTi

(resp. ~ΠTi
), the sets

of convex hull (resp. optimal) policy vectors for the full subtrees Ti of a dependency
tree T . The sizes of these sets depend on all input parameters, the dependency
tree, the values of Bi and ∆Di, i = 1, . . . , L, the set of convex hull policies (resp.
the set of optimal policies), but cannot be predicted from them easily. In worst-
case situations, the intermediate results can grow exponentially with the number
of recursions. However, in real-time applications, we have constraints on running
time and memory consumption and thus, we have to control the sizes of the inter-
mediate results regardless the actual input parameters. We propose a thinning of
the intermediate results to reduce their size, if needed. This thinning may lead to
sub-optimal policy vectors in the final result, but as a consequence of the following
proposition, the distortion increase in the final result is bounded.

Proposition 5.1. If ~π∗ = (π∗1, . . . , π
∗
L) and ~π′ = (π′1, . . . , π

′
L) are policy vectors

for a dependency tree T , ~π∗i and ~π′i are policy subvectors of ~π∗ and ~π′, respectively,
for a full subtree Ti of T , Ti 6= T , and π∗k = π′k for all k ∈ V (T ) \ V (Ti), then
|DT (~π′)−DT (~π∗)| ≤ |DTi

(~π′i)−DTi
(~π∗i )|.

Proof. If Ti is a direct subtree of T , then let Tr be the root graph of T and Tj be
the direct subforest of T with V (Tj) = (V (T ) \ V (Ti)) \ {r(T )}. Let ~π∗ = ~π0 × ~π∗i

59
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and ~π′ = ~π0 × ~π′i with ~π0 = ~πr × ~πj where ~πr is the policy subvector of ~π0 for Tr

and ~πj is the policy subvector of ~π0 for Tj. Let ~πr = (πr(T )). Since Ti and Tj are
independent in T , we can apply (4.6) and (4.8) and get

|DT (~π′)−DT (~π∗)| = |(1−ε(πr(T )))(DTi
(~π′i)−DTi

(~π∗i ))| ≤ |DTi
(~π′i)−DTi

(~π∗i )|, (5.1)

since 0 ≤ ε(πr(T )) ≤ 1.

If Ti is not a direct subtree of T , then there exist full subtrees Ti1 , . . . , Tik of T
such that Til+1

is a direct subtree of Til for l = 1, . . . , k − 1, Ti1 is a direct subtree
of T , and Ti is a direct subtree of Tik . Let ~π′il and ~π∗il be the policy subvectors of ~π′

and ~π∗, respectively, for Til , l = 1, . . . , k. With (5.1) we get |DT (~π′) − DT (~π∗)| ≤
|DTi1

(~π′i1)−DTi1
(~π∗i1)| ≤ · · · ≤ |DTik

(~π′ik)−DTik
(~π∗ik)| ≤ |DTi

(~π′i)−DTi
(~π∗i )|.

We do the thinning of ~ΠTi
as follows. Let ~ΠTi

(k), k = 0, . . . , |~ΠTi
| − 1 be the kth

policy vector of ~ΠTi
in decreasing DTi

(~ΠTi
(k)) order. For each k = 1, . . . , |~ΠTi

| − 1,
we compute a value δk which approximates the increase in the expected distortion
for all rates in the interval [RTi

(~ΠTi
(k)), RTi

(~ΠTi
(k+1))) for k = 1, . . . , |~ΠTi

|−2 or in

the interval [RTi
(~ΠTi

(k)),∞) for k = |~ΠTi
| − 1 due to discarding ~ΠTi

(k). From (5.1)
we can see that the effect of discarding a policy vector on the distortion reductions of
the next intermediate or of the final result is proportional to 1− ε(πr(T )). However,
πr(T ) is not known at the time of the thinning process, but ε(πr(T )) and DTi

(~πi)
are usually highly correlated. In order to compensate for the factor 1 − ε(πr(T ))

in (5.1), we approximate it by γk = (DTi
(~ΠTi

(k)) − Dmin)/(Dmax − Dmin) with

Dmax = DTi
(~ΠTi

(0)) and Dmin = DTi
(~ΠTi

(|~ΠTi
| − 1)) and set δk = (DTi

(~ΠTi
(k −

1)) −DTi
(~ΠTi

(k)))/γk. We want to remove policy vectors from ~ΠTi
for which δk is

small. So for each removal of a policy vector, we find k∗ = arg mink δk. Then, if
k∗ < |~ΠTi

| − 1, we set δk∗+1 = δk∗+1 + δk∗ . Finally, we remove ~ΠTi
(k∗) from ~ΠTi

.

Note that δk is always associated with ~ΠTi
(k), so δk∗ is also removed.

For the thinning of ~ΓTi
, we use exactly the same method. The removals are

repeated until a stopping criterion is satisfied. There are several choices for this
stopping criterion. One choice is to remove policy vectors as long as δk∗ < δmax.
In this case, the maximal increase in distortion of the final result, compared to
the optimal policy vectors, is bounded by Lδmax if the thinning is done for each
~ΓTi

(resp. ~ΠTi
). Another choice is to stop as soon as |~ΓTi

| (resp. ~ΠTi
) is below a

certain size limit s. Here, both the time and the space complexities become bounded
by O(|V (T )|2|Γ|s log s) for CHBuild(T ) (resp. O(|V (T )|s2) for OPBuild(T )), where
Γ is the set of convex hull policies. A third choice of the stopping criterion is a
combination of the other two. Note that it is not useful to do a thinning on the
final result because this would not improve time or space complexity but the result
would be worse.
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5.2 Dynamic Programming with Arbitrary De-

pendency Graphs

If the dependency graph G is tree reducible, its dependency tree T satisfies DT (~π) =
DG(~π) for all policy vectors ~π (Proposition 4.4). Since the expected rate is also the
same for T and G, the set of optimal policy vectors for G is equal to the set of
optimal policy vectors for T , which can be efficiently computed with the methods
of Section 4.3.3. However, if the transitive reduction of G is not a tree (i.e., G is
not tree reducible), one usually cannot construct a tree T having the same nodes
as G such that DT (~π) = DG(~π). Nevertheless, we will show that it is possible to
construct a tree T such that a policy vector that is optimal for some expected rate
for T does not result in a worse expected distortion when used for G. Once this
tree is available, we apply the dynamic programming algorithms of Section 4.3.3 to
compute optimal policy vectors for the tree and use these policy vectors as heuristic
solutions for the original graph G. In the remaining of the section, we explain how
to construct one such tree.

Szwarcfiter [60] showed that a DAG is tree reducible if and only if its transitive
closure does not contain the graph shown in Figure 5.1(a) as an induced subgraph.
We call this graph the forbidden subgraph. Let G be a dependency graph that is
not tree reducible. To eliminate all forbidden subgraphs from G, we have to decide
for each pair of independent vertices {a, b} ⊂ V (G) having a common descendant
whether we add (a, b) or (b, a) to E(G). The choices should be compatible with G,
thus not creating any cycle. A natural way of choosing the edges to add is using the
stream order since it usually is compatible with the dependency graph and it usually
places more important data units before less important ones. If the stream order is
not compatible with the dependency graph, we can use any other compatible total
order, such as one obtained from a topological sorting of the dependency graph.
Let S be the chosen compatible order and let S(a) denote the rank of data unit a
in S. If S(a) < S(b), we add (a, b). Otherwise, we add (b, a). When G is weakly
connected, the transitive reduction of the DAG resulting from these edge additions
is a tree and unique by definition. We denote this tree by T (G, S).

Instead of eliminating the forbidden subgraphs from the original dependency
graph G, it is more convenient to eliminate them from the transitive reduction of
G. In this way, we will not add any redundant edges, and we will directly get the
tree that we are interested in. This approach is justified by the fact that a DAG is
tree reducible if and only if its transitive reduction does not contain the forbidden
subgraph. Indeed, if the transitive closure of a DAG G contains the forbidden
subgraph as an induced subgraph, then the transitive reduction of G must contain
exactly one path p1 from a to x and exactly one path p2 from b to x, but no path from
a to b or from b to a. Since p1 and p2 have the same end and different beginnings, the
subgraph that is given by the union of p1 and p2 and hence the transitive reduction
of G must contain the forbidden subgraph. Conversely, if the transitive reduction of
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Figure 5.1: (a) Forbidden subgraph. (b) Transitive reduction of the forbidden sub-
graph with (a, b) added; (c) Transitive reduction of the forbidden subgraph with
(b, a) added.

Algorithm 5.1 Constructing a tree for a weakly connected dependency graph T
and a compatible total order S

1. Compute the transitive reduction T of G, T = Gt.

2. Repeat the following steps as long as T has a vertex with an in-degree greater
than 1:

(a) Pick a vertex x of V (T ) that has an in-degree greater than 1 and pick
two predecessors a and b of x such that S(a) < S(b).

(b) Add the edge (a, b) to T .

(c) Remove all edges (x, y) 6= (a, b) where x � a and b � y from T .

a DAG contains the forbidden subgraph, it is clearly not a tree since the in-degree
of x is greater than 1.

After computing the transitive reduction of G, we add an edge in a forbidden
subgraph and transform the resulting DAG into its transitive reduction by removing
all redundant edges from it. Suppose that we add the edge (a, b) (resp. (b, a)) in
the forbidden subgraph of Figure 5.1(a). Then the edge (a, x) (resp. (b, x)) will be
redundant and the forbidden subgraph becomes a chain in the transitive reduction
of the new DAG (see Figures 5.1(b) and 5.1(c)). This process is repeated until all
forbidden subgraphs are eliminated, at which time we will have a tree T . Since
we only remove redundant edges, and all added edges are between vertices that are
independent and have a common descendant, the transitive closure of T is the same
as the transitive closure of T (G, S), hence T = T (G, S).

Our algorithm for constructing a tree for an arbitrary weakly connected depen-
dency graph G and a total order S compatible with G is summarized in Algorithm
5.1.

The tree T that results from this algorithm satisfies V (T ) = V (G) and E(T T ) ⊇
E(G). Furthermore, (2.4) gives

DG(~π) ≤ −
∑

i∈V (T )

∆Di

∏
i′�T i

(1− ε(πi′)) = DT (~π),
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since {(i′, i)|i′ �G i} = E(G) ⊆ E(T T ) = {(i′, i)| i′ �T i} and 0 ≤ ε(π) ≤ 1 for all
policies π.

The properties of T are summarized in the following proposition.

Proposition 5.2. Let G be a weakly connected dependency graph. Then there exists
a tree T such that V (T ) = V (G) and for any policy vector ~π for G, we have DT (~π) ≥
DG(~π).

The time complexity of the algorithm is O(|V (G)|2 + |V (G)||E(G)|) since the
transitive reduction of G can be computed in O(|V (G)||E(G)|) time [29] and the
number of edges that can be added in Step 2b as well as the number of edges that
can be removed in Step 2c is bounded by |V (G)|2.

5.3 Experimental Results

We present two sets of experiments for the methods developed in this chapter. In the
first one, we considered tree-reducible dependency graphs and applied the dynamic
programming algorithms described in Section 4.3.3 with the thinning heuristic of
Section 5.1. In the second set of experiments, we considered dependency graphs
that are not tree reducible and applied the method described in Section 5.2, that is,
we first approximate the dependency graph with a tree before using dynamic pro-
gramming. The experiments compare the time complexity and the rate-distortion
performance of the proposed algorithms to those of the SA algorithm [22] and the
branch and bound algorithms of Section 4.3.2. Here the SA algorithm was used
in its fastest implementation that exploits the branch and bound technique of Sec-
tion 3.3.3 to minimize the Lagrangian for a single data unit. To measure the time
complexity, we used the number of policy vectors that were checked by an algorithm
and the computation time. The number of policy vectors checked is more objective
than the computation time because it is independent of both the hardware and the
implementation. The computation time, which was measured on an AMD Athlon
XP, 1400 MHz, PC133, is also provided because it gives an idea on the practical
speed of the algorithms. Note that evaluating the time complexity with the number
of policy vectors checked slightly favors the SA algorithm and the branch and bound
algorithms over the dynamic programming algorithms because the latter can check
any policy vector in amortized constant time, whereas the former require time linear
in the number of vertices of the graph for each check. Also note that all computation
times reported in the following do not include a preprocessing step needed to the
set of optimal (resp. convex hull) policies. This preprocessing step took less than 1
ms in all cases.

The time interval between two transmission opportunities was ∆s = 50 ms.
The delivery deadline for N transmission opportunities s0, . . . , sN−1 was sDTS =
sN−1 + ∆s. The network was modeled as an independent time-invariant packet
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erasure channel with random delays [22]. We denote by εF and εB the packet loss
probability of the forward channel and the backward channel, respectively.

5.3.1 Thinning

In this section, we compare the dynamic programming algorithms of Section 4.3.3
with the thinning heuristic of Section 5.1 to the same algorithms applied without
thinning, and to the SA algorithm [22]. The dynamic programming algorithm for
computing all optimal policy vectors is denoted by GDPOA, the dynamic program-
ming algorithm for computing all convex hull policy vectors is denoted by GDPCA.
When we apply the thinning heuristic, we denote the algorithms by GDPOAT and
GDPCAT, respectively. We show the effect of the thinning heuristic on both, the
complexity of the methods and the quality of the results, using the same tree re-
ducible dependency graphs as in Section 4.4.2.

Table 5.1 compares the complexity of the dynamic programing algorithm for
computing all optimal policy vectors when used with and without thinning. The
thinning was done with a size limit of s = 256 policy vectors for each interme-
diate result. The thinning allowed considerable complexity reduction, which was
penalized by a small quality loss of the solutions (Fig. 5.2–5.4). We also show oper-
ational distortion-rate curves for the SA algorithm. For low rates, all shown dynamic
programming methods gave better results than the SA algorithm, even when only
s = 64 policy vectors were kept in each intermediate result. SA performed worse
because it only looks for convex hull policy vectors, but the distortion-rate curves
were non-convex for low rates. For higher rates, the distortion-rate points found
with GDPOAT and s = 64 were worse than those found with the SA algorithm
when the channel loss probabilities were high (parts (a) of the figures). We also ran
the method GDPCAT with the settings of figures 5.2–5.4. The thinning heuristic,
even when the size of intermediate results was limited to only 64 policy vectors,
did not introduce any loss in the results of GDPCA. As GDPCA was as fast as SA
(Table 4.6), it did not seem useful to limit the size of intermediate results even fur-
ther, so we do not show curves comparing GDPCA and GDPCAT. The computation
times of the results shown in figures 5.2–5.4 are given in Table 5.2. The thinning
lead to a significant speed up, but SA was faster than GDPOAT with both thinning
settings.

Figure 5.5 shows the effect of increasing the number of packets in the dependency
graph on the computation time. For this experiment, we used H.264 to encode 90
frames of the Foreman sequence at 318 kilobits/s with a frame rate of 25 frames/s.
The frame sequence was IPP . . . PP. Since no B-frames were used, the dependency
graph was a chain. The results show that the dynamic programming methods with
thinning were feasible when the number of packets is large. Moreover, GDPCA and
GDPCAT were even faster than SA in some instances.

More results can be found in [50] and [53].
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Figure 5.2: Operational distortion-rate curve of SA, GDPOAT, and GDPOA for
the dependency graph G1 of Fig. 4.4 with N = 8 and channel conditions (a) as in
Fig. 3.5 and (b) as in Fig. 3.6. The thinning was done with a size limit of s for each
intermediate result.
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Figure 5.3: Operational distortion-rate curve of SA, GDPOAT, and GDPOA for
the dependency graph G2 of Fig. 4.4 with N = 8 and channel conditions (a) as in
Fig. 3.5 and (b) as in Fig. 3.6. The thinning was done with a size limit of s for each
intermediate result.
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Figure 5.4: Operational distortion-rate curve of SA, GDPOAT, and GDPOA for
the dependency graph G3 of Fig. 4.4 with N = 8 and channel conditions (a) as in
Fig. 3.5 and (b) as in Fig. 3.6. The thinning was done with a size limit of s for each
intermediate result.
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Figure 5.5: Computation time of the optimization as a function of the number of
data units in the dependency graph. Results are given for SA, GDPOA, GDPOA
with the thinning technique of Section 5.1, GDPCA, and GDPCA with the thinning
technique of Section 5.1 using s = 256. The optimizations are done for an expected
transmission rate of 500 kb/s. The number of transmission opportunities is N = 8.
The channel parameters are (a) as in Fig. 3.5 and (b) as in Fig. 3.6.
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(a)

G1 G2 G3

N GDPOA GDPOAT GDPOA GDPOAT GDPOA GDPOAT
4 88542 27063 187191 27945 152433 28737
6 690750 61272 1321074 61632 1667088 61938
8 4910256 127332 8520984 126792 7970220 127764

(b)

G1 G2 G3

N GDPOA GDPOAT GDPOA GDPOAT GDPOA GDPOAT
4 57 23.9 130 27.7 110 29.8
6 460 45.5 930 51.2 1390 62.6
8 2960 84.8 5250 96.5 6310 127.6

Table 5.1: Number of checked policy vectors (a) and computation times in mil-
liseconds (b) by GDPOA and GDPOA with the thinning technique of Section 5.1
(GDPOAT) using a size limit of s = 256 policy vectors for the dependency graphs
G1, G2, and G3 of Fig. 4.4. N denotes the number of transmission opportunities.
The channel parameters are as in Fig. 3.5.

Figure Computation time (ms) with algorithm
SA GDPOA GDPOAT (s=256) GDPOAT (s=64)

5.2(a) 11.7 2950 80.2 32.9
5.2(b) 14.9 2470 73.1 32.3
5.3(a) 9.6 5240 98.1 36.0
5.3(b) 14.5 3580 79.2 26.5
5.4(a) 9.3 6330 129.1 52.0
5.4(b) 13.0 7920 90.2 30.4

Table 5.2: Computation times for the results shown in the figures of this section.

5.3.2 Arbitrary Dependencies

We now give experimental results for the method proposed in Section 5.2 for handling
arbitrary dependency graphs. This heuristic method first adds dependencies to
make the graph tree reducible, then applies dynamic programming on subtrees.
We compare this approach to the SA algorithm [22] and to the branch and bound
algorithms of Section 4.3.2.

We report results for two dependency graphs that are not tree reducible. The
first one, G4 (Figure 5.6), consists of 30 data units obtained by encoding the first
16 frames of the Foreman video sequence in CIF size with H.264 at 320 kilobits/s
with a frame rate of 25 frames/s. In contrast to the dependency graph G2, we now
limited the size of the data units created by the H.264 encoder to 1400 bytes. This
is a more practical setting than the one used with G2, because it ensures that each
data unit of the stream can be transmitted in a network packet.
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The second dependency graph, G5 (Figure 5.7), consists of 29 data units obtained
by encoding the first 16 frames of the Coastguard video sequence in CIF size with
H.264 at 320 kilobits/s with a frame rate of 25 frames/s. Again, the size of the data
units created by the H.264 encoder was limited to 1400 bytes.

The trees obtained by running the algorithm of Section 5.2 on G4 and G5 are
shown in Figure 5.8. The algorithm computed the tree from G4 in 10.2 ms and the
tree from G5 in 8.5 ms.

Figure 5.9 shows distortion-rate curves for the dependency graph G4. Algorithm
GDPOA (resp. GDPOAT) computes the solutions by applying dynamic program-
ming without thinning (resp. with thinning) to the tree constructed according to
the method described in Section 5.2. When thinning was used, no more than 256
policy vectors were kept at each intermediate result. For low rates, the SA algorithm
found only the policy vector with expected rate 0 because it is restricted to convex
hull policy vectors. The solutions found with GDPOA and GDPOAT were generally
better than those computed with the SA algorithm.

Figure 5.10 shows the performance of the same algorithms for the dependency
graph G5. Again, the SA algorithm found only the convex hull policy vector with
expected rate 0 for low rates because of its convex hull restriction. For higher rates,
the difference between the expected distortion of SA, GDPOA, and GDPOAT was
small.

Figures 5.11 (resp. 5.12) show the performance of the dynamic programming
algorithm GDPCA applied to the trees constructed from G4 (resp. G5). For G4 and
expected rates from about 400 kilobits to about 580 kilobits, GDPCA found policy
vectors with significantly lower expected distortion than the policy vectors found by
SA.

We could not include a branch and bound algorithm in the last four figures
because of the complexity of the branch and bound algorithms. In order to compare
the results obtained with the tree construction heuristic to a distortion-rate curve
that is known to be optimal, we ran the branch and bound algorithm GBBOA on a
subgraph of G4 consisting of only the first ten data units, which contain the first four
frames. We then applied the algorithm GDPOA on the tree constructed from this
subgraph of G4. The results of both methods and the operational distortion-rate
curve obtained with the SA algorithm are shown in Figure 5.13. There is a small
deviation of the result found with GDPOA from the optimal distortion-rate curve
found with GBBOA in the expected rate interval from 70 to 110 kilobits. However,
the SA algorithm can not find better solutions in this rate interval. Figure 5.14
shows a similar behavior of the three methods on a subgraph of G5 that consists of
only the first nine data units, which contain again the first four frames.

As the branch and bound algorithm GBBCA is less complex than the algorithm
GBBOA, we could evaluate the effect of the tree construction heuristic on the dy-
namic programming method GDPCA on larger dependency graphs. Figures 5.15
(resp. 5.16) compare the operational distortion-rate curves obtained with GBBCA,
GDPCA and SA from subgraphs consisting of only the first 15 (resp. 14) data units
of G4 (resp. G5), which contain the first seven frames. The difference between the
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Figure 5.6: Dependency graph G4 with data unit attributes, obtained from an H.264
encoding of 16 frames of the Foreman video sequence. For simplicity, only the
transitive reductions of the graphs are shown. The boxes bounded by a dashed line
indicate the frames with the frame numbers in playback order and the frame types
in parentheses. The boxes bounded by a full line indicate the data units with the
data unit number in stream order, the size B and the distortion reduction ∆D of
the data unit.
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Figure 5.7: Dependency graph G5 with data unit attributes, obtained from an H.264
encoding of 16 frames of the Coastguard video sequence. For simplicity, only the
transitive reductions of the graphs are shown. The boxes bounded by a dashed line
indicate the frames with the frame numbers in playback order and the frame types
in parentheses. The boxes bounded by a full line indicate the data units with the
data unit number in transmission order, the size B and the distortion reduction ∆D
of the data unit.
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Figure 5.8: Trees obtained from dependency graphs (a) G4 and (b) G5.

curves found with GBBCA and GDPCA is small with both subgraphs. The SA algo-
rithm did not find all convex hull policy vectors, so its rate-distortion performance
is worse than the rate-distortion performance of the other two methods for some
expected rates. Again we did not include results for GDPCAT because the thinning
with a size limit of 64 policy vectors for intermediate results did not introduce any
loss and GDPCA was faster than SA, even without thinning (Table 5.3).

The small difference between the results of the branch and bound methods and
the results of the dynamic programming methods applied with the tree construction
heuristic indicate that the loss introduced by the tree construction heuristic is very
small.

The computation times for the results shown in this section are given in Table 5.3.
Note that GDPCA was always faster than the SA algorithm.

More results can be found in [52,53].

5.4 Conclusion

We presented two heuristics that can be applied to the dynamic programming al-
gorithms proposed in Section 4.3.3 for computing optimal policy vectors for tree
reducible dependency graphs. One heuristic reduces the computational complexity
of the dynamic programming methods by discarding parts of intermediate results.
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Figure Computation time (ms) with algorithm
SA GDPOA GDPOAT GDPCA GBBOA GBBCA

5.9(a) 61.9 30200 229.5
5.9(b) 191.2 23590 178.3
5.10(a) 84.2 24020 240.0
5.10(b) 163.2 45210 170.0
5.11 62.8 8.2
5.12 86.6 8.1
5.13 2.2 380 1665453000
5.14 1.9 410 13100000
5.15 7.8 2.3 146607000
5.16 7.7 2.2 14138000

Table 5.3: Computation times for the results shown in this section.

The other heuristic transforms an arbitrary dependency graph into a tree such that
the dynamic programming algorithms of Section 4.3.3 can be applied. The heuristic
guarantees that the expected distortion of a policy vector computed for the tree
that resulted from the transformation is not worse when computed for the original
dependency graph. Both heuristics can be combined and make the dynamic pro-
graming algorithms of Section 4.3.3 suitable for application in a practical streaming
system. The experiments shown in this chapter also suggest that Lagrangian based
methods, such as the SA algorithm of Chou and Miao [22] or our algorithms for
computing convex hull policy vectors, can be problematic in a practical application
because a significant portion of available streaming rates may not be accessible by
these methods.
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Figure 5.9: Operational distortion-rate curves for G4 with SA, GDPOA, and
GDPOA with the thinning technique of Section 5.1 (GDPOAT), using s = 256.
The number of transmission opportunities is N = 8. The channel parameters are
(a) as in Fig. 3.5 and (b) as in Fig. 3.6.
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Figure 5.10: Operational distortion-rate curves for G5 with SA, GDPOA, and
GDPOA with the thinning technique of Section 5.1 (GDPOAT), using s = 256.
The number of transmission opportunities is N = 8. The channel parameters are
(a) as in Fig. 3.5 and (b) as in Fig. 3.6.
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Figure 5.11: Operational distortion-rate curves for G4 with SA and GDPCA. The
number of transmission opportunities is N = 8. The channel parameters are as in
Fig. 3.5.
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Figure 5.12: Operational distortion-rate curves for G5 with SA and GDPCA. The
number of transmission opportunities is N = 8. The channel parameters are as in
Fig. 3.5.
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Figure 5.13: Operational distortion-rate curves for a subgraph consisting of the first
4 frames of G4 with SA, GBBOA, GDPOA. The number of transmission opportu-
nities is N = 8. The channel parameters are as in Fig. 3.5.
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Figure 5.14: Operational distortion-rate curves for a subgraph consisting of the first
4 frames of G5 with SA, GBBOA, GDPOA. The number of transmission opportu-
nities is N = 8. The channel parameters are as in Fig. 3.5.
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Figure 5.15: Operational distortion-rate curves for a subgraph consisting of the first
8 frames of G4 with SA, GBBCA, GDPCA. The number of transmission opportu-
nities is N = 8. The channel parameters are as in Fig. 3.5.
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Figure 5.16: Operational distortion-rate curves for a subgraph consisting of the first
8 frames of G5 with SA, GBBCA, GDPCA. The number of transmission opportu-
nities is N = 8. The channel parameters are as in Fig. 3.5.





Chapter 6

A Streaming Experiment over an
Internet Connection

In this chapter, we report the results of a test of a video streaming system that uses
the algorithms presented in this thesis on an Internet connection.

6.1 Streaming System

For this test, we implemented a video streaming system that measures the channel
conditions during the transmission process and optimizes its transmission strategy
accordingly. Our streaming system uses transmission with feedback, and UDP as
transport protocol. For each data unit P that the server wants to send to a client,
it creates a UDP packet P and sends it to the client. Each UDP packet is composed
of three parts, a unique packet identifier P I , a time stamp P T and a payload P P .
P I consists of two 32 bit integer values, the first one contains the number of the
data unit in stream order, the second one contains the number of the transmission
opportunity at which the packet is sent. P T is a 64 bit floating point value that
contains the time at which P was sent. P P contains the actual data unit. For each
packet P that a client receives, it sends a feedback packet P back to the server. P
is a UDP packet that contains three parts, a unique packet identifier P I , a time
stamp P T and a packet count PC . P I are the same two 32 bit integer value as in
the received packet, P I = P I . P T is a 64 bit floating point value that contains the
time at which P was sent. PC is a 32 bit integer value that contains the number of
packets that were received by the client up to the reception of P .

Our streaming server uses the information contained in the feedback packets to
build a model of the transmission channel. As in [51], the channel is modeled by
means of extended random variables FTT and BTT , which combine loss and delay.
Instead of assuming a particular class of probability distributions as in the previous
experiments, we found it more convenient to model the delay distributions directly
from trip time measurements using an empirical distribution function. In the previ-
ous experiments, we assumed that the delay follows a shifted gamma distribution.
The motivation is that packets pass a number of routers, each of which introduces
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an exponentially distributed delay. The sum of these exponential distributions is a
gamma distribution only if we assume that all exponential distributions are identi-
cal. While this assumption may be true for short distance network connections such
as connections within an intranet, our experiments did not validate it for many long
distance connections.

Assuming that the clocks of server and client are synchronized, the server com-
putes the forward and backward trip times of a UDP packet P for which the feedback
packet P was received by ftt(P ) = P T −P T , btt(P ) = PR−P T , respectively, where
PR is the time at which P was received. The empirical distribution function of the
forward trip time FTT is given by P{FTT ≤ x} = |{P |ftt(P ) ≤ x}|/f where f is
the number of feedback packets received. The empirical distribution function of the
backward trip time BTT is given by P{BTT ≤ x} = |{P |btt(P ) ≤ x}|/f . The loss
probabilities εF and εB are estimated by relative frequencies. At each reception of a
feedback packet P , the server computes εF and εB by εF = (PC −PC +1)/(PC +1)
and εB = (PC − f + 1)/(PC + 1), respectively, where PC is the number of packets
sent up to sending P . We intentionally overestimate εF and εB slightly in order to
never assume εF or εB to be 0. Assuming εF or εB to equal 0 can lead to numerical
instability of the optimization algorithms because it will result in a large number of
transmission strategies that have the same expected rate and distortion.

When streaming a video from a server to a client, our streaming system passes
through two phases. The first one is the initialization phase, the second one is
the streaming phase. In the initialization phase, server and client exchange packets
which are not part of the video stream in order to synchronize their clocks and to
obtain an initial channel model. The method that we use for clock synchronization
was derived from the network time protocol (NTP) [38]. The goal is to measure
the offset between the clocks of server and client. In order to obtain an estimate of
the clock offset, the server sends a UDP packet P to the client which immediately
responds by sending a feedback packet P back to the server. On reception of the
feedback packet, the server can compute an estimate θ of the clock offset by θ =
(2P T −P T −PR)/2. Averaging measurements from a series of packet and feedback
packet pairs yields a final estimate θ̄ of the clock offset which the server subtracts
from all received values of P T when computing ftt(P ) and btt(P ). In our experiment,
the initialization phase consisted of exchanging 50 packet and feedback packet pairs
between server and client. The packets exchanged during the initialization phase
are not only used to estimate the clock offset but also to build an initial channel
model by computing empirical distribution functions of FTT and BTT and values
of εF or εB as described above.

In the streaming phase, a transmission strategy is computed and the actual video
stream is transmitted. The channel conditions are still being monitored in order to
allow for updates of the channel model. To limit the computational complexity,
transmission strategies are not computed for a complete video sequence, but for
single groups of frames, which are decodable independently. This also allows to
update the channel model during transmission of the video sequence in order to
react to changes of the channel statistics.
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6.2 Experiment Setup

In our experiment, we used the 400 frames Foreman sequence in CIF format, which
has a length of 16 seconds at 25 frames/s. We encoded the sequence using H.264
at 312 kilobits/s. Each group of frames consisted of 10 frames. The frame sequence
within each group of frames was IBBPBBPBBP. We limited the size of the data
units created by the H.264 encoder to 1400 bytes in order to make each data unit
fit into one network packet. This resulted in an average number of data units per
group of frames of 18. The transmission strategies were computed online using the
algorithm of Section 4.3.3 in combination with the thinning heuristic of Section 5.1
(GDPOAT). 512 policy vectors were kept in each intermediate set. Since the data
unit dependencies of the H.264 encoding were not tree-reducible, we also used the
heuristic of Section 5.2. The transmission strategies were computed on a notebook
computer with a 1300 MHz Pentium M processor and a memory size of 512 MB. We
limit the number of packets that can be potentially sent at the same transmission
opportunity by using a window control scheme similar to the one proposed in [21].
In our scheme, the first transmission opportunity s0 for a data unit is at time
sDTS−N∆s, where sDTS is the delivery deadline for the data unit, N is the number
of transmission opportunities, and ∆s is the time interval between two successive
transmission opportunities. Each data unit had eight transmission opportunities
spaced equidistantly at 120 ms intervals. Our streaming system had an end-to-end
delay of 960 ms, meaning that the delivery deadline for all data units belonging to
the first frame was 960 ms after the start of the streaming session. The delivery
deadlines for the other data units were set to the decoding time stamps of their
respective frames, according to frame rate and frame dependencies.

To run our streaming system on machines of our department in Konstanz, Ger-
many, and still use a long distance Internet connection, we used a UDP packet
reflector server which echoes all UDP packets that it receives on a certain port back
to the sender. The UDP packet reflector server was located in Minsk, Belarus. Thus,
each packet from the server to the client and also each feedback packet from the
client to the server was sent over the connection Konstanz-Minsk-Konstanz.

The streaming experiment consisted of three parts. In the first part, 100 trans-
missions of the Foreman sequence were done consecutively without pause, which
simulates the transmission of one video sequence having a length of 26 minutes and
40 seconds. The target bitrate was 325 kilobits/s. The channel model was updated
after each transmission of a complete Foreman sequence. We saved the channel mod-
els of the 100 transmission runs and computed the policy vectors with three other
methods in the second part of the experiment. The first one is a heuristic scheme
that uses packet replication. I-frames are sent up to three times: at the first trans-
mission opportunity, at the third transmission opportunity if no acknowledgment
was received, and at the fifth transmission opportunity if no acknowledgment was
received. P-frames are sent at most twice: at the first transmission opportunity and
at the third transmission opportunity if no acknowledgment was received. B-frames
are sent only at the first transmission opportunity. This scheme can also be regarded
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as a form of timeout-based ARQ where the timeout period has a length of 240 ms
and the number of retransmissions is limited to two for I-frames, one for P-frames,
and zero for B-frames. The second method is the algorithm of Section 4.3.3 in con-
junction with the thinning heuristic of Section 5.1 (GDPCAT). The third method is
the SA algorithm [22]. The last two methods are based on Lagrange optimization,
we used the fast convex search algorithm of Ramchandran and Vetterli [46] to find
Lagrange multipliers for our target rate, which was the same as in the first part of
the experiment. The third part of the experiment was done in the same way as the
second part, but with an increased target rate of 350 kilobits/s. We used the saved
channel models for comparison of the methods to make sure that all methods are
working with exactly the same channel conditions. On a real channel, each method
would have seen different channel conditions, making it hard to distinguish between
effects resulting from changing channel conditions and effects resulting from the
different behavior of the methods.

6.3 Results

Figure 6.1 compares expected and observed rates and distortions obtained from 100
transmissions of the Foreman sequence in the first part of the experiment. The
average forward trip time was 75 ms, the average backward trip time was 71 ms, the
average loss frequency of the forward channel was 0.02, the average loss frequency
of the backward channel was 0.004. While the average trip times remained almost
constant throughout the 100 transmissions, the loss frequencies were quite variable.
During most transmissions, the expected and observed rates were almost equal.
However, at transmission 56, the observed rate was significantly higher than the
expected rate, and at transmission 57, the observed rate was significantly lower
than the expected rate. The reason for this behavior is the highly increased loss
frequency on the forward channel in transmission 56. The loss frequency increased
from 0.02 in transmission 55 to 0.28 in transmission 56. At transmission 57, the
loss frequency on the forward channel dropped to 0.03 which results in the lower
than expected rate at this transmission. During all transmissions, the expected and
observed distortions were almost equal.

Figure 6.2 shows the results of the second part of the experiment. For the given
target rate, the SA algorithm always selected the policy vector with expected rate
0 (for this reason SA is not included in the figure). GDPCAT also selected this
poor strategy, but only at five transmission runs. For the other runs, GDPCAT
found high-quality solutions comparable to those of GDPOAT. On the other hand,
the heuristic scheme had a worse distortion than GDPOAT, except for the four
transmission runs where it exceeded the target rate.

Figure 6.3 shows the results for the third part of the experiment when the target
rate was increased to 350 Kb/s. The performance of the heuristic scheme did not
change since the policy vectors of this scheme are independent of the target rate. The
SA algorithm now failed to find meaningful policy vectors at only 11 transmission
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runs. At the other transmission runs, although it matched the target rate better
than GDPOAT and GDPCAT, its expected distortion was not smaller. GDPOAT
and GDPCAT did not reach the target rate because the thinning heuristic tends
to remove policy vectors with high expected rate from the intermediate sets. Since
the number of optimal policy vectors is much larger than the number of convex hull
policy vectors, the thinning heuristic had a stronger effect on GDPOAT than on
GDPCAT.

6.4 Conclusion

We showed how the methods proposed in this thesis can be applied in a practical
streaming system. The solution to the computational complexity problem was to
partition the video sequence into small groups of frames and apply the heuristic
methods of Chapter 5 to the resulting dependency graph. The problem of variable
channel conditions in a real-world network was tackled by channel monitoring and
the use of empirical distribution functions. This solution was successful as long as
the channel statistics did not change abruptly. In many cases, the SA algorithm
could not find a useful solution for the given target rate. The dynamic program-
ming algorithm GDPCA of Section 4.3.3 combined with the thinnig heuristic could
produce solutions that closely match the target transmission rate in most cases,
the dynamic programming algorithm GDPOA combined with the thinning heuristic
found closely matching solutions in all cases.

In our experiments, we assumed that the dependency graphs of all groups of
frames are available in advance. This is a reasonable assumption for streaming pre-
encoded and packetized video data as is the case in video on demand. However,
our system could also be used for live video streaming subject to an additional time
delay of one group of frames.
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Figure 6.1: Channel conditions and expected versus observed (a) rate and (b) dis-
tortion of GDPOAT for 100 transmissions of Foreman over the Internet connection
Konstanz-Minsk-Konstanz.
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Figure 6.2: (a) expected rate and (b) PSNR of the expected distortion of the heuris-
tic scheme, GDPOAT, and GDPCAT for Foreman. The results are given for the
target rate 325 Kb/s and the channel models obtained from the 100 transmissions
over the Internet connection Konstanz-Minsk-Konstanz.
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Figure 6.3: (a) expected rate and (b) PSNR of the expected distortion of the heuris-
tic scheme, SA, GDPOAT, and GDPCAT for Foreman. The results are given for
target rate 350 Kb/s and the channel models obtained from the 100 transmissions
over the Internet connection Konstanz-Minsk-Konstanz.



Chapter 7

Extensions

7.1 Receiver Driven Transmission

In the transmission scenario of transmission with feedback, the feedback channel was
used to inform the sender about the successful reception of a data unit. Another
way of using the feedback channel is to inform the sender about which data units
should be sent. In this case, the receiver decides which data units to request from the
sender and when to schedule retransmissions. The receiver sends request packets,
each containing the number of a data unit, to the sender. The sender then responds
by sending the corresponding data unit. We will refer to this scenario as receiver
driven transmission. Note that in order to make useful decisions, the receiver must
have some information about the stream it receives, such as data unit dependencies,
sizes, and distortion reductions.

In the transmission scenario of receiver driven transmission, that was also intro-
duced in [22], we have N request opportunities r0, . . . , rN−1 at which the receiver
can transmit a request packet to the sender. A request policy τ = (a0, . . . , aN−1) ∈
{0, 1}N for a data unit is defined as follows. If ai = 0, then the receiver should not
send a request packet to the sender at opportunity ri. If ai = 1, then the receiver
should send a request packet to the sender at opportunity ri if the data unit was not
received, and it should not send a request packet otherwise. We denote the action
for request opportunity ri by τ(i), so τ(i) = ai. The error ε(τ) of request policy τ is

ε(τ) =
∏

i:τ(i)=1

P{RTT > sDTS − ri}. (7.1)

We now have RTT instead of FTT since we have to include the transmission of the
request packet to the sender. The cost ρ(τ) of request policy τ is

ρ(τ) =
∑

i:τ(i)=1

 ∏
j<i:τ(j)=1

P{RTT > ri − rj}

 (1− εB). (7.2)

The sum is the same as the cost in the case of transmission with feedback, but
on each request, the sender sends only with a probability of (1 − εB) because the
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request packet is lost with probability εB. With the exception of the dynamic pro-
gramming algorithm for convex hull policies, all algorithms presented in Chapter 3
for the computation of optimal and convex hull policies in the transmission scenario
of transmission with feedback can also be used for the scenario of receiver driven
transmission. We only have to replace replacing transmission policies π by request
policies τ , the definition of the error function in (2.1) by (7.1), and the definition of
the cost function in (2.2) by (7.2). By defining policy vectors as vectors of request
policies and using the appropriate error and cost functions, we can use all methods
of chapters 4 and 5 for computing optimal or close to optimal transmission strategies
for groups of interdependent data units.

When we use receiver driven transmission instead of transmission with feed-
back, we effectively shift the complexity of computing transmission strategies from
the sender to the receiver. This can be desirable in applications where multiple
streaming clients are to be served by one streaming server. With transmission with
feedback, the streaming server must be powerful enough to handle the summed
complexity of computing transmission strategies for all clients. With receiver driven
transmission, each streaming client computes its own request strategies, and a server
can handle a large number of clients without requiring much computing power.

7.2 Multiple Qualities of Service

So far, we have assumed that there is exactly one forward and one backward chan-
nel available, each with its specific FTT and BTT distribution. A sender can only
choose to transmit or not transmit a data unit at a specific transmission oppor-
tunity. We now consider the case that the forward channel can have a number of
different FTT distributions at the choice of the sender, either because there are mul-
tiple forward channels available, or a forward channels allowing a sender to choose
from several FTT distributions. This transmission scenario is known as a multiple
qualities of service scenario. The available qualities of service are indicated by the
different FTT distributions. Now the sender can not only choose to transmit or not
to transmit a data unit, but also at which quality of service (QoS).

Extending the streaming framework to multiple qualities of service scenarios is
straight forward. We assume that there are M qualities of service available, and

that FTT
(k)

, k = 1, . . . ,M , is the extended forward trip time distribution of QoS k.
We define a transmission policy for transmission with feedback with N transmission
opportunities as a vector η = (a0, . . . , aN−1) ∈ {0, 1, . . . ,M}N , where ai = 0 means
that the data unit should not be sent at transmission opportunity si, whereas ai = k,
1 ≤ k ≤ M means that the data unit should be sent at transmission opportunity
si using QoS k if no acknowledgment was received before. We denote the action for
transmission opportunity si by η(i), so η(i) = ai. The probability that a data unit
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transmitted with η will not be available to the receiver at its delivery deadline, that
is, the error of η, is then

ε(η) =
∏

i:η(i) 6=0

P{FTT
(η(i))

> sDTS − si}. (7.3)

When we defined transmission policies in Section 2.3, we defined the cost of trans-
mitting a data unit with a certain policy as the expected number of transmissions,
assuming that each transmission has the same cost per transmitted byte. However,
in a multiple qualities of service scenario, higher qualities of service, providing lower
loss probabilities or shorter trip times, will usually have higher transmission costs
per transmitted byte. This has to be considered when defining the cost function.
Assuming that the transmission cost per byte when using QoS k is σk, we define the
cost of η as the expected cost per byte of transmitting a data unit with η, which is

ρ(η) =
∑

i:η(i) 6=0

ση(i)

 ∏
j<i:η(j) 6=0

P{RTT
(η(i))

> si − sj}

 , (7.4)

where RTT
(k)

= FTT
(k)

+ BTT .
We can compute optimal and convex hull policies for multiple qualities of service

scenarios with the branch and bound algorithms presented in Section 3.3.3 for the
scenario of transmission with feedback. We replace the error function (2.1) by (7.3)
and the cost function (2.2) by (7.4). The bounds on error and cost of a policy prefix
η′ become

εmin(η
′) = ε(η′ ◦ (M, . . . , M︸ ︷︷ ︸

N−len(η′)

)) (7.5)

and
ρmin(η

′) = ρ(η′ ◦ (0, . . . , 0︸ ︷︷ ︸
N−len(π′)

)), (7.6)

respectively. When we append actions to the policy prefixes in the recursions of the
branch and bound algorithms, we have to check the bounds for all possible actions
0, . . . ,M instead of only for 0 and 1. This increases the worst case complexity to
O(NMN).

For streaming in a multiple qualities of service scenario, we also need policy
vectors and methods for finding optimal policy vectors. By defining policy vectors
as vectors (η1, . . . , ηL) and using the appropriate error and cost functions, we can
use any method of Chapter 4 for computing optimal or convex hull policy vectors
as well as the methods of Chapter 5 for reducing the computational complexity or
handling arbitrary dependency graphs with dynamic programming.

7.3 Rate-Distortion Optimized Source Pruning

Source pruning is a method for reducing the data rate of an encoded media source
without decoding and re-encoding. Instead, some data units of the encoded rep-
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resentation of the media source are discarded. The problem of rate-distortion op-
timized source pruning is to select a number of data units of an encoded media
source such that the remaining data units do not exceed a rate constraint and the
distortion introduced by discarding the selected data units is minimized. Source
pruning is useful when the data rate or size of an encoded media source exceeds
the available rate of a communication channel or the available storage space of a
storage resource and decoding and re-encoding is computationally too expensive. A
method for rate-distortion optimized source pruning was proposed by Chakareski
and Frossard in [13]. The method is based on Lagrange optimization and an iter-
ative gradient descent algorithm which is essentially the same as the SA algorithm
proposed in [22]. The use of Lagrange optimization limits the method to solutions
on the lower convex hull of all achievable distortion-rate points, and the iterative
gradient descend methods does not guarantee optimality. We can overcome these
limitations by using the optimal methods of Chapter 4, at the expense of higher
computational complexity.

The problem of rate-distortion optimized source pruning can easily be formulated
using the notation of policies and policy vectors. A pruning policy φ ∈ {0, 1} for a
data unit specifies whether to discard or retain the data unit. We set φ = 0 if the
data unit should be discarded and σ = 1 if it should be retained. We define error
ε(φ) and cost ρ(φ) of a pruning policy as

ε(φ) = 1− φ (7.7)

and
ρ(φ) = φ. (7.8)

A pruning policy vector specifies the pruning for a group of data units which contains
all data units of the encoded media source. For a group of L data units, we define
a pruning policy vector ~φ = (φ1, . . . , φL), where φi specifies whether to discard or
retain data unit i. Expected rate, distortion reduction and distortion of a pruning
policy vector are defined as in (2.3), (2.4), and (2.5), respectively, with ε and ρ
defined as in (7.7) and (7.8). The problem of rate-distortion optimal source pruning
is the problem of finding optimal pruning policy vectors, for which we can use the
methods of Chapter 4. Note that both pruning policies, 0 and 1, are optimal policies
and also convex hull policies. So the set of optimal pruning policies as well as the
set of convex hull policies is {0, 1}.
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Conclusion

We developed algorithms for computing optimal transmission strategies in the rate-
distortion optimizing streaming framework of Chou and Miao [22]. We represented
transmission strategies by policies and policy vectors and showed that in order to find
optimal policy vectors, it is sufficient to consider optimal policies. This motivated
us to solve the problem of computing optimal transmission strategies for a group of
interdependent data units in two steps. In the first step, we consider only a single
data unit and compute all optimal policies, given a set of channel conditions. In the
second step, we compute optimal policy vectors for the group of interdependent data
units by combining optimal policies computed in the first step. In both steps, we can
restrict the computations to only a subset of optimal policies (resp. policy vectors),
which is formed by the policies (resp. policy vectors) on the lower convex hull of
cost-error (resp. distortion-rate) points. This restriction reduces the computational
complexity, but some transmission rates may not be covered by a useful transmission
strategy. With the exception of full search methods, all previously proposed methods
for the computation of optimal policies or policy vectors were limited to convex hull
solutions.

In Chapter 3, we proposed branch and bound algorithms for the computation
of optimal policies that are exact, faster than all previously proposed methods and
not limited to convex hull solutions. We also proposed a dynamic programming
algorithm for the computation of optimal policies that is faster than the branch and
bound algorithms when the number of transmission opportunities is high, but its
exactness could only be shown for a specific channel model.

We considered algorithms for the second step, the computation of optimal policy
vectors for a group of interdependent data units, in Chapter 4. The state of the art
method for solving this problem is the widely used sensitivity adaptation algorithm
proposed by Chou and Miao [22], which is a heuristic method and limited to convex
hull solutions. We proposed another set of branch and bound algorithms that were
derived from the ones developed in Chapter 3. These branch and bound algorithms
are much slower than the sensitivity adaptation algorithm, but they are exact and
not limited to convex hull solutions. Although these branch and bound algorithms
are not sufficiently fast for application in a practical streaming system, they are a

93



94 Chapter 8. Conclusion

valuable tool for the evaluation of the solution quality of heuristic methods. For
the special case of dependency graphs whose transitive reduction is a tree, we pro-
posed two dynamic programming algorithms that are exact and much faster than
the branch and bound algorithms. Two heuristics that we developed in Chapter 5
make these dynamic programming algorithms suitable for application in a practical
streaming system. One heuristic controls the computational complexity by limiting
the size of intermediate solutions. The other heuristic constructs trees from depen-
dency graphs whose transitive reductions are not trees and thus, makes the dynamic
programming algorithms applicable to arbitrary dependency graphs. Although we
lose exactness by using these heuristics, experimental results showed that we can
find better transmission strategies than with the sensitivity adaptation algorithm.

To demonstrate the feasibility of the methods proposed in this thesis, and to
verify the assumptions these methods are based on, we implemented a practical
streaming system that uses these methods. The results of a run of this system on an
Internet connection were presented in Chapter 6. We observed that methods that
are limited to convex hull solutions cannot always find useful transmission strategies
for a given target rate. Methods that are not limited to convex hull solutions can
be an important advantage in streaming systems.

In Chapter 7, we showed how the methods proposed in this thesis can be applied
to some of the many extensions that were proposed for the streaming framework of
Chou and Miao. For many other extensions, the application of our methods is not
straightforward and could be a topic of future research.

8.1 Criticisms

The streaming framework of Chou and Miao is subject to a number of criticisms
that also apply to the methods we presented in this thesis and that should not
be left unmentioned. The problem of finding optimal transmission strategies has a
high complexity and thus puts a high computational load on the streaming server
or the client, depending on where the optimization is done. This pays off in an
improved playback quality only if the connection is subject to significant packet
loss. Chakareski and Girod [20] observed that simple timeout-based retransmission
schemes can perform as well as rate-distortion optimized streaming on an Internet
connection without packet loss. Another problem is that the rate-distortion opti-
mization is done for an average transmission rate, which can lead to transmission
strategies with large instantaneous rates. In the Internet streaming experiment pre-
sented in Chapter 6, we used a window control technique similar to the one proposed
in [22] to limit the instantaneous rate. A better approach was proposed in [14, 25]
where the authors formulated an optimization problem for both, an average and an
instantaneous rate constraint. However, the complexity of this optimization problem
is even higher than the complexity of the optimization problem in the original frame-
work, and the methods presented in this thesis are not applicable to the optimization
problem posed in [14,25]. The fast heuristic optimization methods proposed in [25]
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have a rate-distortion performance worse than that of the sensitivity adaptation
algorithm, which reduces the benefit of including an instantaneous rate constraint.
Another point of criticism is the reliance on an independent packet loss and delay
assumption that was discussed in Section 2.2.

8.2 Application Perspectives

Despite the criticisms mentioned in the previous section, the streaming framework
of Chou and Miao was shown to work well in many situations. We observed a signifi-
cant benefit over a simple heuristic retransmission scheme in the Internet streaming
experiment of Chapter 6, which is consistent with observations in [20] for the case
of significant packet loss. A service provider that has no control over the delivery
network and that wants to offer streaming services to client with potentially bad
connections can profit from using a rate-distortion optimizing streaming framework
such as the one proposed by Chou and Miao.





Appendix A

Notations

In the following we briefly explain the most used symbols and notations and give
the sections where they are defined.

◦ concatenation 3.3
≺G path relation in DAG G, i′ ≺G i if there is a path from i′ to i in G 2.4
�G path relation in DAG G, i′ �G i if i′ = i or there is a path from i′

to i in G
2.4

∪G union of induced subgraphs of DAG G 4.3.3
× product of policy vectors or sets of policy vectors 4.3.3
⊗ subset of optimal policy vectors in product of set of policy vectors 4.3.3
|π| number of send actions in transmission policy π 3.3
Bi size of data unit i 2.4
BTT backward trip time 2.2
∆Di distortion reduction of data unit i 2.4
DG(~π) expected distortion reduction of policy vector ~π with DAG G 2.4
BTT extended backward trip time 2.2
E(G) set of edges of DAG G 2.4
εB loss probability of backward channel 2.2
εF loss probability of forward channel 2.2
ε(π) error of transmission policy π 2.1
FTT forward trip time 2.2
FTT extended forward trip time 2.2
Gt transitive reduction of DAG G 4.3.3
Γ set of convex hull policies 3.3.3
len(π) number of actions in transmission policy π 3.3
L number of data units in a group of data units 2.4
N number of transmission opportunities for a data unit 2.3.2
r(T ) root of tree T 4.3.3
RG(~π) expected rate of policy vector ~π with DAG G 2.3
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RTT round trip time 2.2
RTT extended round trip time 2.2
ρ(π) cost of transmission policy π 2.2
π transmission policy for a data unit 2.3.2
π(i) ith action of transmission policy π 2.3.2
~π policy vector for a group of data units 2.4
Π set of optimal transmission policies 3.3.3
V (G) set of vertices of DAG G 2.4



Appendix B

Glossary

acknowledgment packet: informs the sender about successful reception of a par-
ticular data packet, sent from receiver to sender in the transmission scenario
of transmission with feedback

ARQ: automatic retransmission request

backward channel: channel that transports packets from a receiver to a sender

backward trip time: time between transmission and reception of an acknowledg-
ment packet (in the transmission scenario of transmission with feedback) or a
data packet (in the transmission scenario of receiver driven transmission)

BBC: branch and bound algorithm of Section 3.3.3 for finding a convex hull policy
for a given Lagrange multiplier

BBCA: branch and bound algorithm of Section 3.3.3 for finding all convex hull
policies

BBO: branch and bound algorithm of Section 3.3.3 for finding an optimal policy
for a given cost constraint

BBOA: branch and bound algorithm of Section 3.3.3 for finding all optimal policies

channel: transports packets and may exhibit loss and delay

DAG: directed acyclic graph

DPC: dynamic programming algorithm of Section 3.3.2 for finding a convex hull
policy for a given Lagrange multiplier

DPOA: dynamic programming algorithm of Section 3.3.2 for finding all optimal
policies

data packet: packet that contains a data unit, sent from sender to receiver

data unit: part of an encoded media presentation
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delivery deadline: time at which a data unit must be available to the receiver

dependency graph: DAG describing dependencies in a group of data units

forward channel: channel that transports packets from a sender to a receiver

forward trip time: time between transmission and reception of a data packet (in
the transmission scenario of transmission with feedback) or a request packet
(in the transmission scenario of receiver driven transmission)

FS: full search algorithm of Section 3.3.1

GBBC: branch and bound algorithm of Section 4.3.2 for finding a convex hull
policy vector for a given Lagrange multiplier

GBBCA: branch and bound algorithm of Section 4.3.2 for finding all convex hull
policy vectors

GBBO: branch and bound algorithm of Section 4.3.2 for finding an optimal policy
for a given rate constraint

GBBOA: branch and bound algorithm of Section 4.3.2 for finding all optimal policy
vectors

GDPCA: dynamic programming algorithm of Section 4.3.3 for finding all convex
hull policy vectors for a tree reducible dependency graph

GDPCAT: GDPCA with the thinning heuristic of Section 5.1

GDPOA: dynamic programming algorithm of Section 4.3.3 for finding all optimal
policy vectors for a tree reducible dependency graph

GDPOAT: GDPOA with the thinning heuristic of Section 5.1

JVT: joint video team

packet: sequence of information symbols that is atomically sent over a packet
switched network

policy: transmission strategy for a single data unit, assignment of actions to trans-
mission opportunities

policy vector: transmission strategy for a group of interdependent data units, as-
signment of policies to data units

receiver: machine that receives a stream from a sender

request packet: packet that requests transmission of a particular data unit, sent
from receiver to sender in the transmission scenario of receiver driven trans-
mission
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round trip time: time between transmission of a data packet and reception of
the corresponding acknowledgment packet (in the transmission scenario of
transmission with feedback) or time between transmission of a request packet
and reception of the corresponding data packet, sum of forward and backward
trip time (in the transmission scenario of receiver driven transmission)

SA: sensitivity adaptation algorithm for finding convex hull policy vectors, see Sec-
tion 4.3.1

sender: machine that sends a stream to a receiver

TCP: transmission control protocol, defined in [43]

transmission opportunity: point in time at which a packet may be sent

UDP: user datagram protocol, defined in [42]





Appendix C

Branch and Bound Algorithms in
Pseudo Code

Algorithm C.1 Branch and bound algorithm BBC for computing a convex hull
policy for a given Lagrange multiplier. At termination, the convex hull policy will
be in π.

π ⇐ (0, . . . , 0)
π′ ⇐ ()
BBLagrangeOptimizationRecursion(π′)
end

Recursive procedure BBLagrangeOptimizationRecursion(π′):
π′0 ⇐ (π′(0), . . . , π′(len(π′)− 1), 0)
π′1 ⇐ (π′(0), . . . , π′(len(π′)− 1), 1)
J0 ⇐ Jλ,min(π

′
0)

J1 ⇐ Jλ,min(π
′
1)

if J0 ≤ J1 then
if J0 < Jλ(π) then

if len(π′0) = len(π) then
π ⇐ π′0

else
BBLagrangeOptimizationRecursion(π′0)

end if
end if
if J1 < Jλ(π) then

if len(π′1) = len(π) then
π ⇐ π′1

else
BBLagrangeOptimizationRecursion(π′1)

end if
end if

else
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if J1 < Jλ(π) then
if len(π′1) = len(π) then

π ⇐ π′1
else

BBLagrangeOptimizationRecursion(π′1)
end if

end if
if J0 < Jλ(π) then

if len(π′0) = len(π) then
π ⇐ π′

else
BBLagrangeOptimizationRecursion(π′0)

end if
end if

end if

Algorithm C.2 Branch and bound algorithm BBCA for computing all convex hull
policies of length l. At termination, the lower convex hull will be in Γ.

Γ ⇐ {(0, . . . , 0), (1, . . . , 1)}
π′ ⇐ (1)
BBConvexHullRecursion(π′)
end

Recursive procedure BBConvexHullRecursion(π′):
Increase length of π′ by 1
π′(len(π′)− 1) ⇐ 0
if CHTest(Γ,π′)=”yes” then

if len(π′) = l then
CHInsert(Γ,π′)

else
BBConvexHullRecursion(π′)

end if
end if
π′(len(π′)− 1) ⇐ 1
if CHTest(Γ,π′)=”yes” then

if len(π′) = l then
CHInsert(Γ,π′)

else
BBConvexHullRecursion(π′)

end if
end if
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Algorithm C.3 Branch and bound algorithm BBO for computing an optimal policy
for a given cost constraint. At termination, the optimal policy will be in π.

π ⇐ (0, . . . , 0)
π′ ⇐ ()
BBConstrainedOptimizationRecursion(π′)
end

Recursive procedure BBConstrainedOptimizationRecursion(π′):
π′0 ⇐ (π′(0), . . . , π′(len(π′)− 1), 0)
π′1 ⇐ (π′(0), . . . , π′(len(π′)− 1), 1)
ε0 ⇐ εmin(π

′
0)

ε1 ⇐ εmin(π
′
1)

if ε0 ≤ ε1 then
if ε0 ≤ ε(π) and ρmin(π0) ≤ ρmax then

if len(π′0) = len(π) then
if ε0 < ε(π) or (ε0 = ε(π) and ρmin(π0) < ρ(π)) then

π ⇐ π′0
end if

else
BBConstrainedOptimizationRecursion(π′0)

end if
end if
if ε1 ≤ ε(π) and ρmin(π1) ≤ ρmax then

if len(π′1) = len(π) then
if ε1 < ε(π) or (ε1 = ε(π) and ρmin(π1) < ρ(π)) then

π ⇐ π′1
end if

else
BBConstrainedOptimizationRecursion(π′1)

end if
end if

else
if ε1 ≤ ε(π) and ρmin(π1) ≤ ρmax then

if len(π′1) = len(π) then
if ε1 < ε(π) or (ε1 = ε(π) and ρmin(π1) < ρ(π)) then

π ⇐ π′1
end if

else
BBConstrainedOptimizationRecursion(π′1)

end if
end if
if ε0 ≤ ε(π) and ρmin(π0) ≤ ρmax then

if len(π′0) = len(π) then
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if ε0 < ε(π) or (ε0 = ε(π) and ρmin(π0) < ρ(π)) then
π ⇐ π′0

end if
else

BBConstrainedOptimizationRecursion(π′0)
end if

end if
end if

Algorithm C.4 Branch and bound algorithm BBOA for computing all optimal
policies of length l. At termination, the optimal policies are in Π.

Π ⇐ {(0, . . . , 0), (1, . . . , 1)}
π′ ⇐ (1)
BBOptimalPointsRecursion(π′)
end

Recursive procedure BBOptimalPointsRecursion(π′):
Increase length of π′ by 1
π′(len(π′)− 1) ⇐ 0
if OPTest(Π,π′)=”yes” then

if len(π′) = l then
OPInsert(Π,π′)

else
BBOptimalPointsRecursion(π′)

end if
end if
π′(len(π′)− 1) ⇐ 1
if OPTest(Π,π′)=”yes” then

if len(π′) = l then
OPInsert(Γ,π′)

else
BBOptimalPointsRecursion(π′)

end if
end if

Algorithm C.5 Branch and bound algorithm GBBC for computing a convex hull
policy vector for a given Lagrange multiplier. At termination, the convex hull policy
vector will be in ~π.

~π ⇐ Solution of SA algorithm
~π′ ⇐ ()
BBGLagrangeOptimizationRecursion(~π′)
end
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Recursive procedure BBGLagrangeOptimizationRecursion(~π′):
if len(~π′) = L then

~π ⇐ ~π′

else
for i = 0 to |Γ| − 1 do

~π′i ⇐ (~π′(0), . . . , ~π′(len(~π′)− 1), Γ(i))
if JG,λ,min(~π

′
i) < JG,λ(~π) then

Insert i into a set I
end if

end for
Sort I such that JG,λ,min(~π

′
I(k)) ≤ JG,λ,min(~π

′
I(k+1)) ∀k ∈ {0, . . . , |I| − 2}

for k = 0 to |I| − 1 do
if JG,λ,min(~π

′
I(k)) < JG,λ(~π) then

BBGLagrangeOptimizationRecursion(~π′I(k))
end if

end for
end if

Algorithm C.6 Branch and bound algorithm GBBCA for computing all convex
hull policy vectors of length l. At termination, the convex hull policy vectors are in
~Γ.

~Γ ⇐ {(Γ(0), . . . , Γ(0)), (Γ(|Γ| − 1), . . . , Γ(|Γ| − 1))}
~π′ ⇐ ()
BBGConvexHullRecursion(~π′)
end

Recursive procedure BBGConvexHullRecursion(~π′):
if len(~π′) = L then

CHInsertV(~Γ,~π′)
else

for i = 0 to |Γ| − 1 do
~π′i ⇐ (~π′(0), . . . , ~π′(len(~π′)− 1), Γ(i))

if CHTestV(~Γ,~π′i)=”yes” then
Insert i into a set I

end if
end for
Sort I such that

DG,min(~π′
I(k)

)

RG,min(~π′
I(k)

)
≥

DG,min(~π′
I(k+1)

)

RG,min(~π′
I(k+1)

)
∀k ∈ {0, . . . , |I| − 2}

for k = 0 to |I| − 1 do

if CHTestV(~Γ,~π′I(k))=”yes” then

BBGConvexHullRecursion(~π′I(k))
end if

end for
end if
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Algorithm C.7 Branch and bound algorithm GBBO for computing an optimal
policy vector for a given rate constraint. At termination, the optimal policy vector
will be in ~π.

~π ⇐ (Π(0), . . . , Π(0))
~π′ ⇐ ()
BBGConstrainedOptimizationRecursion(~π′)
end

Recursive procedure BBGConstrainedOptimizationRecursion(~π′):
if len(~π′) = L then

if DG,min(~π
′) < DG(~π) or (DG,min(~π

′) = DG(~π) and RG,min(~π
′) < RG(~π)) then

~π ⇐ ~π′

end if
else

for i = 0 to |Π| − 1 do
~π′i ⇐ (~π′(0), . . . , ~π′(len(~π′)− 1), Π(i))
if DG,min(~π

′
i) ≤ DG(~π) and RG,min(~π

′
i) ≤ Rmax then

Insert i into a set I
end if

end for
Sort I such that DG,min(~π

′
I(k)) ≤ DG,min(~π

′
I(k+1)) ∀k ∈ {0, . . . , |I| − 2}

for k = 0 to |I| − 1 do
if DG,min(~π

′
I(k)) ≤ DG(~π) then

BBGConstrainedOptimizationRecursion(~π′I(k))
end if

end for
end if

Algorithm C.8 Branch and bound algorithm GBBOA for computing all optimal
policy vectors. At termination, the optimal policy vectors are in ~Π.

~Π ⇐ {(Π(0), . . . , Π(0)), (Π(|Π| − 1), . . . , Π(|Π| − 1))}
~π′ ⇐ ()
BBGOptimalPointsRecursion(~π′)
end

Recursive procedure BBGOptimalPointsRecursion(~π′):
if len(~π′) = L then

OPInsertV(~Π,~π′)
else

for i = 0 to |Π| − 1 do
~π′i ⇐ (~π′(0), . . . , ~π′(len(~π′)− 1), Π(i))
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if OPTestV(~Π,~π′i)=”yes” then
Insert i into a set I

end if
end for
Sort I such that

DG,min(~π′
I(k)

)

RG,min(~π′
I(k)

)
≥

DG,min(~π′
I(k+1)

)

RG,min(~π′
I(k+1)

)
∀k ∈ {0, . . . , |I| − 2}

for k = 0 to |I| − 1 do

if OPTestV(~Π,~π′I(k))=”yes” then

BBGOptimalPointsRecursion(~π′I(k))
end if

end for
end if
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