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ABSTRACT

The rapidly increasing amount of 3D content that is generated through geometry
acquisition, simulation, and modeling tools, demands methods that produce efficient
data representations. This thesis is concerned with the approximation of two different
kinds of densely sampled data sets. Firstly, surfaces from geometry processing in
computer graphics, and secondly, observational data in numerical weather prediction.

The first part of the thesis introduces a generic framework for approximating densely
sampled 3D models by using an image-based data structure. In our approach, we
decompose a given surface into a set of patches that are parameterized as height
fields over planar domains and resampled on regular grids. The resulting surface
representation relies on a set of irregularly shaped images. Our framework differs
vastly from previous approaches in that it introduces a model representation, which
is independent of the underlying surface primitive. Both, the input model as well as
the output model can be processed and reconstructed as a mesh or as a point set. This
approach offers a variety of applications.

The first application of the elevation map representation addresses an elementary
problem in geometry processing that is the efficient compression of 3D content for
storage and transmission. Here, a surface encoder transforms an explicit surface
representation into a compact bit-stream, which is then decoded at the receiver to
generate a surface reconstruction. We adopt this procedure to establish a surface
compression method that relies on the elevation map representation. Our results show
that our method outperforms current point-based compression methods and provides
competitive results in comparison to current mesh compression systems. Moreover,
our elementary parameterization yields an implementation with a simple algorithmic
design and fast encoding and decoding behavior.

In the second application, we introduce a novel real-time rendering pipeline that
relies on components of current point and mesh rendering methods to improve the
performance of model rendering. Utilizing our elevation maps, we propose to use a
single base data set to render each patch in the common vertex and fragment shader
pipeline. We show the benefits of this method for point rendering by replacing
attribute blending through a simplified and fast attribute interpolation. Compared
to previous approaches, we achieve faster renderings and a better visual quality.

In the last part of the thesis, we focus on the problem of simplification of observa-
tions in numerical weather prediction, where measurements of various observation
systems are combined with background data to define the initial states for the fore-
casts. Current satellite instruments produce large amounts of observations with high
spatial and temporal density. Moreover, the availability of future meteorological
measurement systems induces a significant increase in the amount and complexity
of the data. We propose two thinning algorithms using simplification methods from
geometry processing in computer graphics and clustering algorithms, which produce
reduced data sets as approximations of the original data. We apply the two methods
to ATOVS satellite data, which are processed to retrieve profiles of atmospheric tem-
perature and humidity. These profiles are input data for the meteorological forecasts
at the German Weather Service (Deutscher Wetter Dienst, DWD).
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ZUSAMMENFASSUNG

Komplexe geometrische Datensätze gewinnen zunehmend an Bedeutung in vielfäl-
tigen Anwendungsbereichen in Forschung und Industrie. Durch Abtastung gewon-
nene Punkt-basierte Beschreibungen solcher Daten sind besonders für die Repräsen-
tation und Verarbeitung geeignet. Diese Dissertation befasst sich mit der Approxi-
mation zweier verschiedener Arten von dicht abgetasteten Datensätzen: 3D Modelle
aus der Geometrieverarbeitung in der Computergrafik und Beobachtungsdatensätze,
die in der numerischen Wettervorhersage verwendet werden.

Der erste Teil der Arbeit stellt ein generisches Konzept zur Approximation von 3D
Modellen vor, das eine Bild-basierte Datenstruktur verwendet. Dabei wird ein Mo-
dell in eine Anzahl von Flächenstücken zerlegt, die als Höhenfelder über planare
Flächen im Raum parametrisiert werden und daraufhin auf regulären Gittern abge-
tastet werden. Ein Schwerpunkt in dieser Arbeit liegt auf der Untersuchung dieser
Datenstruktur im Hinblick auf die Allgemeinheit der zugrundeliegenden Primitive.
Sowohl das Originalmodell als auch dessen Approximation können als Polygonnetz
oder als Punkt-basiertes Modell verarbeitet bzw. rekonstruiert werden. Dieser Ansatz
ermöglicht eine Reihe von Anwendungen.

In der ersten Anwendung wird die vorgestellte Repräsentation zur Lösung des zen-
tralen Problems der Kompression von 3D Inhalten in der Geometrieverarbeitung
eingesetzt. Ein Codierer wandelt eine explizite Repräsentation einer Fläche in einen
Bit-Stream um, der dann vom Decodierer verarbeitet und zu einem Modell rekon-
struiert wird. Die vorliegende Arbeit folgt diesem Konzept und verwendet die vor-
gestellte Höhenfeld-Repräsentation, um ein 3D Kompressionsverfahren umzusetzen.
Es wird gezeigt, dass diese Methode bisherige Ergebnisse auf dem Gebiet der Punkt-
basierten 3D Modell-Kompression verbessert. Bei Mesh-basierter Kompression wer-
den ähnliche Ergebnisse im Vergleich zu aktuellen Methoden erzielt, wobei das in
dieser Arbeit vorgestellte algorithmische Konzept einfacher und allgemeiner ist.

In der zweiten Anwendung wird die effiziente Darstellung von 3D Objekten unter-
sucht. Es wird ein Verfahren vorgestellt, das die Höhenfelder direkt auf der Grafik-
karte verarbeitet und ich Echtzeit darstellt. Um jedes Flächenstück darzustellen, wird
ein einheitlicher Basisdatensatz verwendet, der in der Vertex- und Fragment-Shader
Pipeline verarbeitet wird. Es werden Vorteile im Hinblick auf die Punkt-basierte Dar-
stellung untersucht. Dabei wird das traditionelle Überblenden von Splats durch eine
schnelle und effiziente Attributeninterpolation ersetzt. Dieser Ansatz führt zu einer
beschleunigten und verbesserten Darstellung für Punkt-basierte Modelle.

Der letzten Teil der Arbeit behandelt das Problem der Datenreduktion bei der nu-
merischen Wettervorhersage, bei der Messungen von verschiedenen Instrumenten
mit Hintergrunddaten zu Anfangszuständen für die Vorhersage kombiniert werden.
Aktuelle und zukünftige Satelliten liefern umfangreiche Datenmengen mit hoher
Dichte. In dieser Arbeit werden zwei adaptive Ansätze zur Reduktion von Beobach-
tungsdaten vorgeschlagen, die von Methoden der Geometrieverarbeitung und Vektor-
quantisierung abgeleitet sind. Beide Verfahren werden auf ATOVS Satellitendaten
angewendet, welche für die Vorhersagezyklen beim Deutschen Wetterdienst DWD
weiterverarbeitet werden.
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CHAPTER 1

INTRODUCTION

50k 60k 500k 1.7M 3.6M

Figure 1.1: 3D data sets of varying complexity and density; in this thesis, we consider
densely sampled 3D models that can either be represented by polygonal sur-
faces or by a set of oriented points; the shown number of point samples varies
from several thousand up to several million.

Recent developments in hardware and software technology facilitate the storage,
transmission, and processing of very large data sets of any kind. High-performance
media, such as hard disks and DVDs, permit to store these data, such as audio,
images, and video, on small space. Moreover, the rapid deployment of the Inter-
net enables users to transmit the data over reliable channels in very short time.

Regardless of these technological advances, there is still a gap between the media ca-
pacity and the amount of content that must be archived and/or transmitted. Therefore,
in most applications, the data is transformed into compact representations before
transmission. In practice, this led to standard methods for many different kinds of
data, such as the MP3 standard for audio data, the JPEG standard for digital images,
the MPEG standard for videos.

Considering the new advances in the entertainment and advertising industry, 3D
models are one type of content that have gained much interest in recent years. In
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Figure 1.2: An observational data set consisting of temperature differences, measured by in-
struments on the NOAA-15 and NOAA-16 satellites; the differences are between
observed temperatures and the so-called first guess that corresponds to predicted
temperatures for the time of observation.

many cases, these models consist of a large number of 3D points, which sample an
original real world object. Figure 1.1 shows model examples of varying complexity
and density that are used in this work.

The two main areas in computer science that address the problem of visualizing
and processing 3D surfaces, are computer graphics and geometry processing. One
of the main goals of computer graphics is to develop display methods for digital
objects. Important topics are thereby real-time rendering and animation. The field
of geometry processing addresses the problem of representing, modeling, manipu-
lating, and analyzing 3D content with concepts from applied mathematics. Central
topics are surface parameterization, compression, and deformation. Although, many
methods were devised to achieve these functionalities, there are still valid demands
for efficient data structures that facilitate the handling and processing of 3D data sets.

In this work, we focus on the problem of approximating the aforementioned data
sets for the purpose of redundancy removal and space-efficient storage. We propose
elevation maps as a data structure for efficient representation of 3D surfaces and
thereby provide solutions for two major problems in the fields of geometry process-
ing and computer graphics, namely surface compression and surface rendering.

Inspired by the aforementioned problems, we extend the focus to data sets that are
processed in another scientific field, namely in numerical weather prediction. In nu-
merical weather prediction, measurements of various instruments are combined with
numerical models to define the initial states for the forecast cycles. Current and
future observation instruments, such as satellites, produce large amounts of observa-
tions, which require a careful pre-processing for integration in the forecast process.
We address thinning of observations that are delivered by the instruments as large
and densely sampled data sets, Fig. 1.2.

The remaining part of this chapter is organized as follows. First, we describe the
fundamental acquisition pipeline, which is used to generate digital 3D models from
real world objects. Next, we describe the motivation for this thesis and provide an
overview of previous work in section 1.2. Following, in section 1.3, we outline our
contributions, and in 1.4, we present an overview of the thesis structure.



3D MODEL ACQUISITION PIPELINE 1.1 3

Figure 1.3: Overview of the 3D model acquisition pipeline; after scanning, the physical ob-
ject is represented by a set of range images; the digital model is reconstructed
in consecutive post-processing steps: registration, merging, hole-filling, smooth-
ing, and simplification; the final model can be reconstructed as polygonal mesh
or as point-based model.

1.1 3D MODEL ACQUISITION PIPELINE

Because of the need for complex three-dimensional geometric models, 3D object
scanning was developed in the late 1980’s and has become affordable in the last
decade. There are many different 3D digitization techniques, such as laser range
scanning [96], structured light [140], shape from stereo [39], shape from silhouette
[93], and shape from shading [72]. The costs for the corresponding hardware vary,
from a few hundred dollars for a low-cost projector, up to a few thousand dollars for a
high-performance laser range scanner. While costs for high-quality shape acquisition
have been decreasing during recent years, the accuracy and quality of the generated
data sets has been steadily increasing. Although, different physical acquisition tech-
niques are used in practice, there is a common post-processing pipeline for con-
structing error-free 3D models from raw data [12], Fig. 1.3, which we will describe
following the scanning step.

Scanning. To describe the physical acquisition process, we focus on the example
of laser range scanning, which is a very common technology for retrieving digital
models. The digitizer consists of a laser emitter and a digital camera, and operates
as follows: firstly, a laser stripe is swept over the target object, while an integrated
digital camera observes the corresponding light reflection of the object. Secondly,
a depth value is computed for each pixel in the camera image. This is achieved by
adopting the triangulation principle, which utilizes information about the distance
between the laser emitter and the digital camera, as well as the angles of the emitter
and the camera corners. For details, see [85].

After completing the scanning procedure, the model is represented as a set of range
images that each gives the geometric depth values when observing the object from a
specific view. The data set also includes side information about the view, i.e. rota-
tion vectors when scanning the object using an automatic turntable. The geometric
information may be supplemented by additional attributes, such as color images.
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The most convenient primitive for extracting 3D information from the range images
is points, since each pixel in a range image can be mapped directly to one point in
3D space. In many scanning applications, however, the output device is capable of
directly providing a polygonal representation of the range data. A polygonal model
consists mainly of two components, namely vertices and topological information.
The vertices correspond to the 3D points, which in our case were mapped from the
pixels in the range image. Topological information define the connectivity of the
vertices in order to build the polygons.

The most commonly used primitive is the triangular shape, because any polygon can
be decomposed into triangles. Given the scanned data, a triangulated representation
can directly be derived by exploiting the grid-like arrangement of the pixels in the
range images. The triangulation of a 2D image is straightforward, employing the
simple rule of forming two triangles for each pixel 4-tuple that form a quad.

Outlier Removal. In the first step of the post-processing pipeline, strong outliers
are removed in the individual scanned data sets. If scanning environments are not
properly set up, such that the light is reflected not only by the targeted object, the
raw data sets may contain rather large undesired parts from other nearby objects,
for example, a table, a wall, etc.. To remove these parts, the user is required to
manually select and delete the corresponding points by using an interactive tool.
Additionally, there are also methods for automatically removing individual outliers,
[141] and [161].

Registration and Merging. In this step, the range images are aligned to each other
according to the relative view of each single range image. This alignment is per-
formed pairwise and can be guided by the user, in that at least three points within
the first view and the corresponding points in the second view are selected. A least
squares minimization procedure computes the relative positions of the two data sets,
yielding a first rough alignment. In a final procedure, the registration is refined by
applying the iterative closest points algorithm [13], which rotates and shifts the data
sets such that the geometric distance between the two data sets is minimized. After
the alignment step, the data sets are merged to form one complete data set [157].

Hole-Filling. The resulting merged data set may reveal small holes that occur when
the reflected laser line cannot be sufficiently well recognized by the digital camera.
These holes can either be filled automatically by triangle insertion operations, or if
the holes are too complex, they can be manually filled by the user. In cases, where
the holes are too large to be filled by this method, additional scans are required that
are subsequently incorporated into the data set. Efficient hole-filling methods for
surfaces were proposed in [30] and [145].

Smoothing. After hole-filling, the model corresponds to a complete approximation
of the real-world object. However, there may be parts that are affected by noise.
A common approach to improve the quality of the surface through smoothing, is
to apply a Gaussian filter that reduces the noise globally [162]. The smoothing
strength is usually defined by the user. Although, this technique is easy to implement
and provides efficient noise removal, the drawback is that sharp surface features are
possibly smoothed out as well. In many applications, the smoothing is therefore per-
formed by the user with a smoothing pen. This procedure allows for noisy regions to
be processed individually, thereby preserving details and sharp features where they
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are required. It is also common, to combine global and local filtering, for example,
by starting to apply a weak global smoothing filter, followed by local smoothing with
a virtual pen.

Simplification. At this point in the pipeline, the data set is free of errors, smooth,
and should well capture the original object. For efficient processing and rendering, it
is now mandatory to bring the data set into a practical format. Most scanners provide
full resolution data sets, although the resulting data density is not required for most
applications. In the last step of the post-processing pipeline, the number of elements
in the model is reduced by applying simplification methods [67], where elements
are removed while aiming at preserving the approximation quality at a high level.
By nature, the accuracy is decreasing by increasing the number of removed elements,
meaning that a trade-off between the required accuracy and the designated memory
budget needs to be found.

1.2 MOTIVATION AND RELATED WORK

As noted before, a central topic in computer science is the occurrence of steadily
increasing amounts of very large data sets that are obtained by means of acquisition
and modeling techniques. The underlying motivation for this thesis is the demand for
efficient methods that allow handling and storage of large data sets, such as in digital
libraries. Since this is an abstract problem statement, we focus on two specific types
of data sets that have gained great importance or have even become essential since
the availability and improvement of high-performance computer platforms.

The first type of data sets are 3D models that are generated by laser range scan-
ners and are used in computer graphics applications. The second type of data sets
are observations that are measured by satellite instruments, and which are used in
the field of numerical weather prediction. Although, these two scientific fields are
advancing widely independently of each other, this thesis provides coherent solutions
for the generic problem of data approximation arising in both fields. In the following,
we briefly review related work in compression and rendering of 3D surfaces and sim-
plification of observational data in numerical weather forecast.

1.2.1 Compression and Rendering of 3D Surfaces

Data Compression Fundamentals. The mathematical foundations for data com-
pression were formulated by Claude Shannon and introduced in his article “A math-
ematical theory of communication” [144]. He statistically modeled the input signal
as sources that yield sequences of symbols, where the occurrence of each symbol is
modeled by probabilistic means. Given a source, there is a minimum rate, referred
to as entropy, which is needed to encode the source lossless. In practice, there are
methods that can lossless encode signals at a rate close to their entropy bound, such
as adaptive arithmetic coding [163]. The substantial problem with lossless compres-
sion, however, is the modeling of appropriate source statistics (source modeling), so
that the signal redundancies are coherently removed.

Lossy compression comes into play, when it is sufficient to reconstruct a fairly close
approximation of the original signal, rather than the exact original. This approach
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involves modeling a distortion measure, which quantifies the fidelity of the recon-
struction. Shannon introduced the so-called rate-distortion theory [143], which pro-
vides theoretical bounds on how many bits are needed to encode a given signal under
a prescribed distortion constraint. Many widely used, state-of-the-art compression
schemes build upon the rate-distortion theory, such as JPEG2000 [15].

Compression in Computer Graphics. A fundamental problem in computer
graphics is the digital representation of an arbitrary 3D surface. By nature, many
surfaces that reproduce a real world object are difficult to describe by a single math-
ematical equation, such as an implicit function. For such objects, it is rather practical
to compose the model of a number of elements that are instances of a certain primi-
tive. There are different kinds of primitives, which are commonly used in computer
graphics, such as polygons, points, splats, and spline functions. Typically, a 3D
model consists of a set of elements, each of which contains position information and
attributes, such as surface normals, color, texture, and more. For some primitives, it
is mandatory to add topological information as it is the case for polygons.

The collected position information of all elements in a model are referred to as the
geometry of the model. Although, the complete model representation demands stor-
ing all types of components, it was shown that it builds the largest part of the entire
model [34]. While commercially available storage space (e.g., main memory, hard
disks, and DVD) is steadily increasing, the bandwidth of transmission channels is
restricted. Therefore, it is essential to develop methods for the compression of 3D
content for time-efficient transmission as well as for space-efficient storage.

Considering the recent trends in computer graphics, scientific work focused on two
primitives. The first primitive is triangles, which has shown to be efficient for a wide
variety of applications. A polygonal mesh consists of a list of points that sample
the original surface, and polygons, which connect the points to form flat regions that
linearly interpolate the surface. The second primitive is points that was proposed by
Levoy et al. [97], and meanwhile has shown to be a promising alternative for 3D
model representation, modeling, and rendering [44,59,121,133,158,166]. Points do
not rely on topological constraints and are therefore suitable for applications, where
the data distribution is highly irregular. Moreover, the construction of connectivity,
as required for polygons, is a non-trivial problem and computationally expensive,
which makes points to be an attractive primitive for 3D representation, especially
for models with a very high data density. Such data sets become very meaningful,
considering the demand on high detail-preserving representations for the mentioned
applications.

Mesh Compression. A surface encoder usually transforms all components of the
input mesh, i.e. vertex coordinates, connectivity, and attributes, into a bit-stream that
is decoded at the receiver. Deering [34] proposed to quantize the elements of all
components in the input data set to a fixed number of bits. Various techniques were
invented to encode the vertex positions and connectivity [62,63,135,154,156]. Peng
and Kuo [126] proposed a quantization scheme that builds an octree for a given mesh
in order to encode the geometry and topology part of the model. While this scheme
focuses on compression and reconstruction of the original vertex coordinates, other
approaches perform a complete resampling of the surface, following the idea that an
exact reconstruction of point coordinates is not necessary for surface approximation.
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One of these techniques was proposed by Khodakovsky et al., “Compression of nor-
mal meshes” [83]. The core idea is to construct a multi-resolution semi-regular mesh
with the goal that only scalar normal displacements are necessary to define the newly
generated vertices of the next finer level. This approach yields an initially well decor-
related input signal (corresponding to the mesh geometry) for the final encoding with
wavelet compression. The advantage of this method is the high compression perfor-
mance. In practice, however, the subdivision is algorithmically complex and not all
detail coefficients can be expressed by only a scalar value.

Point-Geometry Compression. While there are numerous papers available that
studied the problem of mesh geometry compression, only little work is reported on
point-based geometry coding. Fleishman et al. [45] proposed a method for com-
pressing point sets utilizing so-called MLS surfaces [5]. Similar to normal meshes,
the idea is to hierarchically refine a base data set by a number of points that are
shifted by displacement vectors in normal direction to the surface. The scalar dis-
placement values are quantized and encoded, yielding compression. Waschbüsch et
al. [159] associate a hierarchical tree structure to a given point set and recursively
predict point positions from corresponding tree nodes. The tree is processed by a
SPIHT encoder [137], yielding compact bit-streams. Although the methods reported
in [45] and [159] can compress 3D point sets at a high quality even at small bit
rates, the performance is still not comparable to the best compression methods for
meshes [83].

Rendering. In applications in which shape compression is utilized, not only the com-
pact representation is of great importance, but also the visualization of the models
plays an essential role. Rendering of 3D models has become an active field in com-
puter graphics with the availability of these kinds of data. Focusing on point-based
rendering, there are various works that proposed and improved the shape visualiza-
tion with splats. Splats correspond to small oriented disks that locally approximate
the surface. Since their introduction [127, 136, 167], numerous methods were pro-
posed to implement corresponding rendering pipelines on graphics processing units
(GPUs) [18–20, 132, 168]. The drawback with these approaches is that due to hard-
ware limitations, they can only be implemented in multi-pass rendering schemes,
which requires the double rendering of the model. Moreover, they employ an at-
tribute blending technique for overlapping splats, which leads to a non-continuous
reconstruction of attributes. As a consequence, enhanced shader effects that rely on
a continuous reconstruction of normal vectors, like reflection mapping, are difficult
to implement.

1.2.2 Observations Thinning for Numerical Weather Prediction

The foremost goal in numerical weather forecast is the prediction of the atmospheric
state for a given time in the future. Today’s prediction systems integrate observations
collected by a variety of different data sources, such as satellites, radiosonde weather
balloons, sea buoys, meteorological land stations, and intercontinental flights, in
order to estimate the current true state of the atmosphere to initialize the forecasts.

Focusing on the accuracy and the distribution of these observational data sets, there
are two important characteristics that have to be considered: firstly, the observations
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may be affected by outliers and measurement errors, which demands special pre-
processing steps to clean the data. Secondly, the data distribution is highly irregular,
meaning that there may be regions with a very high data density and regions with
missing data. For the numerical models, however, it is advantageous to represent the
atmospheric state through observations that are sampled on a dense regular grid on
the globe.

To reduce these problems, it is essential to integrate recently predicted states (referred
to as first guess) so that the initial state, which is derived from the irregular obser-
vation sets, may be stabilized. Consequently, given an observations set and the first
guess for the current date, the goal is to find a combination between these two com-
ponents, such that the result approximates the true atmospheric state adequately. A
method to solve this problem is data assimilation. It corresponds to a least squares
minimization scheme that includes transforming the observations to a regular grid,
as well as modeling statistical errors for the measurements and the first guess.

One major constraint of this minimization is that the dimensions of the corresponding
matrices are in the order of the number of observations in the original data set,
meaning that very dense data sets lead to high computational costs. Furthermore, in
most cases, the correlations between observation errors are not known beforehand,
and thus, in practice it is assumed that the observation errors are uncorrelated. These
constraints necessitate adjusting the resolution of the observation sets to decorrelate
the observation errors and to reduce the dimension of the least squares minimizer.
Thus, observations thinning methods are required for data assimilation in numerical
weather prediction.

This hypothesis is supported by the work of Liu and Rabier [102] who suggest to
adjust the resolution of the observation set according to the grid resolution. They
theorized that this is mandatory in order to minimize the so-called analysis error,
which reflects the quality of the assimilation. This one-dimensional study has been
extended to the 2D case (analysis on the sphere) in [16]. It is essential to adjust the
resolution of incoming data sets in order to provide assimilations with the smallest
possible analysis errors. Since the satellites are targeted to provide a snapshot of
the atmospheric state through a high number of samples, methods are needed to
reduce the number of observations before the data set is transferred to the assimilation
pipeline.

For the satellite temperature data, the operational service of the DWD [106] currently
uses a simple uniform thinning scheme, which selects points at regular intervals, for
example, every third point in zonal and meridional direction of the incoming scans.
This approach is convenient, since the satellite sounding unit sweeps the atmosphere
in a line-by-line mode, while recording a predefined number of samples for each
line. The implementation of this method is straightforward, and it yields a fast thin-
ning behavior. However, removing data points in this fashion may lead to a loss
in information content in regions with large signal gradients (e.g., in temperature)
that possibly contribute important information to the assimilation. Thus, we need
adaptive thinning methods that are aware of gradients and can preserve a higher data
density in these regions.

A method for intelligent thinning of observations was proposed by Ramachandran
et al. [131], however, not in the context of data assimilation. As in previous work
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in the field of image coding, they propose to approximate the 2D data set by cell
centroids that are correspondingly identified as leaves of an octree data structure.
The octree is recursively constructed by starting to group all observations in one cell.
The subdivision of each cell is ruled by a statistical set that models the approximation
quality of the approximating observation.

Observational data sets from weather prediction may be compared to 3D models from
computer graphics, because both types of data rely on a sampling-based description.
Numerous methods were introduced on simplification of 3D surface data [25,54,55,
66, 67, 100, 123, 142]. The probably most popular mesh simplification method was
proposed by Garland and Heckbert [55]. In their approach, the number of vertices in
a mesh is iteratively reduced by considering so-called error quadrics, which model
the increase in approximation error, if a decimation operation is performed. Point-
based 3D surface data show similar characteristics to the meteorological data sets
that we use. Respective simplification methods were discussed [122].

In fact, techniques from point-based graphics are suitable to approach the problem
of observations thinning. However, applying previous methods directly may lead to
problems, since the data distribution is likely to be more irregular than for point-
based 3D models. Moreover, in our work, per-point attributes (measurement values)
yield information content that is as least as significant as the geometry part (mea-
surement positions). Consequently, we assign similar importance to the geometry
and the attributes in the data set. This is contrary to the methods in [122] that purely
focus on the geometry of the models.

1.3 THESIS CONTRIBUTIONS

In view of the aforementioned demands in the fields of geometry processing, com-
puter graphics, and numerical weather prediction, this thesis contributes the following
methods:

• A framework for representing surfaces with elevation maps,
which correspond to irregularly shaped images, yielding an image-based 3D sur-
face representation.

• The application of the elevation map data structure to surface compression,
which results in an improved performance when compared to previous compres-
sion schemes for point-sampled geometry, while the underlying pipeline is algo-
rithmically simple.

• The application of elevation maps to hardware-accelerated rendering,
which results in a significant improvement of the visual quality in comparison to
previous splat renderers, while accelerating the rendering through reducing the
complexity down to one single rendering pass.

• Simplification methods for observational data in numerical weather prediction
that work in an adaptive fashion, meaning that a high data density is retained in
regions with a large variance in the original signal, while less observations are
retained in homogeneous regions.
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1.4 THESIS OVERVIEW

This thesis is organized as follows:

• Chapter 2 provides definitions of the elementary surface representations that are
the basis for our elevation map representation. After defining the input data, we re-
view the concepts of polygonal surface representation and approximation of point-
sampled geometry with moving-least-squares surfaces.

• Chapter 3 introduces the concept of elevation maps for approximation of point-
and mesh-based 3D surfaces. We describe our pipeline for constructing a surface
representation that relies on sets of regularly sampled images, followed by describ-
ing the characteristics that result from the resampling.

• Chapter 4 discusses the application of the elevation map primitive to the problem
of 3D surface compression. We describe a bit-allocation scheme that optimally
distributes the bits of a given budget among the patches in the model, helping to
improve the overall compression performance. We present results for point and
mesh models of varying complexity, i.e. we compress the Lucy model with more
than 14 millions of points at 0.5 bits per point at a visual quality that is similar to
that of the original model. Parts of the results of chapter 3 and 4 can also be found
in [116], [118], and [33].

• Chapter 5 describes the application of the data structure in the context of hardware-
accelerated rendering. We consider the scenario in which the models are rendered
after decoding. We propose to render the data directly as elevation maps without
reconstructing the model. We further propose to exploit the regular structure of the
elevation maps to establish a splat interpolation renderer. We show that our ren-
derer accelerates current splat renderers and achieves a high visual quality. Parts
of chapter 5 can also be found in [114] and [115].

• Chapter 6 addresses the problem of simplification of observations, which are pro-
cessed in numerical weather prediction systems. We devise and implement various
algorithms yielding thinnings that adapt to the information content in the partic-
ular regions of the observational data sets. The results of chapter 6 are published
in [112] and [113].

• Chapter 7 summarizes our findings and addresses future work.



CHAPTER 2

SURFACE REPRESENTATIONS

(a) (b) (c)

Figure 2.1: Surface representations that are used in this work; the geometry of the models
corresponds to the set of point positions of acquired scanner data sets (a); water-
tight surfaces can be obtained by utilizing polygonal meshes (b); or splats that
correspond to oriented disks with individual radii (c).

In the early 20th century, it was recognized that the three-dimensional Euclidean
space R3 yields the most suitable mathematical space for the description of real-
world physical objects. In many applications, solids are described by surfaces that
can be thought of as the set of points in 3D-space that lie on the boundary of the
solid. A mathematical formulation in terms of so-called topological spaces is given
as follows:

Definition. A set X along with a collection T of subsets of it is a topology, if the
subsets in T have the following properties:

1.) The (trivial) subsets of X and the empty set ∅ are in T .

2.) Whenever sets A and B are in T , then so is A ∩B.

3.) Whenever two or more sets are in T , then so is their union.

Definition. A 2-manifold is a space for which a topology has been specified, and in
which around every point, there is a neighborhood which is topological identical to
the open unit ball in R2.
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In other words, a 2-manifold surface is a topological space, which facilitates 2D
coordinates. In general, all solids can be described in such a way that their boundary
is represented by 2-manifolds, which has made them an attractive subject for research
topics in the last decades. The above definition of a 2-manifold is formulated for
closed surfaces. In computer graphics, however, it is common to consider surfaces
with holes, which motivates the term of manifolds with boundary. These manifolds
are defined by requiring the topological equivalence of the neighborhood to the open
unit half ball instead of the unit ball in the definition above.

Furthermore, in some special cases, non-manifold surfaces are of interest, when de-
scribing extremely thin or flat volumes such as hair or plant leaves. Moreover, there is
a variety of theoretical surfaces that also show non-manifold properties, for instance,
surfaces that correspond to combined or intersected manifolds.

In computational geometry, a common classification of surfaces is given in terms
of implicit and explicit representations. Explicit surfaces, such as spline patches or
triangular meshes are suitable to represent highly complex geometries and are con-
venient for geometry manipulations. Implicit surfaces for computer graphics were
discussed by Blinn [14]. The concept evolves representing a surface by a single
mathematical equation of the form F (x, y, z) = 0, where x, y, and z correspond
to components of 3D-coordinates. Consequently, implicit surfaces are embedded in
the R3, and the surface is defined by the zero level set of the function F . Implicit
surfaces play an important role in the field of modeling and visualizing physical
processes, such as fluid dynamics [110]. Moreover, implicit surfaces are used in
isosurface extraction, the goal of which is to extract meshes from scalar volumetric
fields. A detailed overview is given in [65].

In this thesis, we focus on explicit representations that rely on a dense sampling of
the underlying physical 3D object. In particular, we consider the geometry of a given
3D model as finite point set P ⊂ R3, for example, points that were acquired by a 3D
scanner, Fig. 2.1(a). Given P , we consider a (locally) continuous associated surface
S = S(P) for the purposes of error assessment and geometry resampling. In the
following sections we give an overview of the elementary surface representations that
we utilize to construct the elevation map representation. We consider two different
underlying primitives that were elaborated for applications in 3D graphics, namely
polygons and points.

2.1 POLYGONAL MESHES

A polygonal mesh is defined by a tuple (P , C), where P is the ordered set of input
points, i.e. (p0, p1, . . . , pn−1), and C describes the topology of the surface. The set C
contains three types of elements, namely vertex indices {i} ∈ C, edges {i, j} ∈ C,
and triangles {i, j, k} ∈ C. The surface S is then given by the set of all points p ∈ R3

that are elements of the topological realization of a triangle {i, j, k} ∈ C, i.e. all
points with corresponding nonnegative barycentric coordinates of p with respect to
the triangle {pi, pj, pk}.

Surfaces based on triangular meshes correspond to piecewise linear interpolations
of the points in the input data set P . The resulting surface S is locally smooth
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(within the triangles), however, it is not essentially globally continuous. The surface
may contain holes as it is the case for the common Bunny model from the Stanford
scanning repository [151]. Figure 2.1(b) shows a triangulated version of the point set
in Fig. 2.1(a).

The meshes in this work facilitate a surface normal in each point on the surface.
We use constant surface normals within the triangles of the mesh, which can be
evaluated by computing the normal of the corresponding plane embedded in R3.
To encode the normal orientations, we may slightly adjust the definition above and
consider triangles as triples (i, j, k) instead of sets. A normal flipping operation
corresponds to reversing the triangle index order, yielding the triangle (k, j, i), and
updating the edge information accordingly. We consider orientable meshes, meaning
that a configuration of triangle orientations exists, so that for each pair of adjacent
triangles, the two vertex indices of the common edge are in opposite order.

Since the surface normal of a triangular mesh is not defined at the vertex positions
and the triangle edges, we set the corresponding normals to be the weighted average
of triangle normals of incident triangles, whereby the weights are chosen according
to the area of each incident triangle.

2.2 POINT-SAMPLED SURFACES

In cases where the model only consists of a set of points, two approaches are pre-
ferred for obtaining a continuous surface. Firstly, the surface is computed in a pre-
processing step, which can be achieved by constructing a polygonal mesh for the
given set of points. However, this construction of connectivity as well as its effi-
cient representation is a non-trivial problem, such as triangulation [37]. Secondly,
the surface is implicitly constructed on demand. This can be achieved by applying
an operator that projects points in R3 onto the surface. This is convenient, since
pre-processing operations are not required. In this thesis we follow this concept by
utilizing so-called moving-least-squares (MLS) surfaces.

MLS surfaces for computer graphics applications were proposed by Levin [94, 95].
The concept is an extension of the well known least-squares technique for scattered
data fitting [148], [43], and follows the seminal work of Lancaster and Salkauskas
[88]. In contrast to polygonal meshes, the MLS surface S is smooth depending on the
input point set P that is defined without piecewise parameterization. Computation-
ally, a point on the surface is found by applying a projection operator to an arbitrary
point in 3D space.

Specifically, given the point set P , the surface S = S(P) is implicitly defined by a
projection operator Ψ, S = {p ∈ R3 | p = Ψ(p)}. The mapping of a point x ∈ R3

onto S works as follows. A local reference plane H , defined by a point q ∈ R3 and
a normal n, H = H(n, q) = {x ∈ R3 | 〈n, x− q〉 = 0, ‖n‖ = 1}, is found, such that
an energy function F (n, q) is minimized, with

F (n, q) =
∑
p∈P

〈n, p− q〉2θ(‖p− q‖). (2.1)

The function F describes the weighted sum of squared distances of the original points
p ∈ P and their projections onto the plane H(n, q). Hence, the plane can be thought
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(a) (c)

(b)

Figure 2.2: Computation of the projection Ψ(x) of a point x ∈ R3 using the MLS approach;
in the first step, a local reference plane H is found by minimizing weighted
squared distances of points in P to H (a); then, a polynomial of a given degree
is fit to produce the projected point Ψ(x) (b); the MLS surface S is implicitly
defined by the infinite set of projections, S = {p ∈ R3 | p = Ψ(p)} (c).

of as a local approximation of the point set near q. Equation (2.1) thereby uses a
smooth, positive, and monotonically decreasing weighting function θ, such as

θ(s) = e−
s2

h2 ,

which weights the points according to their distance to q, whereby larger weights are
assigned to points that are close to q. The parameter h defines the spatial scale of
θ, and effectively controls the smoothing behavior of the final surface. Figure 2.2(a)
shows the reference plane and the projections of the original points onto the plane.

Once H is found, it serves as a reference domain for a local Cartesian coordinate
system with origin in q and span vectors u and v, like u · v = 0, u × v = n,
‖u‖ = ‖v‖ = 1. The second step of the MLS projection procedure consists of
fitting a bivariate polynomial of given degree to the original points in order to find
the projected point Ψ(x), which is above q and defined to be on the surface S.

More precisely, each point p ∈ P has local plane coordinates (up, vp, fp), where
fp = 〈n, p− q〉, up = 〈u, p− q〉, vp = 〈v, p− q〉. The polynomial fit is then given by

arg min
g

∑
p∈P

(g(up, vp)− fp)
2 θ(‖p− q‖), (2.2)

whereby this minimization is carried out over the coefficients of g. The function θ(·)
is again the monotonically decreasing weighting function. The projection is then
given by Ψ(x) = q + g(0, 0)n, see Fig. 2.2(b).

Figure 2.2(c) illustrates the smooth surface that is obtained when applying the pro-
jection operator to infinitely many points near the surface.
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Figure 2.3: Left: two projections with input points in the center, and the projections (that
are on the graph of the polynomial functions); right: visualization of the energy
function (2.1) depending on α, which corresponds to the plane normal in polar
coordinates (only one angle for the 2D case), and t, which is the signed distance
between the input point x and its projection on the plane, q.

2.2.1 Computing the MLS Projection

Several details have to be considered when implementing the projection of a point p
onto the surface S.

Bounded neighborhood: The evaluation of the energy functions, Eq. (2.1) and Eq.
(2.2), includes the summation of as many terms as the number of points in set
P , which results in high computational costs in a straightforward implementa-
tion. To accelerate the projection Ψ(p), p ∈ R3, the summation is restricted to
a number of points in the neighborhood around p in P . Usually a neighborhood
with a fixed number of k points or with a fixed radius is specified. The projec-
tion procedure is then initialized with a k-nearest neighbor search that can be
implemented, i.e. with fast algorithms using KD-Trees [9].

Minimization of (2.1): The minimization of (2.1) is non-linear, since the weights
are computed according to q, which is an argument of the error function. In
practice, one uses an iterative solver, like Powell’s method [129, Chap. 10.5].
Moreover, the reference plane is parameterized according to the source point
p (during the projection Ψ(p)), in that q is set to p + tn, where t is a scalar
value. The minimization is then carried out over three variables, namely t and
two angles that correspond to the polar coordinates of the plane normal n.

One question that arises when minimizing (2.1) is, if a unique minimum exists.
Alexa et al. [5] state that there are cases where more than one minimum can be
found. This may be true, for example, if the input point x is identical to the
position of the optimal plane fit, t = 0. Then there will be two minima that
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correspond to planes with orthogonal normals. To stabilize the projection, one
therefore bounds the domain of the variables for the minimization. Specifically,
starting with an initial guess, the procedure is carried out along t and then over
the normal n, which was observed in [5] to change only slightly during the pro-
cess. Figure 2.3 shows visualizations of the error function (2.1).

Surface domain: The operator Ψ projects points in a domain D ⊆ R3 onto the sur-
face S. In [5] it is stated that there is a unique minimum of (2.1) in the range
of t ∈ [−h/2, h/2] (see above) around the input point x. This is explained by
the fact that the MLS projection works like a smoothing filter (depending on the
weighting function θ), which smooths features with a size smaller than h. Con-
sequently, the domain D is usually not identical to the R3, it rather is a narrow
band around the MLS surface S. In our work, we carefully adjust h, so that on
one hand features are retained, and on the other hand h is large enough to es-
tablish projections for which the input points are sufficiently far away from the
surface S. In extreme cases, however, to overcome the problem of the restricted
domain D for practical reasons, one may project the input point to the nearest
neighbor of the original point set P and use the resulting point for a consecutive
MLS projection. Although, this workaround is not consistent with the MLS def-
inition, it guarantees that there are no input points for which the projection is not
defined. For example, in our work we solely need this property when measuring
the distance between two MLS surfaces, which are possibly far away from each
other.

Sharp features: Related to the surface domain, the work of Amenta and Kil [8]
raised many important practical and theoretical issues, including what happens
to the projection near edges and corners; they show that the original projection
sometimes has undesirable behavior in those locations. Figure 2.4 shows an ex-
ample of a sharp corner where the standard MLS procedure breaks down due to
the fact that the appropriate plane fit is missed during the projection. In the case
of Fig. 2.4(b), the plane normal points in direction orthogonal to the corner di-
rection, which makes it impossible to find a proper polynomial fit. A projection
operator that unifies the two-step projection procedure and fixes this problem
was reported in very recent work [119], Fig. 2.4(c).

2.2.2 MLS Variants

Since Levin introduced MLS surfaces [94], several variants were proposed that differ
in methodological and performance aspects. A set of popular techniques is based on
defining the point projection in terms of a combination of weighted centroids and a
normal field [3,4,7]. This type of projection defines the surface in terms of a level set
of a scalar function. This function can be evaluated very efficiently, but an iterative
method is required to project points onto the surface. Also, their simplicity makes
them more suitable for analysis that give strong theoretical guarantees [4, 7, 24, 38].
We note that these linear techniques require some form of normal information, which
may be unavailable.
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(a) (b) (c)

Figure 2.4: For point sets with sharp corners (a), the standard two-step MLS projection pro-
cedure breaks down, since it fails to find the right reference frame (b); the re-
cently proposed unified projection operator in [119] solves this problem (c).

There is also a continued interest in further analysis of the original approach using
Levin’s MLS [95], which involve a non-linear projection, [46, 101]. Fleishman et al.
[46] propose to use robust statistics and a modified projection scheme for recovering
sharp features as well as increasing stability of the projection operator near features.
This approach is sound and produces good results, but it introduces extra processing
steps, which interfere with the natural elegance of the original formulation.

2.2.3 Point-based Display

A triangular mesh is equipped with all information needed to implement a pseudo-
realistic visualization of a physical object, Fig. 2.1(b). In particular, the presence of
topological information facilitates the evaluation of surface normals that are needed
for the illumination. By nature, a point cloud comes without topological information,
and moreover, points do not automatically yield continuous surfaces, since they are
discrete.

Figure 2.5(a) shows an example rendering when directly displaying points that were
sampled from a continuous surface. It should be noted that the visual quality is low,
and surface details are hardly visible. To obtain smooth renderings, the points may
be equipped with additional attribute information, such as normal vectors and radii,
yielding surfels (surface elements) [127]. These point attributes provide a better ren-
dering quality, Fig. 2.5(b), which can further be improved by sophisticated blending
techniques [127, 167], Fig. 2.5(c). The term of surfels is also referred to as splats,
which we will use throughout this thesis.

Normal estimation. Given an input point cloud, the normal vectors can be con-
structed by estimating local planes for each point, for example, using Eq. (2.1), and
reading off the corresponding normal vectors. However, it must be noted that this
procedure involves Gaussian weighting and consequently evokes a smoothing ef-
fect. For models that contain sharp features, one may use the RMLS surface fitting
method [46], which facilitates MLS approximations that retain sharp edges.
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(a) (b) (c)

Figure 2.5: Displaying point sets without attributes leads to low-quality renderings (a); per-
point normals facilitate illumination (b); best results are achieved by equipping
the points with normals and radii (c), yielding splats or surfels [127].

Normal orientation. The fitting of planes yields per-point normal vectors, however,
their orientation is not determined by the procedure. In order to obtain consistent
normal orientations, one may use Hoppe’s method [68, sec. 3.3]. In his approach, a
spanning tree of the points is constructed, where the edges are weighted according to
the distances between the corresponding points. After the tree construction, the prop-
agation of normal orientations is initiated at the point with the largest z-coordinate,
the normal of which is supposed to point towards the z-direction, away from the
observer. If this is not the case, it is flipped. In the next step, the spanning tree is
recursively traversed, starting at the initial point. The normal of any newly visited
point is flipped, if its angle to the normal of the previous point exceeds 90◦.

The method performs well for fairly smooth surfaces. Wrong orientations may only
result from models that contain sharp features. In these cases, the model can be
partitioned, such that the sharp features are on the boundaries of the patches. The
orientation procedure can then be carried out on each individual patch, assuming that
the patches can be oriented properly.

Point Radii. In order to obtain hole-free renderings, the sample count may be in-
creased, or disks that are defined by the point positions and the corresponding nor-
mals may be introduced. An elementary problem is to construct disks with minimal
radii in order to avoid heavy overlapping. Overlapping worsens the rendering per-
formance with respect to quality and speed. A common radius estimation method
is described in [122]. Each point includes the construction of the Delaunay triangu-
lation of neighboring points that were projected on the least-squares fit plane. The
radius is then chosen according to the longest resulting edge in the triangulation.

A problem with splat rendering is the occurrence of undesired overhanging splats
near the sharp features in a model, Fig. 2.6(a). This can be solved by introducing a
large number of tiny splats in these regions (possibly elliptically shaped), or intro-
ducing clipping planes that cut off the disks appropriately, Fig. 2.6(b), as proposed
in [20].
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(a) (b)

Figure 2.6: Sampling the cube with circular splats results in undesired overhang near sharp
edges (a); clipping the splats on the edges solves these problems (b).

2.3 POINTS VS. TRIANGLES

Since their introduction [97, 167], points have shown to be a suitable alternative to
meshes for shape representation, rendering, and processing [121]. In general, points
are highly suitable to represent data sets that show an extremely high data density,
containing many millions of primitives. Polygonal representations demand a recon-
struction of consistent point connectivity, which may be cumbersome if the data set
is large and affected by noise. Displaying these models on common screens with
meshes results into the degeneration of the polygons into single pixels, which sus-
pends their benefits.

Due to the fact that high-quality point rendering with splats introduces significantly
more overlapping of screen pixels than meshes, points have not yet been used in mass
applications such as computer games. However, the future for point-based computer
graphics may lie in special applications where massive and/or dynamic data sets need
to be processed. Gross [58] discussed the current and the possible future role of the
point primitive in computer graphics.
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CHAPTER 3

SURFACE APPROXIMATION WITH
ELEVATION MAPS

(a) (b) (c)

Figure 3.1: Point-based surface decomposition of the Igea model; original model (134,345
points) (a); partition with 14 patches (b); and the base planes that are used for
the parameterization (c).

As denoted in the previous chapter, a (2-manifold) surface corresponds to a 2-dimen-
sional object embedded in 3D space. Many operations carried out on surfaces, are
based on parameterizations. A parameterization is a mapping of a parameter space of
lower dimension (e.g., subset in R2) to the 3D-space. They are commonly used in a
wide range of surface applications, such as texture mapping, meshing and remeshing,
compression, surface morphing, and surface editing. Consequently, surface parame-
terization has become an active research topic in 3D geometry processing.

In our work, we parameterize surfaces through a set of height fields over planar
domains, Fig. 3.1. This method involves a partitioning of the original surface and
a resampling procedure. Before describing this technique in detail, we provide a
short overview of existing surface parameterization techniques. For the purpose of
this thesis, we will only refer to a restricted selection of approaches among the large
number of references in the literature. For a complete survey see [48, 49, 147].

Surface parameterization corresponds to finding a mapping of the 2D space onto the
surface aiming at carrying out operations under the assumption that the surface is
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(a) (b) (c)

Figure 3.2: Parameterization of the Bunny model for texture mapping; the original surface is
cut along edges into pieces (a) in order to map images onto the individual parts
(b); the final texture mapped models shows low distortion (c); the images are
courtesy of Lévy et al. [98].

locally almost flat. The 3D coordinates (x, y, z) are thereby expressed as functions
of (2D) parameter coordinates (u, v), i.e. (x, y, z) = (x(u, v), y(u, v), z(u, v)). In
fact, such a mapping can only be found, if the surface is topologically identical with
a disk [47] or a sphere [146]. If this is not the case, the surface must be cut along
a curve into two or more pieces in order to construct the mapping, [61, 98], see Fig.
3.2.

Parameterizations are classified according to their characteristics into conformal map-
pings (preserve local angles of the triangle mesh during the mapping), area-preser-
ving mappings (preserve the area of each triangle in the mesh), and distance-preser-
ving mappings (preserve the distance between points on the surface). In practice,
however, such property preserving mappings are hard to find. This led to the intro-
duction of algorithms that aim at approximating a prescribed characteristic. Thus,
these methods introduce parameterizations with distortion that needs to be mini-
mized during the construction. In the following, we review related work in the three
fields of surface parameterization:

Conformal mappings: Considering corresponding triangles on the surface and in the
parameter domain, the goal is to produce mappings that retain their angles or at
least approximate them well. Conformal maps are also called harmonic, though,
Floater and Hormann [49] showed that they are not equivalent. Each conformal
mapping is harmonic, but the inversion does not necessarily apply.

Eck et al. [41] proposed an angle-preserving mapping technique that consists of
a two-step approach. In the first step, a boundary curve in the parameter domain
is constructed that is mapped to the boundary of the surface in 3D. If there is
no boundary or the geometry is too complex to be mapped to the plane, the sur-
face is cut into a number of pieces in order to construct a parameterization for
each surface patch. After defining the boundary curve in parameter space, and
its mapping to the boundary of the surface, the construction of the parameteriza-
tion function involves the definition of non-uniform spring terms for the triangle
edges. The final mapping is then obtained by solving a (sparse least-squares)
system of linear equations.
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angle preserving angle & area preserving

Figure 3.3: Purely angle preserving parameterizations may produce inappropriate sampling
densities when the surface is resampled uniformly in the parameter domain; in-
troducing a combined area and angle preserving distortion metric as in [35] fixes
this problem; the images are courtesy of Degener et al. [35].

A well-known representative approach of conformal mapping was presented by
Floater [47]. The method is similar to that of Eck et al. [41] in that it consists
of defining a boundary curve, followed by solving a linear system minimizing
some energy. However, the difference is in the selection of appropriate spring
energy weights during the second step of the parameterization construction. In
particular, the method forces the interior vertices to be a convex combination of
their topological neighbors during the linear minimization. Thereby, the positive
and symmetric weights guarantee bijective mappings, for details see [47].

The drawback of [47] is that the constructed parameterization is dependent on the
definition of a convex boundary curve in parameter space. Lévy et al. [98] and
Desbrun et al. [36] independently from each other proposed a quasi-conformal
parameterization method that is linear and free of boundary conditions. Their
cost function is proved to possess a well-defined unique minimum, leading to a
minimizer implementation that is not blocked by an undesired local minimum.
Moreover, the minimizer is numerically stable and provides fast convergence.

Area-preserving mappings: Degener et al. [35] proposed to combine angular and
global area deformation in the parameterization energy metric. They introduce
a weighting parameter, which allows to adjust the importance of the area pre-
serving characteristics of the final mapping. The distortion minimization is
non-linear, and a hierarchical minimization scheme that was originally proposed
in [71] is applied.

The clear advantage of area preserving techniques is their suitability for applica-
tions where the surface has to be resampled uniformly in the parameter domain.
In many cases, a purely angle preserving technique leads to a high area distor-
tion in some regions, which in turn leads to inappropriate sampling densities,
Fig. 3.3.

Distance preserving mappings: Zigelman et al. [165] proposed a distance preserving
parameterization technique for the purpose of texture mapping. The method
includes finding the geodesic distance (shortest distance on the surface) for a
number of point pairs, which are then used as input data for the global least-
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squares minimizer. The advantage of their approach is that it is computationally
efficient and boundary conditions are not necessary.

Sander et al. [139] proposed a stretch minimizing mapping technique that is
applied in the context of mapping textures to meshes that are represented through
a progressive multi-resolution data structure [67]. Two stretch norms are defined,
L2, which is the root-mean-squared distortion over all directions in the parameter
domain, and L∞ that corresponds to the maximum stretch. The (non-linear)
minimization is carried out using an iterative scheme that for each vertex consists
of local search operations for a number of randomly chosen search directions in
the parameter space. The run times of this method are high, but are still in the
order of those of other common nonlinear angle preserving techniques, [71].

Methods that find a mapping from one parameter domain to the complete surface,
belong to the class of global parameterization frameworks. The drawback clearly is
that the parameterization errors can become quite large when the shape shows com-
plex geometric structures. To bound the distortion, in many cases (as in our case), the
surface is decomposed into pieces (patches) in order to construct the parameteriza-
tion on each individual patch. The task of surface parameterization is thereby closely
related to the problem of surface segmentation, [11,29,81,122], in that an appropriate
segmentation needs to be found (in a pre-processing step) to obtain parameterizations
with small errors.

Sorkine et al. [149] proposed a parameterization scheme that unifies the partitioning
and the parameterization step, thereby providing mappings with distortion guaran-
tees. However, generally the drawback of the segmentation approach is the occur-
rence of discontinuities near the patch boundaries. These may become visible when
the model is displayed, and therefore require special post-processing, [138].

Recent work revealed that parameterizations can not only be used for attribute map-
ping, such as texture mapping, but that they also help to find new ways of represent-
ing the surface geometry directly. Lee et al. [91] presented displaced subdivision sur-
faces, where the original data set is approximated by a smooth control mesh, which
in turn is displaced by a scalar valued map.

Gu et al. [61] proposed geometry images, where the complete surface is parameter-
ized on a planar domain and resampled on a regular grid, providing one image that
represents the surface. This approach has two restrictions. Firstly, for models with
complex surface curvature, a single geometry image may not be sufficient to guar-
antee a low-distortion approximation. Secondly, the parameterization is based on
three-dimensional detail coefficients and is thereby more complex, since it does not
merely displace points orthogonally to a plane, as in our case. The first restriction is
addressed in the work of Sander et al. [138], where the approach of geometry images
is extended through representing a mesh by an atlas of charts that are designed to
minimize distortion; the second is addressed in our work.

Ivanov and Kuzmin [76, 77] proposed “Spatial patches” as rendering primitive for
meshes. The model is approximated by an atlas of regularly sampled charts that
correspond to height fields, properly placed in 3D space. A similar representation for
point-based models has been proposed by Pauly and Gross [122] for the purpose of
spectral filtering. Because their height fields are resampled to complete rectangular
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images, which results in heavy chart overlapping, a blending technique is necessary
when merging the processed patches for surface reconstruction.

Focusing on efficient surface approximations through flat shapes, Cohen-Steiner et
al. [29] proposed to cluster the surface and approximate it through a set of polygo-
nal shaped proxies, each of which is equipped with a normal vector and a centroid,
yielding an arbitrarily shaped flat surface region. Considering various error metrics,
they discussed a strategy to minimize a global surface approximation error based on
concepts that are used in vector quantization theory. As shown later, we utilize this
method to obtain height fields with possibly low distortions.

3.1 OVERVIEW OF OUR CONCEPT

In this work, we contribute a framework to represent geometry of mesh- and point-
based surfaces. Our work has been inspired mainly by the two papers, “Spectral
processing of point-sampled geometry” by Pauly and Gross [122], and “Multi-chart
geometry images” by Sander et al. [138]. Here we combine, modify, and extend their
methods for the purpose of geometry compression and rendering. We propose to use
an atlas of height fields as in [122], which, however, are not overlapping and have
irregular boundaries as in [138].

Figure 3.1 shows an example of a height field decomposition of the Igea model. The
advantages of such an atlas of height fields over normal meshes and over geometry
images are simplicity and a strictly scalar point coordinate representation. However,
there are drawbacks to this approach. Firstly, the charts have irregular boundaries
that require a careful handling; secondly, a complex surface may require a large
number of height field charts; and thirdly, the sampling of height fields at regular
grid positions generally does not yield a uniform sampling of the surface.

In the next two sections we discuss the details of our framework for 3D surface
approximation with elevation maps. We assume that the surface is given as a mesh
or as a point-based model, i.e. a point set P ⊂ R3 with attached normals n(p) for
p ∈ P . If no normals are given, we approximate them using the normal estimation
method in subsection 2.2.3.

3.2 ERROR MEASURE

As we will show later, our surface representation relies on a resampling of the input
data set, meaning that we consider the scenario in which an original surface S (given
by a point set P) is approximated by another surface Ŝ (given by a point set P̂). In
order to evaluate the quality of the approximation, we follow prior work [28] and
define a symmetric root-mean-squared (RMS) error based on the surfaces S and Ŝ,
which are given by P and P̂ respectively.

The (one-sided) L2-distance of Ŝ as an approximation of S is given by

d(Ŝ,S) =

[
1

area(Ŝ)

∫
Ŝ

d(p,S)2dp

] 1
2

, (3.1)
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where d(p,S) denotes the distance of the point p to the surface S. The symmetric
RMS error is given by

Erms(Ŝ,S) = max
(
d(Ŝ,S), d(S, Ŝ)

)
. (3.2)

In practice d(Ŝ,S) is computed by sampling the surface Ŝ and averaging squared
distances. The actual distances d(p,S) are estimated by applying the projection op-
erator, d(p,S) ≈ ||p − Ψ(p)||, or are computed explicitly when S is defined by a
mesh.

The peak-signal-to-noise ratio (PSNR) is given by 20 log10
dB

Erms(Ŝ,S)
, where dB de-

notes the diagonal length of the axis-aligned bounding box of the original surface S.
Specifically, dB = ‖(ex, ey, ez)

T‖ with ex = sup |x0 − x1|, ey = sup |y0 − y1|, ez =
sup |z0 − z1|, (x0, y0, z0)

T ∈ S, (x1, y1, z1)
T ∈ S.

3.3 CONSTRUCTION PIPELINE

3.3.1 Parameterization

Our parameterization relies on decomposing the surface S into subsets. Given a
subset S ⊆ S, which corresponds to a surface patch of S, the goal of the parame-
terization is to find a mapping from a planar domain to the 3D space, such that its
graph approximates the patch. We utilize a special parameterization in the form of an
elevation map over a reference plane. Given patch S, we construct a reference plane
D = D(S) defined by a normal vector nD and a reference point rD,

D = {x ∈ R3|〈nD, x− rD〉 = 0},

where 〈·, ·〉 denotes the scalar product. For S to be an elevation field, a mandatory
condition is that the angles between the normal vectors of S, nS(p), p ∈ S and the
normal nD of the plane do not exceed 90◦,

A(S) = inf
p∈S

(1− 1

2
‖nS(p)− nD‖2) ≥ 0, (3.3)

which follows from the cosine theorem. The aperture A(S) is the cosine of the
aperture angle of the normal cone defined by the normals on S. In practice, we
allow surface patches S with a decreased aperture angle, A(S) ≥ ε, with ε = cos α,
0◦ < α < 90◦. For computation of nD, we use smallest enclosing balls [56], which
can be utilized to compute the normal cone, consisting of the normal vector nD and
an aperture angle φ. The algorithm in [56] yields

n̄S := arg min
n∈R3

sup
p∈S

‖nS(p)− n‖.

We finally set nD := n̄S/‖n̄S‖.

Given the plane D = D(S), we consider the orthogonal projection of the surface
patch S onto D, yielding Q ⊂ D, which we refer to as the support Q of surface
patch S over plane D, see Fig. 3.4. We now define a local coordinate system with
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Figure 3.4: Our parameterization corresponds to a mapping of points in parameter space to
points (x, y, z) in 3D-space; three vectors e1, e2, and nD build an orthonormal
basis for each point over the plane, (u, v, f(u, v)); the orthogonal projection of
the surface S onto the plane D provides a region Q, which defines the support
of the regularly sampled map that is constructed in our framework.

origin rD and two span vectors e1 and e2 on D that form an orthonormal system,
providing (u, v)- (or parameter-) coordinates for any point on D. We may choose
scaling factors l1, l2, such that l1e1, l2e2, and the reference point rD define a bounding
box of the support Q on the plane. Additionally, we define Q̂ as the set of (u, v)-
parameter coordinates with corresponding points in Q.

With the local coordinate system, any point p on the surface patch S can be expressed
in parameter coordinates (u, v), applying an elevation function f : Q̂ → R. Any
point (u, v, f(u, v)) with (u, v) ∈ Q̂ can be thought of as an elevated point over the
plane that corresponds to a point on the original surface patch S, Fig. 3.4.

3.3.2 Partitioning

The goal of the partitioning procedure is to decompose S into a set of patches, such
that each patch can be parameterized as an elevation map. The patches are collected
in a partition R = {Si},∪iSi = S, Si ∩ Sj = ∅, i 6= j.

Many surface partitioning methods were proposed in previous work, [80,92,122,138,
149]. We interpret the problem of finding such a partition as a clustering problem,
where each cluster has to fulfill condition (3.3). In many clustering scenarios, the
input data set is grouped such that for a given number of clusters, a local minimum
of a certain global cost function is found [57]. In our setting, the cost function J for a
given partitionR captures the quality when approximating each patch by a plane. We
integrate the squared differences ||nS − nD||2, taking over the normal vectors nS(x)
that belong to all points x on each surface patch S, and where nD again denotes the
normal vector of the corresponding reference plane D(S),

J (R) =
∑
S∈R

J(S), with (3.4)

J(S) =

∫
x∈S

‖nS(x)− nD(S)‖2dx.

The motivation behind this definition is the expectation that large normal variations
lead to height fields that are rough, and consequently require a higher encoding rate in
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the application of compression. For the evaluation of J(S), we approximate the inte-
gral by a finite sum of appropriately weighted contributions at uniformly distributed
sample points on the surface patch S.

In the following, we describe and compare two partitioning methods that we utilize
to appropriately cluster the input surface into patches.

Split-Merge Clustering

As in [122] we build a patch layout in a split-merge approach. Initially, the complete
surface belongs to the same cluster S0, hence the partition is given by R = {S0}.
In the splitting phase, clusters in R are recursively split until all clusters satisfy
the normal cone condition. Specifically, for any S ∈ R, we evaluate A(S) and
replace S in R by two new clusters S1 and S2, S1 ∪ S2 = S, S1 ∩ S2 = ∅, if
A(S) < cos α for some fixed α < 90◦. The splitting is performed using principal
component analysis (PCA) [79], dividing the cluster by passing a plane through the
cluster center of mass and orthogonal to the largest principal component vector. This
vector is computed by solving the eigensystem of the covariance matrix of the set of
original points in S and selecting the eigenvector with the largest eigenvalue.

After the splitting phase, we have a configuration R, which may consist of a large
number of clusters that satisfy the normal cone condition; though, for compression
it is advantageous to have a partition with a small number of corresponding patches.
We therefore employ a merging strategy in which adjacent clusters are merged as
long as the aperture angle of merged surfaces is below a given threshold β.

For the merging process, we must define whether two clusters are adjacent. If S is
a mesh, the triangle adjacency information is used to identify neighboring patches.
More specifically, two patches Si and Sj are neighbors, if there are two triangles
t1 ⊂ Si and t2 ⊂ Sj that share one edge. For point input models, there is no such
connectivity. We define two patches Si and Sj to be neighbors, if there are two points
p1 ∈ Si and p2 ∈ Sj with p1 ∈ NP,k(p2) or p2 ∈ NP,k(p1), where NP,k(p) denotes
the set of k nearest neighbors in P around p. In our experiments we found that k = 5
led to good results.

In the iterative merging phase, two adjacent clusters are merged in each step such that
the global cost function (3.4) is decreased. At the beginning, there are many pairs of
adjacent clusters, each of which forms a possible candidate for a succeeding merging
operation. According to Eq. (3.4), the cost increase when merging two adjacent
clusters Si and Sj is given by

∆JSi,Sj
(R) = J (R′)− J (R)

= J(Si ∪ Sj)− J(Si)− J(Sj), (3.5)

with R′ = (R \ {Si, Sj})∪{Si ∪Sj}, being the resulting partition when merging Si

and Sj .

For an efficient implementation, we maintain a priority queue that holds all possible
candidates of pairs (Si,Sj) and is sorted by increasing error increments (3.5). At any
merging step, the first element of the priority queue is removed and the corresponding
pair is merged. This step is followed by appropriate updating the queue by removing
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invalid pairs and inserting new pair candidates. It should be noted that only pairs
(Si,Sj) that fulfill the normal cone condition, A(Si ∪ Sj) ≥ cos β, are considered
for merging. In contrast to Eq. (3.3), where the parameter α is chosen to adjust the
maximum cone aperture angle, we choose a slightly relaxed threshold β during the
merging process, β ≥ α.

The parameters α and β are used to adjust the properties of the final partition. In
general, a small α (e.g., α = 10◦) leads to a partition with many small clusters
after splitting. Applying a large angle β (e.g., β = 70◦) during merging leads to a
smaller number of clusters in the final partition. However, the patches in this partition
show irregular boundary shapes, Fig. 3.5(b). Increasing the parameter α reduces the
number of clusters in the initial partition and produces final partitions with straight
boundary curves, Fig. 3.5(d).

Generalized Lloyd’s Algorithm (GLA)

Cohen-Steiner et al. [29] demonstrated that excellent partitionings can be obtained
using methods from vector quantization; they particularly applied Lloyd’s algorithm
[104] to find a local minimum of the cost function (3.4). Their idea was to introduce
proxies that correspond to planes in 3D-space that each approximate a part of the
surface. They defined two independent energy terms that are minimized by reassign-
ing mesh triangles to the proxies, so that the approximation error remains as small as
possible. We adopt their method and briefly describe the procedure.

The search for the optimal partition is initiated by a number of randomly chosen
seed triangles on the surface. Each seed triangle corresponds to a cluster center that
is defined by a location on the surface and a normal vector. These two quantities
coherently define a plane that we define to be the reference plane from section 3.3.1.
The minimization of (3.4) is implemented in two subsequent steps that are iteratively
applied and work as follows:

Cluster Flooding: Given the set of triangles that represent the cluster centroids, the
goal is to assign all remaining triangles of the model to clusters in order to build
a surface partition. This is achieved by employing a flooding technique, in which
triangles are subsequently assigned to the clusters, using a priority queue. First,
for each centroid triangle consider all (three) adjacent triangles and sort each of
them into a global priority queue according to the distance of its normal vector
to the normal vector of the centroid. Then, remove the first triangle from the
queue and assign it to the respective cluster. Finally, insert further (at most two)
adjacent triangles into the priority queue that have not yet been visited. This
procedure is repeated until the queue is empty, meaning that all triangles are
assigned to a cluster.

Centroid Fitting: Once a partition is found, the cluster proxy (plane) of each patch
is refitted in the spirit of Lloyd iterations [104]. Specifically, given a cluster of
triangles, i.e. a surface patch S, the normal nD of the plane D(S) is set to the
average of the normal vectors of the triangles in S. The weights are selected
according to the triangle areas. The plane reference point is formally set to the
barycenter of S, although it does not affect the approximation error (3.4).
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(a) 11,584 patches (b) 11 patches

(c) 259 patches (d) 14 patches

Figure 3.5: Split-merge partitions that are obtained by our partitioning scheme; a large num-
ber of patches after the splitting phase (a) leads to patches with complex shapes
after merging (b); reducing the number of patches in the splitting phase improves
the shapes, but increases the total number patches after merging, (c) and (d).

(a) 259 patches (b) 14 patches

Figure 3.6: Partitions generated by the Generalized Lloyd’s Algorithm for surfaces [29] for
259 patches (a) and 14 patches (b); in contrast to the partitions obtained by the
split-merge method, the patches do not show straight boundary curves.
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(a) (b)

Figure 3.7: An unoptimized triangle-based partition shows noisy boundary curves (a); trian-
gle flipping based on boundary length minimization reduces these artifacts (b).

The procedure of cluster flooding and centroid fitting is repeated until convergence,
or terminated after a given number of iterations is exceeded. Results of this parti-
tioning approach are shown in Fig. 3.6. In contrast to the split-merge approach, the
GLA distributes the patches on the surface more evenly, compare Fig. 3.5(c) and Fig.
3.6(a). We furthermore observed that for most tested models, the GLA achieves a
smaller number of patches than the split-merge approach under a prescribed patch
aperture constraint, Eq. (3.3).

In contrast to [29], our patches have to fulfill the normal cone condition, Eq. (3.3).
We implement this required behavior by extending the iterative partitioning, test-
ing each patch for the prescribed aperture angle after each iteration. If there are
patches that do not fulfill condition (3.3), we insert additional seed points within
these patches, and continue to iterate with the flooding and fitting procedures. The
new seed points are thereby selected according to the points/triangles, whose normal
vectors have the largest distance to the centroid of the patch.

Boundary Shape Optimization

The overall approximation performance depends on the structure of the elevation
maps in two ways. Firstly, elevation maps with a large total variance in elevation
values are disadvantageous for the application of compression (as will be shown in
the next chapter). This issue is addressed by minimizing (3.4). Secondly, complex
and irregular boundary shapes may also produce higher coding costs for the height
field supports than shapes with more regular boundaries.

To reduce the second problem, and to complete the partitioning procedure, we re-
move noise artifacts at patch boundaries by decreasing the total boundary length.
For any triangle with an edge along a patch boundary, we compute the decrease in
boundary length when reassigning the triangle to the adjacent patch. In an iterative
procedure, we reassign triangles as long as there are candidates that decrease the
boundary length. It should be noted that each reassignment step may affect further
reassignments of boundary triangles in a local neighborhood.

In our implementation, we maintain a priority queue that holds the candidates accord-
ing to their length decreases. In addition to reassigning single triangles, we allow
reassignments of connected triangle pairs, which improves the performance. This
method may also be extended to triangle clusters of more than two triangles. Figure
3.7 shows that the shape optimization reduces noise artifacts at the patch boundaries.
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Figure 3.8: The original surface patch is resampled on a regular grid to obtain an image-
based representation of the model.

3.3.3 Resampling

The partitioning procedure provides a set of patches that can be parameterized as
elevation maps, whereby the projections of the original points onto the respective
planes may be distributed arbitrarily. For our purposes, each surface patch needs to
be resampled on a regular grid.

Given patch S ∈ R, we define a sampling interval ∆S and consider grid points in
(u, v)-space that belong to the patch S (Fig. 3.8),

GS = {q = (∆Si, ∆Sj)|(i, j) ∈ Z2, q ∈ Q̂}.

For each patch S, we compute the sampling interval ∆0
S such that the number of

resampled points, |GS|, is roughly equal to the number of original points in the patch.
In order to control the total number of resampled points in the model, we set the
sampling interval in each patch S to ∆S = µ∆0

S , where µ > 0 is a scaling parameter.
Consequently, a global parameter of µ = 1 adjusts each grid, so that the number of
points in the resampled model is roughly equal to the number of original points.

In the resampling procedure, we compute for each grid point q ∈ GS , a correspond-
ing elevation value f(q). If the original surface S is a mesh, this can be achieved by
projecting the original triangles onto the patch plane and by identifying the triangle
that contains the grid point on the plane. The elevation value can then directly be
interpolated from the elevation values of the triangle vertices. In case where S is a
MLS surface, a more sophisticated method has to be employed.

Similar to the work in [2], the elevation values f(q) are computed iteratively with a
Newton-like method using the MLS projection operator Ψ (see section 2.2).
Figure 3.9 illustrates the procedure. For a given point q on the grid GS , we con-
sider the corresponding point p on the plane and the line r through p and orthogonal
to the plane. To initialize the iterative procedure, we project the nearest neighbor
of p in P onto r, yielding p1. We then project the obtained point p1 onto the MLS
surface by applying the operator Ψ and compute the tangential plane of the surface
at the projection. Following, the intersection of this tangential plane with the line r
defines the new point p2, which is used for the next MLS projection. This procedure
is iterated until convergence, yielding the point Ψ′(p) on the MLS surface as well as
the desired functional value f(q) for the grid point q.

The output of the resampling procedure for each patch is S ∈ R, a set of resampled
points P̂S . The complete resampled point model is given by P̂ := ∪S∈RP̂S .
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(a) (b)

(c)

Figure 3.9: Overview of the MLS-based resampling technique for point-based input models;
the original point that is closest to grid point p is projected onto the line through
p and normal of the base plane, yielding p1, (a); the tangential plane of the
surface at the projection Ψ(p1) is intersected with the line, providing p2, (b); the
procedure is iterated until convergence, yielding the projected point Ψ′(p) over
the point p, (c).

3.3.4 Topological Reconstruction

If the decoded model has to be reconstructed as a mesh, the regular structure of
the elevation maps can be utilized in order to construct a mesh for each patch. We
employ a straightforward canonical meshing by connecting four adjacent points in
each patch to two triangles. However, the resulting complete mesh suffers from patch
gaps due to the missing connectivity between the patches.

The literature provides several methods for repairing meshes with gaps that are com-
parable to ours. Borodin et al. [17] proposed a gap-closing scheme, which iteratively
projects vertices on the gap boundaries towards the opposing boundary. It is fol-
lowed by triangle insertion operations according to a number of insertion candidates
that are organized in a priority queue. In the algorithm of Sander et al. [138], a mesh
is zippered by projecting boundary vertices onto cut paths that correspond to curves
that define the gaps. In consecutive projection and unification operations, opposing
boundary curves are projected onto each other without inserting new triangles.

Both methods produce watertight high-quality models, while they rely on moving
vertices on the boundaries of the patches. For our applications, however, we prefer to
keep vertices fixed on their reconstructed positions, since they have been computed
and transmitted under rate and distortion aspects (e.g., focusing on compression).
Hence, we propose a gap triangulation method, which is entirely based on triangle
insertion operations under the constraint that vertices are fixed.
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Figure 3.10: Triangle insertion in our gap filling method; projection of border vertex v onto
an opposing edge (v1, v2) (left); triangles are inserted as long as they do not
intersect with an existing part of the surface (right).

We initially construct the canonical mesh of the set of reconstructed points P̂i of
each individual patch i, yielding surfaces Ŝi, i = 1, . . . , |R|. Then we consider the
boundary ∂Ŝi, which is the set of points on those edges that share only one triangle
in the triangulation of Ŝi and also the boundary vertices that are incident to these
edges. Our goal is to connect vertices on the border of each patch with edges on
another patch. This provides new triangles that connect the patches. Similar to [17],
we consider projections of boundary vertices v ∈ ∂Ŝi onto ∂Ŝj . Specifically, for
each Ŝi and border vertex v ∈ ∂Ŝi we compute

pj(v) := arg min
p∈∂Ŝj

‖p− v‖. (3.6)

Since pj(v) is a point on the boundary ∂Ŝj , this point will either be on a boundary
edge or a boundary vertex. In the first case, we consider the pair v1, v2 ∈ ∂Ŝj of
incident vertices to this edge. In the second case, we choose one incident edge to
the vertex pj(v), and also consider the pair of incident vertices v1 and v2. We now
form and insert a new triangle with the three vertices v, v1, and v2 (Fig. 3.10). In a
subsequent step, we update the border information for edges and vertices that have
been affected by this insertion step. The following cases are considered:

• the edge (v1, v2) becomes an inner edge since it is incident to two triangles;

• two new border edges emerge, (v, v1) and (v, v2), if there is no previously inserted
triangle with an edge (v, v1) or (v, v2), respectively;

• the vertex v is no longer a border vertex, but an inner vertex, once all edges incident
to v have become inner edges.

When inserting a new triangle (v, v1, v2), we additionally check for intersections with
triangles incident to v, v1, and v2 to avoid overlapping triangles. This is mandatory,
since in (3.6), there is no topological condition that prevents the triangle (v, v1, v2)
to intersect with an existing part of the surface. It should be noted that we also
allow projections of border vertices v ∈ ∂Ŝi onto the same patch boundary ∂Ŝi, as
long as the edge that contains the projected point pi(v) is not incident to v. In our
implementation, we additionally extend the formulation in Eq. (3.6) to projections to
more than one nearby edge. Consequently, this increases the number of candidates
for each border edge and thus, improves the overall performance.

Figure 3.11 shows results of the gap filling method, applied to the Rabbit mesh that
contains 69,420 vertices and 133,129 faces. To process this model, our algorithm
needs less than 2 seconds for inserting 6,852 faces in a C++ implementation on a
2.8GHz PC platform.
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Figure 3.11: Results of the gap filling method; Rabbit without (left) and with gap filling
(right), and corresponding close-up views.

3.3.5 Linear Least-Squares Optimization

If the input model is a mesh, the elevation values of the resampled points are di-
rectly read off from the original surface S. Together with canonically meshing the
resampled points (connecting four adjacent points to two triangles), this yields an
interpolation of points on S. In [69] it was shown that this interpolation may lead
to situations in which the squared surface distance increases considerably near the
triangle center points in the resampled model, Fig. 3.12(a). We therefore apply the
linear optimization scheme in [69] and turn the interpolation into an approximation
in that we slightly adjust the elevation values in order to reduce the total error, Fig.
3.12(b).

The optimization corresponds to the minimization of a quadratic term ‖Ax − b‖2

over x. Vector x holds the elevation values of the patch vertices that have to be
adjusted. Vector b holds the true elevation values f(pi) of a number of sample points
pi that are regularly distributed over the patch plane. The matrix A has the dimension
dim b × dim x and holds in each line i the barycentric coordinates of sample point
pi with respect to the triangle that contains pi. The resulting three entries in line i of
matrix A are set according to the position of the corresponding three vertices in vector
b. All remaining entries in the i-th row of A are set to zero. Multiplying A with x then
corresponds to an interpolation of the height values f(pi) of all sample points pi by
the height values of grid vertices that form the respective triangles. See [69, section
4.1.2] for further details. In order to obtain an accurate approximation, the number

(a) (b)

Figure 3.12: Linear least squares fitting; resampled points (red, solid) are moved orthogonal
to the elevation field plane in order to minimize the squared distances between
the reconstructed and original surface (blue, dashed).
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1/µ = 0.6 1/µ = 1.0 1/µ = 1.4

Venus 1.97 (2.35) 0.86 (1.12) 0.56 (0.70)

Rabbit 1.15 (1.37) 0.53 (0.63) 0.32 (0.37)

Sphere 1.80 (2.27) 0.72 (0.98) 0.53 (0.66)

Table 3.1: Approximation errors Erms obtained with the least-squares fitting method for
Venus (50,002 vertices, 12 patches), Rabbit (67,039 vertices, 10 patches), and
Sphere (10,242 vertices, 4 patches) at various resolutions 1/µ; the numbers in
brackets correspond to approximation errors without applying the fitting method.

of sample points has to be chosen sufficiently large, such as dim b = 5 dim x. To
minimize the system, we utilize the iterative LSQR algorithm [120], which provides
fast and stable convergence.

Results of the optimization procedure are listed in table 3.1. The numbers correspond
to surface errors Erms for various grid interval lengths µ. This length is inversely
proportional to the patch resolution 1/µ. In our example, a number of 1/µ = 1.4
provides a reconstructed model P̂ with roughly as twice as many points as in the
original model P , since |P|/|P̂| is proportional to µ2. The numbers in brackets are
the surface errors that are obtained without applying the least squares optimization.
We observe a consistent decrease in the approximation error through applying the
optimization procedure for all considered resolutions.

3.4 RESULTS

We present experimental results for the models Venus, Igea, Rabbit, Balljoint, Isis,
Seashell, which are available at the Cyberware repository [31], and Dragon, David,
Statuette, and Lucy, which were taken from the Stanford 3D Scanning Repository
[96,151]. The Model of Imperia and the Shakyamuni statue are available at the Kon-
stanz 3D Model Repository [86]. The Filigree model is available at the AIM@SHAPE
repository [1].

3.4.1 Partitioning

Table 3.2 lists the number of patches and the approximation error for the split-merge
approach and the GLA clustering (see section 3.3.2). The partitions were obtained
by restricting the maximum aperture of each patch to 80◦. Comparing the two parti-
tioning methods, we observe that the GLA [29] outperforms the split-merge method.
We obtain partitions with less patches that at the same time show a smaller approxi-
mation error, Eq. (3.4).

In the following, we present results for point- and mesh-based models using the GLA
partitioning, where we applied the aperture threshold of β = 80◦. For some large
models, however, we applied an extremely relaxed threshold, i.e. β = 89◦ in order
to reduce the total number of patches. As we will show later, this leads to a better
compression performance.
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model # points split-merge GLA [29]

# patches error # patches error

Igea 134,345 14 0.42 7 0.32

Balljoint 137,062 26 0.41 12 0.29

Dragon 437,645 367 0.56 150 0.22

Shakya 996,956 262 0.51 133 0.23

David 3,614,096 878 0.51 692 0.09

Table 3.2: Comparison between the split-merge partitioning and the GLA clustering, see
section 3.3.2; the patch aperture angles are bound to 80◦; the GLA method out-
performs the split-merge approach by providing partitions with a smaller number
of patches at a smaller approximation error, Eq. (3.4).

3.4.2 Resampling Characteristics

Figure 3.13 shows close-up views of elevation map approximations of a point-
sampled sphere and a sphere mesh (with 10,000 samples each). The reconstructions
contain approximately the same number of samples as the original model (resam-
pling factor µ = 1). The approximation errors of about 1 · 10−4dB are similar for
the point-based sphere, which was resampled using MLS surfaces, and the mesh that
was resampled using triangular interpolation.

Figure 3.14 shows the patch layout and the reconstruction error as the distance of the
reconstruction to the original, d(Ŝ,S), versus the distance of the original to the re-
construction, d(S, Ŝ). The distance d(S, Ŝ) increases, if no gap filling is applied, and
decreases significantly otherwise. The curves in Fig. 3.14(d) show the reconstruction
error Erms for a varying resolution factor 1/µ. As expected, the error converges to
zero as soon as the resolution is drastically increased. This behavior is intuitively
clear, because any geometry can be approximated with an arbitrary precision by in-
creasing the number of samples on the approximating surface. In practice, however,
such close approximations are not required, since in most cases, the original surface
is also an approximation of a real-world object, and consequently introduces some
error due to the sampling. The curves also show that a decrease in sampling den-
sity of the original model leads to an increase in the approximation error. Figure
3.14(e) shows the corresponding peak-signal-to-noise ratio (PSNR) that is inversely
proportional to the root-mean-squared error.

Figure 3.15 shows the approximation of the Filigree mesh by a split-merge partition
with 747 patches. The close-up views demonstrate how the quality of the mesh can
be improved using our resampling technique. Figure 3.16 shows the corresponding
one-sided root-mean-squared error, Eq. (3.1), without and with applying the gap-
filling method. If the gaps are not filled, the distance of the original surface to the
reconstruction becomes large in these areas, which results in an increase in the ap-
proximation error; filling the gaps reduces this problem as shown in Fig. 3.16. Both
graphs also show that the surface error becomes large, if the number of patches is
decreased down to a certain threshold. This is due to the fact that the correspond-
ing partitions produce height fields that are geometrically complex and consequently
may contain extreme surface slopes relative to the base planes. This may introduce
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large approximation errors due to the plane aligned resampling.

Patch decompositions and corresponding chart layouts for the Rabbit mesh and the
Shakyamuni model are shown in Fig. 3.17. In the simplest layout, Rabbit can be
approximated by only 7 patches. Increasing the number of patches produces layouts
where the patches can largely vary in size, Fig. 3.17(b).

The charts show the geometric images that are obtained after resampling. We ob-
serve that in most cases these images show smooth characteristics, which induces
the application of high-performance compression, as will be investigated in the next
chapter. Complex shapes like the Shakyamuni model, produce height field layouts
with a large number of patches, which vary in size and shape, Fig. 3.17(c).
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(a) 10,000 points (b) close-up original (c) reconstruction µ = 1
Erms = 0.95

(d) mesh, 10,000 vertices (e) close-up original (f) reconstruction µ = 1
Erms = 1.02

Figure 3.13: Approximating a randomly sampled sphere with elevation maps; the recon-
struction error in a point-based setting (a-c) is roughly equal to the error
achieved with the meshed sphere (d-f).

(a) partition (6 patches) (b) reconstruction µ = 1 (c) with gap filling
of original mesh with d(Ŝ,S) = 0.53 d(Ŝ,S) = 0.54

10,242 vertices d(S, Ŝ) = 7.57 d(S, Ŝ) = 1.09
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Figure 3.14: Reconstruction of the sphere mesh with 6 patches (a) without and with gap
filling, (b) and (c); the patch gaps lead to an increased distance of the original
model to the reconstruction (b); the curves show the error for different resolu-
tions of the input sphere (color) and the reconstruction (x-axis), (d,e).
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(a) (b) (c)

Figure 3.15: The original Filigree mesh with 514,300 vertices and 1,028,856 triangles (a)
requires a relatively large number of 747 patches for approximation with el-
evation maps using the split-merge partitioning (b); the reconstructed model
(549,617 vertices, 1,119,852 triangles) approximates the original at an error of
Erms = 0.61 · 10−4dB (c).
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Figure 3.16: One sided reconstruction errors for the Filigree mesh; the distance of the recon-

struction to the original is given by d(Ŝ,S), see Eq. (3.1); the distance of the
original to the reconstruction is given by d(S, Ŝ); figures (a) and (b) show the
errors obtained without and with applying the gap filling method.



RESULTS 3.4 41

(a) Rabbit, 7 patches (b) Rabbit, 26 patches

(c) Shakyamuni, 161 patches

Figure 3.17: Elevation maps that are constructed from patch layouts for the Rabbit and the
Shakyamuni model; a model with a simple geometry (e.g., Rabbit, (a) and (b))
can be approximated by a relatively small number of patches, while complex
shapes (e.g., Shakyamuni, (c)) require a large number of patches that may vary
significantly in size and shape.
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CHAPTER 4

APPLICATION TO
3D-COMPRESSION

2.1 kByte, 56.9 dB 5.1 kByte, 68.0 dB 14 kByte, 78.1 dB

Figure 4.1: Point-geometry compression of the Igea model with 134,345 points; recon-
structed models at various bit rates with decoding fidelity.

The increasing demand on accessing 3D content in applications such as in the en-
tertainment industry and cultural heritage science, raises the need for 3D data com-
pression. Typically, a surface encoder transforms an explicit surface representation,
such as a mesh or a point-based surface, into a compact bit-stream, which can then be
decoded at the receiver in order to generate a surface reconstruction. Since the direct
encoding of the standard representation of 3D surfaces, given by lists of (x, y, z)-
coordinates and connectivity, leads to highly correlated data streams, more sophisti-
cated methods are needed to decorrelate the data. In particular, the requirements for
a versatile and applicable compression scheme are:

Effectiveness - the encoder should produce bit-streams as compact as possible.

Efficiency - encoding and decoding should be efficient; especially the capability of
fast decoding is required when the data is organized in a data base and needs to
be accessed and decoded in real-time.

Simplicity - the algorithmic design of both, encoder as well as decoder, should be
simple and easy to implement on common platforms.
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In this chapter, we utilize the elevation map representation to establish a high-perfor-
mance 3D geometry compression framework. For a given point- or mesh-based input
model, the surface encoder partitions the model into patches, followed by applying
the resampling procedure. As described in chapter 3, the resulting model represen-
tation consists of a set of 2D images with arbitrary regions of support. The encoder
compresses the shapes by using a binary image coder as well as the elevation images
using a state-of-the-art shape-adaptive wavelet coder. An additional small number of
bits is required for side information to encode the positions and orientations of the
parameter planes.

The decoder extracts the binary images and reconstructs the elevation images by
wavelet synthesis, followed by mapping the parameter points back to 3D space. Our
compression framework fulfills the above requirements as follows:

Effectiveness - in our system, we are able to profit from well developed existing
image compression methods. Our method outperforms current approaches for
compression of point-sampled geometry and is competitive with state-of-the-art
mesh compression schemes, such as normal mesh compression [83].

Efficiency - due to the simplicity of the parameterization and efficient implemen-
tation of the wavelet synthesis, we obtain the decoded model quickly. We can
reconstruct the Dragon model of about 460k points within two seconds.

Simplicity - all stages in our pipeline rely on simple algorithms that can easily be
implemented on current platforms. In particular, the height field primitive yields
an elementary parameterization, where the mapping of a point in parameter space
into 3D space is performed by only one single matrix multiplication.

Moreover, our method has the following distinct advantages:

• to compress mesh- and point-based geometry with a unified framework, which
allows selecting the appropriate primitive for each application, meaning that the
decoder can reproduce either a mesh or a point-based model from the compressed
bit-stream. The mesh reconstruction is achieved by employing a straightforward
meshing technique that connects four neighboring points by two triangles, and a
following gap filling procedure that inserts triangles near the patch boundaries in
order to produce a closed surface;

• to produce approximations that rely on regular grids, whose resolution can be ad-
justed by the user or by the encoder itself. This allows for choosing the appropriate
sampling density for a specific application, i.e. when compressing the model at a
very low bit rate, a low resolution approximation leads to superior rate-distortion
performance. We address the problem of selecting the optimal resolution in our
rate-distortion optimization scheme;

• to reduce the problem of 3D geometry compression to 2D compression; conse-
quently, we can utilize existing high-performance methods from image coding off
the shelf.

This chapter is organized as follows. In section 4.1, we review related work in the
field of mesh and point-based geometry compression, followed by the description of
the coding procedure in section 4.2. Results are presented in section 4.3.
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4.1 RELATED WORK

4.1.1 Mesh Geometry Compression

3D surface compression has been studied since Deering [34] proposed to quantize
components of input mesh data to a certain number of bits. In practice, most com-
puter graphics systems focus on polygon meshes. For this type of 3D geometry, there
are three kinds of data to transmit: geometry, connectivity, and attributes. Methods
are needed to achieve compression for all three types of data. However, since the ge-
ometry component is the most memory consuming part, research in 3D compression
has focused mainly on the geometry of the models. For geometry compression, there
are basically two major areas. In the first area, the vertices of the original model
are approximated by a quantized set of points. In the second area, the input models
are approximated by a surface, followed by a complete resampling of the surface to
a regular or semi-regular mesh, which in turn provides an associated surface that is
close to the original one.

In Taubin and Rossignac [135, 154] and Touma and Gotsman [156] the connectivity
of the mesh is encoded separately. The coordinate data of the vertices is treated in a
second pass. Vertex locations are predicted and the prediction residuals are entropy
coded or vector quantized [27]. Connectivity coding has been greatly improved [6,
82], and out-of-core geometry coding for extremely large meshes was developed
[75].

Karni and Gotsman [80] transformed the geometry into the frequency domain by
performing Laplacian analysis, followed by quantization of spectral coefficients. The
reconstructed models contain less high-frequency components, but still guarantee a
high visual quality. Sorkine et al. [26,150] introduce an analog spectral quantization
scheme, but they focus on removing low-frequency components that are most likely
not visible to the observer.

Some works showed that excellent coding results can be achieved, if well developed
methods from image wavelet coding are applied [83, 84, 90, 125, 152]. Since images
are given in pixels on a regular grid, the surface must be regularly resampled in order
to apply image coding algorithms to geometry compression. This can be achieved
by remeshing algorithms. For example, the MAPS algorithm [92] produces a semi-
regular mesh of the original topology. Each triangle in the base mesh corresponds to
a connected region of the given mesh that can be parameterized. In place of param-
eterization over a base mesh, “Geometry images” can be created over one or several
non-intersecting regions in a rectangular domain [61,138] or over a sphere [70,128],
if the topology allows for it.

The coordinate data at the regular or semi-regular mesh is three-dimensional by na-
ture. Nonetheless, the construction of the multi-resolution semi-regular mesh can be
organized so that only normal displacements are necessary to define the newly gen-
erated vertices of the next finer level, yielding so-called “Normal meshes” [64, 83].
In practice, however, the subdivision is algorithmically complex, and not all detail
coefficients can be expressed by only a scalar value.
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4.1.2 Point-Based Methods

Some of the mesh compression strategies that are based on quantization of vertex co-
ordinates without using connectivity, are also suitable for compression of point sets,
see [34], [53], and [126]. However, methods with the best performance, for exam-
ple [83], rely on a complete resampling of the surface. This requires an appropriate
surface representation, if the input data is only a set of points. A direct meshing of the
input point set is too difficult to construct or in most cases too expensive, which mo-
tivates the research for point-based methods that achieve a compression performance
comparable to [83], but that do not rely on an underlying mesh.

Fleishman et al. [45] proposed a multi-resolution compression scheme for point-
sampled geometry that constructs an embedded sequence of point sets. The method
starts with a base point set that is encoded using a standard mesh compression method.
A point set refinement is performed using moving least squares approximation over
local coordinate frames. Points are inserted combining estimated point positions and
encoded ∆-values.

Waschbüsch et al. [159] parameterized a given point-based model in a hierarchical
tree structure in order to recursively predict point positions from corresponding tree
nodes. This multi-resolution representation is well suited to be processed by a SPIHT
encoder, yielding compact bit-streams. In addition, point positions, attributes, such
as normal vectors, and color can be compressed. However, the major drawback of
this method is that their hierarchical decomposition leads to the restriction to apply
only a 1D-SPIHT encoding scheme, which may be a disadvantage in comparison to
methods that use a 2D-wavelet transform.

A framework for joint compression and rendering is proposed in “DuoDecim” by
Krüger et al. [87]. The point coordinates are quantized and encoded relatively to
each other using a decomposition of the point set into runs. The resulting bit-stream
is decoded on graphics hardware, which makes this method perfectly appropriate
for real-time applications and the processing of very dense data sets. However, the
capability of rapid decoding restricts the overall compression performance compared
to previous methods.

4.1.3 Shape-Adaptive Image Coding

Our compression method is based on approximating a given geometric model by
a number of encoded elevation maps with arbitrary regions of support. Recently,
wavelet-based shape-adaptive image coding has been proposed, in which wavelet
coefficients corresponding to transparent image regions are permanently considered
to be insignificant [99]. This approach can also be implemented for the SPIHT and
EBCOT coders [102, 109]. We have chosen shape-adaptive coding with binary set
splitting [52] or shape-adaptive TARP coding [51]. These are easier to implement,
and at the same time yield a better performance than shape-adaptive SPHIT and
shape-adaptive EBCOT [52].
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Figure 4.2: Overview of our compression pipeline; the original model is given either as
point-based model or as mesh; the encoder constructs a parameterization of the
input model and processes the resulting shaped images with a shape-adaptive
image coder; the model is reconstructed by decoding the bit-stream and joining
the elevation maps to a complete surface; the output model can be reconstructed
and rendered either as a point-based model or as a mesh.

4.2 ENCODING THE ELEVATION MAPS

In this section, we describe the encoding of the elevation maps for the purpose of 3D
surface compression. Recalling our notations in chapter 3, we consider meshes and
point-based models as input point set P together with an associated surface S(P).
The surface S(P) is either given by the piecewise linear interpolation surfaces that
is defined by the input mesh, or the MLS-surface that is defined by a projection
operator. For details, see chapter 3. The compression pipline is summarized in Fig.
4.2.

The foremost goal of the encoding is to enable the decoder to reconstruct the eleva-
tion data for each patch parameterization from the encoder output. Thus, for each
patch, we encode side information, binary masks, and the scalar height field values
as follows:

Side information consist of the base plane rectangle and its grid sampling resolution
for each patch. The base plane rectangle can be encoded using eight quantized
floating point numbers defining the coordinates of the origin, and two vectors
corresponding to the sides of the base plane rectangle.

Binary masks define the support of the height field on each base plane rectangle.
There are many methods for bitmap encoding. In our implementation, we have
used an adaptive context-based arithmetic coder [89] for lossless binary image
coding.

Elevation maps consist of the scalar height field values for each patch. Our height
fields are regularly sampled but have irregularly shaped supports. Thus, they can
be regarded as grey scale images with irregular boundaries. In image compres-
sion, efficient methods for shape-adaptive image coding were developed [99].
The most successful methods are wavelet-based using bitplane coding with em-
bedded tree-structured significance mapping as in the image coder SPIHT [137].
Fowler proposed such a coder, called BISK [52], that showed superior perfor-
mance and has been made available as part of QccPack library [50]. We used
this coder in our implementation for image-based surface compression. In a nut-
shell, the BISK coder operates as follows. The input consists of a rectangular
height field with the binary mask defining the support of the height field as side
information. The height field is wavelet transformed using the 4-scale shape-
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Figure 4.3: The bisk coder [52] employs a spatial partitioning scheme to discard wavelet
coefficients in transparent regions; the partitioning consists of split operations
(according to the kd-tree split rule, top row) and shrink operations, where the
transparent regions are discarded (bottom row).

adaptive 9/7 biorthogonal filter [99]. For the “opaque” coefficients, an embed-
ded bitplane code is produced applying the paradigm of significance and refine-
ment passes, which is common to most wavelet-based image coders. Initially,
all coefficients are taken as insignificant. In a significance pass, coefficients with
a magnitude greater than a threshold corresponding to the current bitplane are
identified, marked as significant, and the sign of each of these coefficients is
coded. In the refinement pass, for a bitplane, one additional bit for each previ-
ously marked significant coefficient is coded. In significance passes, entire sets
of coefficients are tested jointly, and significant sets are recursively subdivided.
In the BISK coder, this subdivision is a binary one, yielding a kd-tree subdivision
of each coefficient band (Fig. 4.3), and thus, it adapts to the shape of the image
(resp. height field). For details see [52].

4.2.1 Bit Allocation

Given a set of resampled patches that approximate the original surface, the shape-
adaptive wavelet coder yields an embedded bit-stream for each individual patch.
Consequently, for each patch the output bit-stream may be truncated, providing a
certain reconstruction quality at the decoder.

The straightforward bit allocation strategy is to distribute the bits among the patches
evenly. Specifically, each resampled patch P̂S , S ∈ R receives a total number of

|P̂S|
|P̂|

B bits, (4.1)

where B is the total bit budget specified by the user, and |P̂S| and |P̂| denote the
number of resampled points in patch S and the complete reconstructed model P̂ , re-
spectively. This allocation approach is straightforward, and has the advantage that the
complete bit-stream can easily be designed as an embedded stream by interleaving
the individual patch bit-streams.

A more sophisticated bit allocation method is provided by rate-distortion optimiza-
tion, which optimally distributes the bits among the patches such that the overall
reconstruction quality is highest for a given rate. This is achieved by employing
standard discrete Lagrangian optimization [42].
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rate [bpp] 0.33 0.53 0.72 1.02 2.01

without 10.9 5.39 3.37 2.31 1.15

image-based 9.59 4.92 3.26 2.32 1.13

full 7.95 4.60 3.22 2.30 1.10

Table 4.1: Results of the rate-distortion optimization scheme for Venus with 50,002 vertices,
12 patches; the first, second, and third line denote the approximation error, Erms,
achieved without optimization, fast rd-optimization with Eq. (4.2), and full rd-
optimization with Eq. (3.2), respectively; the model was resampled with µ = 1.0;
note that this resolution is not optimal for all bit rates (compare to the results in
section 4.3).

For each resampled patch P̂S , S ∈ R, let
(
R

(i)
S , E

(i)
S

)
, i = 1, 2, . . . denote the

(finitely many) rate-distortion points achievable by truncating the coder output at
different positions, numbered by i = 1, 2, . . . . The rates R

(i)
S include bits for the

base plane parameters, for the binary masks, and the truncated wavelet coefficient
bit-stream. The distortion E

(i)
S is given by the one-sided L2 distance between the

reconstructed surface patch the full original model, see Eq. (3.1). The truncation
index i = i(S) for patch S is given by

i(S) = arg min
i=1,2,...

(
R

(i)
S + λ · E(i)

S

)
,

where λ ≥ 0 is the Lagrangian parameter. This yields a solution with a total rate
of

∑
i R

(i(S))
S and the minimal total squared distortion

∑
i E

(i(S))
S [42]. In order to

meet a prescribed total rate constraint, we vary the Lagrange parameter λ, using the
bisection method.

The computation of the distortion E
(j)
S for all j and S ∈ R is computationally expen-

sive. We therefore propose to approximate the surface distortions by an image-based
error measure. Specifically, we redefine

E
(j)
S =

∑
q∈GS

[
fS(q)− f̂

(j)
S (q)

]2

, (4.2)

where fS(q) is the elevation value of the original patch S at position (m, n), and
f̂

(j)
S (q) denotes the respective reconstructed elevation value at bit-stream truncation

index j. Equation (4.2) can easily be evaluated at any truncation index of the respec-
tive bit-streams and guarantees a fast rate-distortion analysis.

Results of the rate-distortion optimization scheme for Venus with 12 patches are
listed in Tab. 4.1. The first row indicates the approximation error that is obtained with
the simple bit allocation method, Eq. (4.1). The second and the third row show the
error with the image-based rd-optimization (using Eq. (4.2)), and full rd-optimization
(using Eq. (3.2)), respectively. We observe that the optimization scheme yields an
improvement for low bit rates. In the results section, we show that the performance
increases along with the increasing geometry complexity of the 3D model.
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4.3 EXPERIMENTAL RESULTS

We present compression results for the models that were mentioned in chapter 3. In
particular, these are Venus, Igea, Rabbit, Balljoint, Isis, Seashell, Model of Imperia,
Shakyamuni, Filigree, and Lucy. We used the GLA partitioning procedure, since it
showed to outperform the split-merge clustering with respect to the surface approx-
imation error, Eq. (3.4). We applied an aperture threshold of β = 80◦. However,
for some large models, we applied an extremely relaxed threshold, i.e. β = 89◦ to
reduce the total number of patches. The result is a better compression performance
at very low bit rates.

4.3.1 Point Model Compression

Table 4.2 lists detailed coding results for point models. For each model, the bit-
stream consists of, firstly, a header, which holds side information and the plane
mapping parameters for each patch (the respective amount of bits is denoted by r0);
secondly, the coding costs of the binary images, which define the elevation map sup-
ports; and thirdly, the bits for the wavelet coefficients that constitute the largest part
of the stream. The bit rate is the total amount of bits divided by the number of input
points. The error Erms is the surface-to-surface distance of the original model and
the reconstructed model, see section 3.2. We follow Eq. (3.2) and sample both sur-
faces with a number of points that are projected onto the other surface. All errors in
this work are expressed in units of 10−4dB, where dB is the diagonal length of the
bounding box of the original model.

Comparing the results in Tab. 4.2, we notice two major results. Firstly, the number of
required patches is widely independent from the sampling density in the model, for
example, the Shakyamuni model with 996,956 points is twice as big as the Dragon
model with 437,645 points, but needs only 133 patches, while the Dragon model
takes 150 patches. This behavior is intuitive, since the patch layout reflects the com-
plexity of the geometry rather than the sampling density. Secondly, the sampling
density dominates the ratio between bit rate and reconstruction quality. We observe
a bit rate of about 0.4 bpp for the David model at a reconstruction fidelity of 87 dB,
while at the same time, Igea takes a significantly higher rate of about 3 bpp at a lower
reconstruction quality of 84.4 dB. The result is that our method aggressively removes
redundancies when the model has a very dense sampling relative to the surface com-
plexity, like in the case of the David model.

Figure 4.4 shows the compression performance for the Stanford Dragon point model.
The top row shows the original model and the partition with 150 patches. The bottom
row shows close-up views of the decoded Dragon at various bit rates. The images
below visualize the distance of the original to the reconstructed surface, where blue
corresponds to a distance of zero, and red correspond to distances greater or equal
to 0.1 percent of the bounding box diagonal of the original model. Figure 4.5(left)
shows rate distortion curves with respect to the error measure Eq. (3.2). The two
curves are obtained using the split-merge partitioning and the GLA clustering, re-
spectively. The curves in Fig. 4.5(right) compare our results to previous coders [45]
and [159] with respect to the error measure in [45]. Here, we observe a significant
performance improvement.
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Figure 4.6 shows compression of David (3,614,098 points). The rate-distortion curves
indicate an excellent approximation quality already at 0.5 bits per point, which con-
firms that our method removes redundancies well. Artifacts become visible in the
global view only, if the bit rate is drastically reduced, for example, down to 0.11 bpp.

Comparing the close-up views in Fig. 4.6, it may be noticed that the rendering of the
reconstruction is more blurry than the rendering of the original. This can be explained
by the fact that our method degrades the sampling of the original model (which may
be adaptive to surface features). This drawback can be rectified by considering the
sampling density during the patch layout construction, meaning that each patch is
forced to show a coherent sampling density. Although, an improvement of the visual
quality is expected, the total number of patches will increase. This may worsen
the rate-distortion performance. Consequently, the compression performance with
respect to alternative (visual) error measures may be considered in future work.
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reconstructed mask bits total rate Erms PSNR Td

points [%] [bpp] [10−4dB] [dB] [sec]

Igea, 134,345 points, 7 patches, r0 = 1,218 bits

87,526 17.0 0.50 2.35 72.6 0.3

136,638 7.5 1.51 0.76 84.4 0.3

197,012 4.7 3.01 0.44 87.1 0.5

Balljoint, 137,062 points, 12 patches, r0 = 1,893 bits

49,422 15.0 0.51 2.52 72.0 0.2

137,558 9.0 1.51 0.73 82.7 0.3

269,581 6.7 3.01 0.43 87.3 0.4

Isis, 187,644 points, 23 patches, r0 = 3,378 bits

62,928 32.6 0.22 4.27 67.4 0.3

112,862 11.9 0.87 0.64 83.9 0.4

255,165 6.7 2.52 0.34 89.4 0.6

Dragon, 437,645 points, 150 patches, r0 = 20,253 bits

154,189 58.4 0.29 13.3 57.5 0.8

431,633 21.5 1.55 1.03 79.7 1.2

848,723 16.6 3.05 0.62 84.2 1.7

Shakyamuni, 996,956 points, 133 patches, r0 = 18,224 bits

268,089 24.3 0.22 2.50 72.0 1.6

947,262 12.6 1.02 0.32 89.9 2.2

1,366,866 7.9 2.02 0.14 97.1 2.8

David, 3,614,096 points, 692 patches, r0 = 93,693 bits

562,419 33.0 0.18 1.30 77.7 4.6

1,270,573 24.9 0.38 0.45 86.9 8.2

3,544,249 18.0 0.98 0.21 93.6 12

Model of Imperia, 3,614,096 points, 508 patches, r0 = 68,853 bits

858,052 42.2 0.12 1.99 74.0 3.2

2,204,815 17.1 0.52 0.27 91.4 5.3

3,690,537 14.5 1.03 0.15 96.5 9.9

Lucy, 14,020,068 points, 621 patches, r0 = 84,243 bits

5,184,445 63.3 0.09 2.89 70.8 23

9,225,736 26.9 0.31 0.19 94.4 34

14,422,702 10.7 1.01 0.07 103 58

Table 4.2: Detailed compression results for various point models; the complete bit-stream
consists of header bits (denoted by r0), bits for the binary images (masks), and
bits for wavelet coefficients; the errors are in units of 10−4 times the length of the
bounding box diagonal of the original model.
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original 150 patches

0.45 bpp, Erms = 7.27 0.75 bpp, Erms = 2.64 2.05 bpp, Erms = 0.83

d ≥ 0.1%dB d = 0

Figure 4.4: Point-based compression of Dragon; top row: original model with 437,645
points, partition with 288 patches; bottom row: decoded models at various bit-
rates with decoding errors d(S, Ŝ), and visualizations of the distances of the
original surface to the MLS surface of the reconstructed point set; red, green,
and blue indicate large, medium and small errors respectively.
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Figure 4.5: Performance curves without and with split-merge-partitioning and GLA-
clustering (left); a comparison of our coder to the coders ’PPSS’ [45] and
’PCPM’ [159] with respect to the error measure in [45] (right).
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partition, 692 patches 0.11 bpp, Erms = 4.5 0.53 bpp, Erms = 0.39
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close-up original close-up 0.53 bpp

Figure 4.6: Point-based compression of David (3,614,096 points); the three global views
show the original partitioned model and two reconstructions at 0.11 bpp and 0.53
bpp; minor artifacts at 0.53 bpp are visible only in the close-up view; the rate-
distortion graphs show that the optimal bit allocation scheme yields a significant
performance improvement.
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Figure 4.7: Point-based compression of Lucy (14,020,068 points); the global view shows
the reconstruction at 0.47 bpp, which corresponds to a file size of 804 kByte;
the close-up views show reconstructions at 0.09 bpp (Erms = 2.89), 0.15 bpp
(Erms = 0.62), and 0.47 bpp (Erms = 0.14) (from top to bottom).
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4.3.2 Mesh Geometry Compression

Table 4.3 lists compression results for mesh models, similar to Tab. 4.2. For the
evaluation of the surface error, Eq. (3.2), we adopt the MESH tool [10]. The total
rate is given in bits per vertex (bpv).

Figures 4.8 and 4.9 show reconstructions for Seashell and Goddess at various bit
rates and visualize the corresponding error using a red-to-blue color coding of the
distance of the original surface to the reconstruction, compare to point compression
of Dragon in Fig. 4.4. For both models we observe good visual results already at 1
to 2 bits per vertex.

Figure 4.10 shows the original Shakyamuni mesh model with 996,956 vertices. The
close-up views show the original model and reconstructions at various bit rates. We
observe that the reconstruction at 1 bpp is already close to the original model and
provides good visual quality. The curve in Fig. 4.11(a) shows the rate-distortion
performance. Figure 4.11(b) shows the reconstruction error at 1 bpp for various
numbers of patches in the partition, where we observe that the error is proportional
to the number of patches down to a certain optimal number. This behavior is ex-
plained by the fact that a large number of patches leads to increased costs for side
information, such as patch plane parameters and binary images. This in turn reduces
the bit budget for wavelet coefficients and leads to larger errors. Further reduction of
the patch number results in elevation map artifacts, which worsens the distortion. We
found that this behavior is typical. Generally, there is an optimal number of patches
for which the rate-distortion curve is the lowest.

Figure 4.12 shows compression results for the commonly used meshes Rabbit and
Venus. The curves compare the performance of our coder to the state-of-the-art
methods proposed by Khodakovsky et al. [84] and [83]. Basically, the method in [83]
provides a better rate-distortion performance at very low bit rates. Nevertheless, our
method provides results at bit rates of 1 bpp and above that are similar or slightly
better than in [83]. At these rates, the errors are sufficiently small, meaning that
the reconstructions are close to the original model and are suitable for a practical
application.

Compression of the XYZRGB Dragon is shown in Fig. 4.14, where the original
mesh contains about 3.6 million vertices. In contrast to models with a much coarser
sampling, we obtain good visual results (in the global view) at extremely low bit
rates, for instance already at 0.3 bpv.

Comparison to Multi-Chart Geometry Images. Our method is similar to the ap-
proach proposed by Sander et al. [138], however, their parameterization is more com-
plex than ours, since the detail coefficients are three-dimensional. Their work does
not focus on compression, thus, we compare our method to theirs in terms of param-
eterization quality. To make an appropriate comparison, we reconstruct our model
with three times as many vertices as in [138], since our detail coefficients are only
one-dimensional. We reconstruct the Dragon model at 158,009 vertices and a recon-
struction quality of 80.6 dB, which is comparable to the result in [138], where the
Dragon model is reconstructed at 79.4 dB (with 52,059 vertices, leading to 156,177
detail coefficients).
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reconstructed mask bits total rate Erms PSNR Td

vertices [%] [bpv] [10−4dB] [dB] [sec]

Venus, 50,002 vertices, 8 patches, r0 = 1,353 bits

18,392 28.9 0.32 9.06 60.9 1.3

51,519 12.8 1.27 1.91 74.4 2.7

132,437 8.8 2.96 0.85 81.4 3.2

Rabbit, 67,039 vertices, 6 patches, r0 = 1,083 bits

24,587 18.2 0.42 2.70 71.3 1.5

68,572 12.3 1.02 1.01 79.9 2.8

134,832 7.3 2.49 0.46 86.8 3.4

Balljoint, 137,062 vertices, 11 patches, r0 = 1,758 bits

50,344 15.4 0.51 2.01 73.9 2.6

140,619 13.4 1.01 1.01 79.9 3.8

202,110 8.2 2.01 0.55 85.2 5.2

Seashell, 195,861 vertices, 158 patches, r0 = 21,603 bits

77,293 32.9 0.60 7.47 62.5 6.8

152,290 27.1 1.00 3.45 69.2 9.3

535,454 18.2 3.09 1.02 79.8 13

Dragon, 437,645 vertices, 162 patches, r0 = 22,143 bits

175,003 31.1 0.35 3.86 68.3 8.2

288,677 17.6 0.95 0.91 80.8 12

452,047 10.7 2.05 0.46 86.8 15

Filigree, 514,300 vertices, 383 patches, r0 = 51,978 bits

192,360 42.3 0.38 8.33 61.6 14

343,987 23.8 0.92 1.41 77.0 16

779,445 17.4 1.96 0.55 85.2 18

Goddess, 523,578 vertices, 255 patches, r0 = 34,698 bits

202,564 49.9 0.37 8.68 61.2 13

531,386 29.2 0.97 1.78 75.0 18

1,212,603 18.0 2.57 0.78 82.2 27

Shakyamuni, 996,956 vertices, 161 patches, r0 = 22,008 bits

308,527 34.4 0.22 2.35 72.6 10

369,113 20.9 0.52 0.74 82.6 14

1,481,024 14.4 1.27 0.26 91.7 28

XYZRGB Dragon, 3,609,455 vertices, 534 patches, r0 = 72,363 bits

1,370,951 43.1 0.22 1.56 76.1 57

3,295,725 27.5 0.52 0.49 86.2 82

7,304,838 9.2 2.52 0.11 99.2 120

Table 4.3: Compression results for mesh models.
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original mesh 0.34 bpv (no wavelet bits) 0.46 bpv
(195861 vertices) Erms = 99.0 Erms = 17.2

partition color coded distances d of S to Ŝ
(158 patches) d ≥ 0.1%dB d = 0

0.90 bpv 1.60 bpv 3.09 bpv
Erms = 4.20 Erms = 2.24 Erms = 1.02

color coded distances of the original surface S to the reconstruction Ŝ (same as above)

Figure 4.8: Compression of the Seashell mesh; the first row shows the original model and
two reconstructions; at 0.34 bpv that are entirely used for side information and
to encode the elevation map supports; the second row shows the partition and
color coded distances of the original surface to the respective reconstruction,
compare Fig. 4.4; the third and fourth row shows further reconstructions and
error visualizations.
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original 0.60 bpv 1.35 bpv
523,578 vertices Erms = 3.65 Erms = 1.32

255 patches d ≥ 0.1%dB d = 0

Figure 4.9: Compression of the Goddess mesh, compare Fig. 4.8.
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close-up partition/original, 161 patches

0.20 bpv, Erms = 3.20

original 1.02 bpv, Erms = 0.30

Figure 4.10: Mesh compression of Shakyamuni, original model (left); the close-up views
show the partition and reconstructions at 0.2 bpp and 1 bpp (right);
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Figure 4.11: Reconstruction errors for Shakyamuni at various bit rates (left); reconstruction
errors for a varying number of patches at 1.0 bpv show that there is an optimal
number of patches (right).
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original 0.25 bpv, Erms = 6.94

original Rabbit 1.00 bpv, Erms = 1.06 2.02 bpp, Erms = 0.56

original 0.33 bpv, Erms = 9.59

original Venus 1.02 bpv, Erms = 2.50 2.02 bpv, Erms = 1.28

Figure 4.12: Mesh compression of Rabbit (top) and Venus (bottom); the close-up views are
rendered with flat shading, which makes the artifacts more visible.
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Figure 4.13: Rate-distortion performance for mesh-based compression of Rabbit (left) and
Venus (right) in comparison to the previous coder “Progressive geometry com-
pression” (PGC) [84], and the state-of-the-art coder “Compression of normal
meshes” (NMC) [83].
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original mesh
3,609,455 vertices

0.17 bpv
Erms = 3.31

0.32 bpv
Erms = 0.76

Figure 4.14: Compression of the XYZRGB Dragon mesh.
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model Tclu Tpar T
(p)
res / T

(m)
res Topt Tenc

Venus 0.6s 0.03s 5.6s / 1.1s 14s 0.1s

Rabbit 1.1s 0.08s 12s / 1.5s 26s 0.1s

Balljoint 2.6s 0.1s 34s / 2.4s 43s 0.3s

Dragon 12s 0.3s 2.7m / 10s 2.2m 0.9s

Shakyamuni 34s 0.6s 6.2m / 23s 8.6m 1.6s

Table 4.4: Timings for various models and the individual steps in the pipeline: GLA cluster-

ing (Tclu), parameterization (Tpar), resampling (T (p)
res for the point-based model

and T
(m)
res for the mesh), rate-distortion optimization (Topt), and encoding (Tenc).

4.3.3 Computational Costs

Table 4.4 shows timings for the individual steps in the pipeline for various models.
For point models, we observe that the computational costs for the resampling proce-
dure are high, which is attributable to the large number of MLS projections that have
to be applied in order to construct the elevation value for each sample point. The
resampling is fast for meshes, since the elevation values can be read off directly from
the original mesh. Moreover, there is a significant amount of run time needed for the
rate-distortion optimization, since it includes many encoding and decoding steps to
sample the rate-distortion curve for each patch.

The last column of Tab. 4.2 and Tab. 4.3 show timings that are required for decoding
and reconstruction. For meshes, the gap closing must be applied after decoding,
which results in higher computational costs in contrast to reconstructing the model
only using points.



64 APPLICATION TO 3D-COMPRESSION



CHAPTER 5

HARDWARE-ACCELERATED
RENDERING

(a) (b) (c) (d)

Figure 5.1: A scene consisting of a sphere (9,858 splats) and a plane of 25 splats with varying
normals, rendered with our system; (a) per-pixel lighting using our splat inter-
polation method; (b) visualized patches of the sphere with zero elevation values,
and the plane with texture of a resolution much higher than the sampling density
of the plane; (c) patches with elevation values with indicated patch boundaries,
and rendering the splats on the plane with reduced radii; (d) combined shading
effects on the sphere, such as lighting (upper left), reflectance mapping with an
environment map (upper right), combined lighting and reflectance (lower right),
and visualized splats with reduced radii and unique color (lower left); the plane
shows reflectance mapping derived from an environment map.

As denoted in the introduction, today’s 3D acquisition devices, are capable of pro-
ducing complex high quality representations of real world objects on demand. The
resulting rapid increase in accessible 3D content requires displaying the data that
consist of a large number of primitives at interactive rates with best possible visual
quality. In addition to standard illumination, enhanced shader effects simulate phys-
ical surface properties, such as reflection, refractions, and shadows, and allow for an
improved visual quality.

The most common approach, which is efficiently implemented in graphics hardware
and therefore used in many applications, is the rendering with polygons, such as tri-
angle meshes. However, mesh rendering suffers from fixed topological relationships
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between vertices. The construction of this connectivity and its efficient representa-
tion is a non-trivial problem, such as triangulation [37] and stripification [108, 164]
of 3D data sets.

Point-based rendering was introduced by Levoy and Witted [97] and extended by
Grossman and Dally [60]. The point primitive does not rely on connectivity informa-
tion and is therefore suitable for applications, such as dynamic shape modeling [124].
Also with regard to efficient rendering, points have shown to be a suitable primitive in
hardware accelerated environments [18, 132]. However, current splatting implemen-
tations on graphics hardware require several rendering passes for blending attributes
of overlapping splats. The blending itself tends to produce blurring artifacts that are
noticeable in a close-up view.

We consider hardware-based rendering of 3D geometry using the height-field repre-
sentation as described in chapter 3. A given surface is decomposed into a number of
patches, each of which is resampled as an elevation map over a compactly supported
planar domain, and consequently, it can be held as a 2D texture. In chapter 4 we
have shown that this representation can be used for high-performance compression
of point- and mesh-based geometry. Thus, it enables us to archive a large number of
3D models at a low memory usage.

In this chapter, we focus on the benefits of the elevation map representation for
hardware-accelerated rendering. We consider the scenario in which 3D models are
available in compressed form, for example, in a digital library by using our com-
pression method, chapter 4. To render these data, the straight forward approach
is to decode the model into main memory and to render the data as a simple list
of primitives with common methods [18]. However, drawbacks of this method are
that neighbor information is lost. Moreover, the decoded model has a higher mem-
ory usage than is required for our elevation maps, since point positions are in the
(x, y, z)-representation.

We propose to render the elevation maps directly in that the graphics card holds a base
data set (e.g., a regularly structured triangle mesh or point set). In order to render a
patch, its elevation map is applied to the base data set, which is then transformed
according to the plane parameters. This approach has the following advantages:

Efficient geometry representation: The images resulting from resampling can effi-
ciently be held in graphics hardware, for instance by using textures. The render-
ing is implemented by using a base data set that is similar for all patches in the
model. This results in less memory usage than is required for holding the model
in its original form.

Rendering of triangles and splats: Rendering models with our representation allows
us to easily switch between triangle- and splat-based rendering. From the regular
structure of the elevation maps, we derive directly a triangulation as well as a
stripified representation in linear time. We also implement splat rendering by
displaying the base data set as points with associated normals and radii.

Efficient attribute interpolation: We propose an interpolation scheme that removes
blurring artifacts of state-of-the-art splat renderers, which results in an improve-
ment of the overall visual quality. We achieve this by exploiting neighbor infor-
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mation in the regularly resampled model. The interpolation is efficiently imple-
mented in the fragment shader using fast texture look-ups. This procedure allows
us to replace time-consuming multi-pass rendering by fast one-pass rendering.

The remaining part of this chapter is organized as follows. We first review related
work in the field of hardware-accelerated rendering of complex 3D geometry, fo-
cusing on splatting techniques for point-rendering. In section 5.2, we introduce our
rendering pipeline, including construction of elevation map data for given point- and
mesh-based 3D models, followed by presenting experimental results in section 5.3.

5.1 PRIOR WORK

Since rendering of complex 3D meshes is already efficiently implemented on to-
day’s GPUs, we focus on recent advances in splat-based hardware rendering of point-
sampled geometry.

As an advancement of the original point rendering concept, [97] and [60], Pfister
et al. [127, 167] propose to use points with normals and radii that define discs (sur-
fels) that locally approximate a given surface. Alexa et al. [5] render a model by
constructing a moving least squares surface for a given set of points. The surface is
represented by a set of projections onto the surface, and hence, an arbitrary number
of points can be used to render the model. This approach has been extended for ray
tracing in [2].

QSplat was introduced [136] for rendering dense data sets with several million points.
Here the point set is hierarchically partitioned into a set of bounding spheres that are
used for dynamic level of detail rendering. The problem of rendering such large
models is also discussed in [21], where an octree is constructed for a given densely
sampled data set. This hierarchical data structure is used for efficient storage and fast
rendering. However, current graphics hardware is not designed to implement these
advanced rendering pipelines.

Krüger et al. [87] proposed to represent and render densely sampled point models
through a set of runs, in which positions of neighboring points are encoded using a
chain coding like method. They use space filling twelve sided polyhedrons, which
results in advantageous relationships between neighboring cells.

Boubekeur et al. [22] proposed a point rendering system that uses a patch-based rep-
resentation of the original surface. In particular, they cluster the surface into (a large)
number of patches, for each of which they construct a local mesh-based subdivision
surface that is rendered as a proxy of the patch. The clear advantage is that this
method profits from acceleration capabilities of current graphics hardware, however,
it lacks the elegance of rendering models entirely without a polygon primitive.

Hardware acceleration capabilities for rendering of points with current graphics cards
has been studied in [132]. During the past three years, an improvement to method-
ical and performance aspects was introduced by Botsch et al. [18–20, 168]. A main
contribution in their work is to use screen aligned point sprites that are supported by
current graphics hardware. The point sprites are projected onto the surface and cut by
discarding fragments in order to simulate circular or elliptical splats. The pipeline is
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(a) (b)

(c) (d)

Figure 5.2: Traditional Gauraud-like rendering with splats; rendering oriented disks directly
without blending, leads to just the basic visual quality (a) and (b); employing
standard per-pixel blending with Gaussian weights leads to smoothing artifacts
that are noticeable in the close-up view (c); decreasing the Gaussian weights
leads to Voronoi-like structures and visible edges between the splat centers (d).

implemented in at least two consecutive rendering passes. In the first pass, the model
is rendered into the depth buffer in order to avoid incorrect overlapping splats. In the
second pass, attributes are accumulated for smooth blending of overlapping splats,
such as color or normal vectors. The attribute values of each fragment are weighted
according to the distance of the fragment to the splat center using a Gaussian func-
tion. In the final fast normalization pass, the attribute values for each fragment are
divided by the sum of weights of contributions from overlapping splats. This frame-
work can be extended with the approach in [153], in which distances of fragments
to their splat centers are mapped to the depth buffer. The resulting splats appear as
screen aligned Voronoi regions.

Although, splatting can be implemented on graphics hardware, the drawback is the
occurrence of blurring artifacts at a close-up view. This is caused by Gaussian blend-
ing in regions where splats overlap. Figure 5.2 shows an example where splats are
used to render a surface without holes. Rendering each splat with a single color, Fig.
5.2(b), results only in a basic rendering quality. A better visual quality is achieved
by rendering with Gaussian blending, Fig. 5.2(c). However, the blending approach
introduces a blurring effect that is noticeable in the close-up view.

Overlapping splats are also a problem with respect to rendering speed. Intense over-
lapping results in undesirable overdraw, meaning that significantly more fragments
are produced than are finally displayed. Another limitation is that splat blending in
current GPU-based implementations relies on multiple rendering passes for blending
of overlapping splats. This leads to a loss in rendering speed, and makes an inte-
gration of splat rendering into hybrid rendering systems more difficult, for example,
when the models are rendered using different primitives, such as splats together with
triangles.
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Figure 5.3: Overview of our rendering pipeline; the elevation maps are encoded using vertex
buffer objects that are passed to the vertex and fragment shader unit of the GPU;
we implement either mesh-based or point-based rendering by using a mesh or
points as base data set respectively.

5.2 PIPELINE

Our proposed renderer is capable of displaying mesh- and splat-based surfaces. Our
input data consists of a set of planes in 3D space that are expressed by a reference
point r in R3 and a normal vector n. For each plane we have a height map that gives
the signed distance of each point to its plane in 3D space. Moreover, the elevation
maps are shaped arbitrarily, and thus, the planes have irregular supports.

5.2.1 Representation on the GPU

Both, elevation maps and side information, can efficiently be stored in the GPU
memory. Figure 5.3 shows an overview of our rendering system. Due to the reg-
ular sampling, point positions on the plane can directly be represented by an inte-
gral number, namely the row and column of the respective point on the grid. For
hardware-accelerated rendering of the resampled model Ŝ, we apply the standard
vertex and fragment shader pipeline to a base data set, which consists of a regularly
distribution of rendering primitives, such as triangles or points. To render a patch,
the vertex shader identifies and elevates the individual samples in the base data set
according to the elevation map. In order to move the samples to their position in 3D
space, a single matrix multiplication is applied. As denoted in Fig. 5.3, the model can
be rendered as a mesh or as a point set. This is achieved by only slightly adjusting
the vertex and fragment shaders appropriately.

Considering the fact that our maps have arbitrary shapes, we need to remove vertices
in the base data set when rendering a patch. Since current vertex shaders do not
allow removing vertices, this is performed in the fragment shader, where fragments
can be discarded. However, this straightforward approach has the disadvantage that
the vertex unit produces an overhead of geometry that leads to performance loss.
With our maps, this waste may grow up to about 80% of the entire model.

We therefore propose to store a list of addresses of map supported samples in the
elevation map of each patch by using vertex buffer objects. For each patch we have
two components. Firstly, the elevation map that holds the geometric information,
and secondly, the index map that defines the support of the elevation map as well
as topological information for mesh rendering. We postpone the description of the
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Figure 5.4: Overview of our rendering pipeline; the model data consist of elevation and
attribute maps that are completely stored in graphics memory using VBOs and
texture objects; the rendering pipeline operates in one single rendering pass.

index map to the next two subsections in which mesh and point rendering is discussed
in more detail.

Figure 5.4 shows another overview of our pipeline. The base data sets and the per-
point elevation values, as well as additional attribute maps are uploaded into GPU
memory. The vertex shader processes the geometry data, followed by applying at-
tribute mapping in the fragment stage. The rendering is performed in one pass.

For both rendering primitives, we use the same type of maps that hold elevation and
attributes, such as the normal vector for each sample in the resampled surface Ŝ.
For efficient storage, we quantize elevation values to 16 bits, which is sufficient even
for models with complex geometry [34]. The normal vectors are expressed in polar
coordinates, which are also quantized with 16 bits each. Our experiments showed
that quantization to this level results in renderings without noticeable artifacts. For
each sample, we have a total bit budget of 48 bits. These bits are stored using three
short integral numbers. In relation to rendering the original model S, and although,
similar quantization of coordinates and normals is used, we have a slight overall
memory savings when compared to common approaches.

5.2.2 Mesh Rendering

To render the complete model, we implement mesh rendering by using a single mesh
as the base data set. This means that only the base set needs to be triangulated, which
can be achieved in linear time.

However, rendering the base mesh for each patch leads to problems on the patch
boundaries. The removal of vertices will become necessary, since our patches have
irregular shapes. It should be noted that this leads to problems, since vertices on the
boundary are connected to vertices outside of the patch. To overcome this problem
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sphere patch parameterized triangle strip
mesh on resampled mesh

Figure 5.5: A given patch in mesh representation (left) is parameterized on a plane (middle)
and resampled on a grid (right); the resulting triangulation is represented through
triangle strips.

we store a triangulation for each patch individually by using triangle strips that can
directly be derived from the base triangulation and the support of the elevation map.
These strips are constructed in linear time by traversing the triangles with map sup-
ported vertices row by row (see Fig. 5.5). The stripification reduces the total memory
usage, since vertex indices are redundantly stored when holding the data as triangle
soup. The advantage of this stripification method is its computational simplicity.
As will be shown in the results section, the combination of vertex position encoding
(see subsection 5.2.1) and stripification reduces to total memory usage of the original
model down to about 70%.

For each patch we set up two vertex buffer objects. The first VBO holds the ad-
dresses and quantized normal vectors of the supported vertices as described in the
last subsection. The second VBO is the index buffer that holds the stripified triangle
mesh of the patch.

A basic problem of rendering the patches with a base mesh, is the occurrence of
patch gaps due to lack of connectivity information between patches, Fig. 5.6(b). As
a first solution, we could fill these gaps with triangles using the gap-filling method,
discussed in section 3.3.4. The resulting models are watertight and yield the desired
display quality, Fig. 5.6(d). However, the drawback of the topological reconstruction
method is that it has to be computed as a pre-processing step before the rendering.
This step is mandatory, since we do not store the gap filling triangles along the height
field data in the bit-stream. As an alternative to the gap filling method, we propose a
second approach in which we do not connect the patches. Only for the reason of high-
quality rendering, we assert that it rather sufficient to let patches slightly overlap so
that the gaps disappear, Fig. 5.6(c). We implement this overlapping by growing the
patches beyond their borders with triangles that are not farther apart than a certain
distance to the boundary of the original patch. Although, this is a rather simple
approach, it still results in a high visual quality, Fig. 5.6(e).

5.2.3 Splat Rendering with Attribute Interpolation

Splat rendering as a variant of point rendering is gaining more and more interest,
since it can be implemented in a hardware accelerated environment, and points do
not rely on topological constraints. In our scenario, we implement a splat renderer
by using a base point set. The vertex buffers hold an elevation value, a normal vector,
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(a) (b) (c) (d) (e)

Figure 5.6: Patch gaps occur when approximating the original model (a) by a resampled
mesh with patches (b); to close the gaps we propose two methods, firstly, we let
patches slightly overlap (c); secondly, we develop a method that fills the gaps
with triangles (d); the resulting rendering provides similarly good visual results
for both methods (e).

and a splat radius for each point. The index buffer holds a list of addresses for points
within the support of the elevation map.

The resulting splat model can be rendered in a vertex and fragment shader pipeline
as proposed in [19]. This method has proved to provide a good trade-off between
splatting quality and rendering speed using a two pass rendering approach. In the
first pass, splats are rendered into the depth buffer in order to enable blending only for
splats that slightly differ in depth value. In the second pass, weighted contributions
of overlapping fragments are accumulated by alpha blending. The weighted sums
are normalized in a final normalization rendering pass.

5.2.3.1 Splat Radii

One important task in splat-based rendering is the construction of the splat-radii for
a given point set. In our framework, the samples are regularly distributed on each
base plane. This induces to set all radii to 1

2

√
2µ, where µ is the sampling step size

of the respective grid. Nonetheless, the samples are elevated in normal direction of
the plane, which may result in holes between the splats. We propose to adjust the
radii depending on the angle between the splat normal and the normal of the plane.
Specifically, we set

r =
1
2

√
2µ

0.1 + 0.9〈n, nB〉
, (5.1)

where r is the radius, and n and nB denote the normal vector of the splat and the
base plane, respectively. The motivation behind this definition is the expectation
that a large angle between the splat normal and the plane normal indicates a large
variance between neighboring elevation values, which results in increased spatial
gaps. Consequently, the splat radii have to be increased in these areas. The two
constants are included to establish scaling and maximal radii.



PIPELINE 5.2 73

Figure 5.7: Illustration of our attribute interpolation scheme; the view rays are intersected
with the splats for direct evaluation of UV coordinates (red dotted lines); in-
tersecting the view ray with the plane through neighboring splat centers (solid
green line) yields the corrected interpolation of UV coordinates (green dashed
lines).

5.2.3.2 Direct Interpolation

In our framework, the points are regularly sampled on the base plane of each patch.
We propose to exploit this information to implement a splat renderer that provides
smooth interpolation of attribute values without time consuming blending. Figure
5.7 shows an example of two splats with associated normal vectors. Each fragment
corresponds to a specific position on a splat. For this position, we derive a normal
vector that is an interpolation of the three splat normal vectors in the neighborhood.
Following, we denote points in each patch Ŝ by p, and their projection onto the
respective base plane by p̄. Given a fragment f with position pf in world space, we
project back pf onto the base plane, yielding a point p̄f on the plane. We identify the
three samples (p̄1, p̄2, p̄3) in the patch that form a triangle t̄ that contains p̄f .

The straightforward interpolation approach is implemented by interpolating attributes
for fragment f using the barycentric coordinates of point p̄f in triangle (p̄1, p̄2, p̄3).
We emphasize that this leads to discontinuities in the resulting rendering, since splats
do not produce continuous surfaces. In the example in Fig. 5.7(b), we show the sce-
nario of a fragment being produced by two possible splats. Using this direct inter-
polation method leads to different interpolation weights due to spatial gaps between
splats (indicated by the two red-dotted lines).

5.2.3.3 Correct Interpolation

To achieve a smooth interpolation, we use both, attribute information and elevation
values from neighboring points. This enables us to construct a plane h through the
three points p1, p2, and p3. We intersect the viewing ray with the plane h, yield-
ing a point q. We now use the projection of q onto the base plane to interpolate
attribute values for fragment f . Figure 5.7 shows that we achieve identical interpola-
tion weights for the fragments intersecting the viewing ray on both splats.

Projecting fragment positions onto the base plane may cause attributes not be cor-
rectly interpolated due to missing neighbor information, for instance at the patch
boundaries. In these cases, we discard the respective fragments in the fragment stage
which prevents visual artifacts. To ensure a hole free rendering, we allow patches to
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slightly overlap during construction, as required for rendering with a base mesh, see
Fig. 5.6(c).

We implement our interpolation scheme in the fragment shader, where attribute val-
ues for fragments are needed for lighting. For each fragment, we evaluate the at-
tribute and elevation values of points p1, p2 and p3 by using fast texture look-ups.
The corresponding plane is evaluated by a small number of cross product computa-
tions.

Since our attribute interpolation method replaces commonly used splat blending, it
is no longer necessary to accumulate contributions of overlapping splats. This means
that we reduce the rendering complexity by one rendering pass, which results in a
significant acceleration of the entire splat rendering pipeline. The interpolation also
removes blurring artifacts that are noticeable in the close-up view when using stan-
dard splatting techniques. This provides the same superior visual quality as achieved
with high resolution meshes.

The drawback of our method is a slightly increased memory usage in comparison
to traditional splat rendering. Due to hardware limitations, per point elevation and
normal data has to be stored twice on the GPU: firstly, as VBO for the vertex shader,
and secondly, as texture for the interpolation in the fragment shader. We stress that
this problem can be fixed by using the textures also in the vertex shader. However,
vertex texture look-ups on current GeForce architectures still limit the vertex rate to a
peak throughput of 33 millions vertices per second. A corresponding implementation
would lead to a significant loss in rendering speed.

5.3 RESULTS

For our experiments, we use a 2.8GHz Intel Pentium4 CPU, 2 GB DDR-RAM and
a GeForce 6800GT/AGP/SSE2 graphics card running Linux, using OpenGL2.0 API
with Nvidia driver version 76.76. Our shaders are implemented using the Nvidia Cg
shading language [107].

To compare our renderer to state-of-the-art methods, we render the original models
as triangle meshes and circular splats. The original meshes are rendered in two ways,
firstly, as a simple triangle list, and secondly, using triangle strips that are computed
in a pre-processing step by using the NvTriStrip library [111]. For splat rendering
of the original models, we reimplemented the renderer in [19]. We consider both
variants, fast, but low-quality splat rendering without blending, and slower, but high-
quality rendering with blending.

Figure 5.8 shows renderings of the Dragon model using the different rendering ap-
proaches. The three close-up views show renderings of our representation in Fig.
5.8(a). The close-up view in Fig. 5.8(b) illustrates the results using a mesh setup.
Figures 5.8(c) and 5.8(d) use a point setup with attribute blending and attribute inter-
polation respectively. Our splat attribute interpolation method (Fig. 5.8(d)) provides
visual results that are similar to the quality achieved through rendering our represen-
tation with the base mesh, Fig. 5.8(b). The splat rendered image (Fig. 5.8(c)) shows
visible blurring artifacts, since the Gaussian pixel color blending does not allow for
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the reconstruction of accurate lighting. With our interpolation method, we achieve
visual results similar to the quality of mesh rendering.

Figure 5.9 shows renderings of the David head. In the close-up view, we observe
a better visual quality for our interpolation method, Fig. 5.9(d). Figures 5.9(b) and
(c) show splat rendering without blending, using our elevation maps and the original
data set respectively.

Tables 5.1 and 5.2 compare the rendering performance for models of various com-
plexity for the different rendering approaches discussed in this chapter. Comparing
the results with respect to memory efficiency and rendering speed, we note three
major results:

(1) Rendering the models with our representation in a mesh setup yields better frame
rates, and at the same time, requires significantly less memory in comparison to
rendering the original model as a pure triangle list. The NvTriStrip method [111]
produces slightly better triangle strips than our method and therefore achieves a
slight improvement in rendering speed.

(2) With our interpolation method, we achieve higher frame rates than with the stan-
dard blending technique. Since our method is implemented using only one ren-
dering pass, we achieve a significant acceleration in rendering speed in com-
parison to the commonly used blending technique. For large models, such as
the Model of Imperia [86], our interpolation scheme provides frame rates that
are slightly below the rates that are obtained by plain splat rendering without
blending.

(3) At a comparable model complexity, mesh rendering is still outperforming splat
rendering with respect to speed, since current graphics API and hardware has
been aggressively optimized for fast triangle rendering. In contrast, the splat
rendering pipeline has to be simulated through shader programs, which makes
this approach more time-consuming. However, rendering very dense and com-
plex data sets, like the Model of Imperia with about 3.6 million points (Fig.
5.15), reduces the advantages of mesh rendering. The reason is that the size of
the triangles drops down to a few pixels, and the graphics card cannot profit from
the hardware encoded triangle rasterization. Generally speaking, the rendering
speed mainly depends on the throughput rate of the fragment shader, and less on
the vertex shader.

Figure 5.10 shows that our interpolation method still achieves satisfying visual qual-
ity, when reducing the density of the resampled model. We reduced the number of
splats from 1.6 million points in the full data set, Fig. 5.10(b), by factor ten.

Figure 5.11 demonstrates the quality of reconstructed normals on a sphere with 9,858
splats. In order to show the quality of interpolated normals, we use a cube map with
colorized faces, containing a continuous grid. Figure 5.11(b) shows that the grid
details are correctly reconstructed at a low patch sampling resolution. In Fig. 5.11(c),
we show the summation of two shading components, such as per-fragment lighting
with three light sources (upper left), reflectance mapping using a cube map (upper
right), combined lighting and reflectance mapping (lower right), and constant splat
colors with reduced radii (lower left).
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A similar high visual quality can be observed when rendering the Dragon model, Fig.
5.12, using per-pixel lighting (top) and reflectance mapping (bottom). The close-up
views show the high visual quality, even at large zoom factors.

Similar excellent quality is achieved by real-time rendering of the Shakyamuni statue
(268,206 splats) in Fig. 5.13. We show the same split view to illustrate the shader
components (compare Fig. 5.1(d)). In contrast to Fig. 5.8, we used the simple direct
interpolation in Fig. 5.13, which still provides visually pleasant results. We found
that this behavior is typical, if the splat normals are close to those derived from the
geometry of the corresponding elevation maps. We found that this is the case for
most practical models.

Figure 5.14 compares close-up views of the Dragon model for different rendering
settings. We compare the performance of our method to our implementation of the
state-of-the-art renderer in [18]. For this approach, we provide frame rates for two
different scenarios; firstly, with equal splat radii as used in the interpolation scheme;
and secondly, with splats of doubled radius, so that each splat touches the centers of
its four neighbors. This guarantees that neighboring points contribute their attributes
over the complete area of each splat, which is required to achieve comparable visual
effects as in our scheme. We observe that rendering the model with our approach
yields an increased frame rate compared to the blending-based renderer [18]. The
gain is even more drastic when increasing the splat radii in order to enable satisfying
reflection mapping effects. The gain in rendering speed becomes noticeable prefer-
ably for densely sampled models, since they stress the vertex stage more intensively
than models with a small number of points.

The figures in this section show that we achieve smooth reconstruction of attributes
even along the patch boundaries. Since we allow patches to slightly overlap, we avoid
gaps between patches in the rendered image. Moreover, in the overlapping regions
of neighboring patches, geometry and attributes are consistently sampled from the
same portions of the original model.
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(a) (b) mesh, 70.7 fps

(c) blended, 15.8 fps (d) interpolated, 21.5 fps

Figure 5.8: Rendering Dragon with elevation maps; the complete model with splats and in-
terpolation (a); close-up view for rendering with a base mesh (b); rendering with
splats with color blending (c); splats and attribute interpolation (d).

(a) (b)

(c) (d)

Figure 5.9: Rendering of David Head with the original splat model without blending (b),
with our representation using splats also without blending (c), and with our rep-
resentation using interpolation (a,d).
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model Balljoint David Head Dragon Sphere Shakyamuni Model of

Imperia

our representation
# samples 138k 403k 442k 673k 1.6M 3.6M

# patches 19 383 303 39 208 769

our representation (mesh)
# triangles 267k 760k 833k 1.32M 3.24M 7.0M

memory 1.57M 4.58M 5.04M 7.73M 18.7M 41.6M

frames/s 173 75.6 71.4 53.2 19.9 9.8

our representation (splats)
memory (blended) 1.31M 3.84M 4.21M 6.42 15.6 34.8M

frames/s (blended) 31.9 15.6 15.1 16.4 8.0 4.7

memory (interpolated) 2.09M 6.14M 6.75M 10.3M 25.0M 55.7M

frames/s (interpolated) 36.2 19.2 20.3 23.9 11.4 8.9

Table 5.1: The rendering performance of our elevation maps for various models at a screen
resolution of 1024×1024.

model Balljoint David Head Dragon Sphere Shakyamuni Model of

Imperia

original mesh
# vertices 137k 398k 437k 655k 1.6M 3.6M

# triangles 274k 794k 871k 1.3M 3.2M 7.2M

memory 2.90M 8.39M 9.23M 13.8M 35.7M 76.0M

frames/s 102 71.8 67.2 28.9 21.9 10.4

memory (stripified) 2.15M 6.25M 7.0M 9.6M 25.5M 56.1M

frames/s (stripified) 194 80.2 75.3 49.8 21.9 10.3

original splats
# splats 137k 398k 437k 655k 1.6M 3.6M

memory 1.83M 5.31M 5.8M 8.6M 22.7M 48.1M

frames/s (not blended) 74.7 30.6 32.1 31.3 15.3 8.4

frames/s (blended) 32.4 15.8 14.7 16.2 7.5 4.3

Table 5.2: Rendering performance of the original models using the triangle and splat prim-
itive; the positions of the vertices/points, as well as normal vectors have been
quantized 16 bits per value.
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(b) (c)

(a) (d) (e)

Figure 5.10: Rendering of the Shakyamuni statue with our interpolation method (a); close-
up views with different resolutions of the resampled model (b) and (d), and the
respective renderings with attribute interpolation in (c) and (e).

(a) (b) (c)

Figure 5.11: Rendering of the Sphere with 9,858 splats; (a) shows reflectance using a cube
map with differently colorized faces and black grid lines on each face; in the
close-up view (b) the grid lines are correctly reconstructed on the splat surfaces
using the interpolation method and hardware texture filtering; (c) combined
shading effects as shown in Fig. 5.1.
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Figure 5.12: Real-time rendering of the Dragon model with 462,814 splats in 297 patches
using per-fragment lighting (top) and reflection mapping using cube maps (bot-
tom); the close-up views show that normals are smoothly reconstructed even
when splat radii increase.
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Figure 5.13: Rendering of Shakyamuni with 268,206 splats in 245 patches; the various
shown shader effects correspond to Fig. 5.1(d); it should be noted that a smooth
rendering is still achieved, while the splats cover a relatively large number of
pixels.
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standard illumination, reduced radii interpolation, radii set to r in (5.1)
20 fps

standard blending, radii set to r in (5.1) standard blending, radii set to 2r in (5.1)
15 fps 10 fps

meshed regular grid mesh-based environment mapping

Figure 5.14: Comparison of our method to standard splat blending with deferred shading
[18] for a close-up view of the Dragon with environment mapping as in Fig.
5.11(a); the splat radii have to be doubled to achieve similar visual results as
with the interpolation scheme; at the same time, the frame rate drops down
significantly, since the number of fragments grows by a factor of four.
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Figure 5.15: Model of Imperia rendered using 3.6M splats without interpolation at a screen
resolution of 1024×1024 with 9.6 fps. When splat sizes drop down to a few
pixels and neither blending nor interpolation improves the visual quality.
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CHAPTER 6

THINNING OF OBSERVATIONS IN
NUMERICAL WEATHER PREDICTION

Figure 6.1: An input data set consisting of bias-corrected differences between temperatures
and first guess; the observations were measured by the Advanced Microwave
Sounding Unit-A (AMSU-A) on the NOAA-15 and NOAA-16 satellites; in this
work, we introduce methods to simplify such data set in order to retrieve the
most relevant observations.

Numerical weather prediction (NWP) technology requires information about atmo-
spheric characteristics for a given place at a given time. Given the state of the at-
mosphere at the current time, the fundamental problem of NWP is to forecast the
corresponding state of the atmosphere at a later time. The direct approach to this
problem is based on the assumption that there is a relationship between the current
and the future atmospheric state. In order to initiate the forecasts, it is therefore es-
sential to retrieve reliable observations from instruments that adequately capture the
true state of the atmosphere.

This task presents two fundamental problems. Firstly, measurements are not avail-
able at all locations and/or at any given time. Although, there are many different
kinds of data sources, such as satellites, radiosonde balloons, sea buoys, airplanes,



86 THINNING OF OBSERVATIONS IN NUMERICAL WEATHER PREDICTION

and land stations, currently these sources do not yield observation sets that capture
the entire globe. Secondly, current instruments are affected by device errors, and may
produce observation errors, such as outliers. Thus, it would be wrong to assume that
the accurate state of the atmosphere is captured adequately only by measurements.

To reduce these problems, the observations are combined with a model resulting from
an earlier prediction for the measurement time, assuming that both states yield an
approximation of the true state. This process is based on a statistical method, called
data assimilation, which is a common technique to combine arbitrarily distributed
measurements with a background model, consisting of a regularly sampled grid that
also serves as an estimate for the variable, [32, 40].

An important task in data assimilation for numerical weather prediction is the ef-
fective exploitation of large amounts of data that are produced by current and future
observation systems, in particular satellite instruments [155]. The high spatial and
temporal density of satellite data is potentially highly valuable for estimating an ini-
tial state in the numerical forecast process. However, the theoretical framework of
commonly used assimilation schemes, and the constraints of operational numerical
weather prediction require a special pre-processing of the data.

A larger number of assimilated observations increases the computational costs, occu-
pies more disk space, and leads to an increase in time consumption for transmission
of data. Moreover, a high spatial and/or temporal data density can severely vio-
late the assumption of independent observation errors made in most operational and
experimental assimilation schemes (variational scheme, Kalman filter, optimal inter-
polation). The error correlations are unknown a priori, but even taking into account
estimations of these correlations in the assimilation system, would require more com-
plex observation error statistics leading to an additional increase in computational
costs.

These restrictions motivate thinning methods, which aim at reducing the large satel-
lite data sets and spatial error correlations between the observations, as well as to
retrieve the essential information content of the data for the optimal use in data as-
similation. To achieve this goal, we propose two adaptive thinning algorithms using
simplification methods from geometry processing in computer graphics and by clus-
tering algorithms. Both algorithms produce reduced data sets as approximations of
the original data, but they differ in their algorithmic design and in the criteria for
selecting the observations to be retained in the simplification.

The first approach (“top-down clustering”) is a thinning by iterative point insertion,
which builds clusters of observations that are similar in spatial position and value
according to a simple metric. The simplified data set consists of the centers of the
clusters. The second approach (“estimation error analysis”) identifies and iteratively
removes the most redundant observations. The degree of redundancy of an observa-
tion is modeled to be inversely proportional to the estimation error of its reconstruc-
tion by an estimation filter applied to all retained observations in its neighborhood.

We furthermore extend the concept of estimation error analysis (EEA) by introducing
variants, which differ in methodical and performance aspects. In the first proposed
variant (Grid-EEA), we employ a regular grid on the globe to evaluate the estimation
function. This approach is motivated by the fact that in most cases, the observations
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are distributed non-uniformly. The EEA is based on the evaluation of errors at the
positions of the observations of the original data set, which consequently produces a
bias of the error function due to uneven sampling densities. Depending on the result-
ing grid resolution, the Grid-EEA algorithm provides thinnings of varying accuracy
at different run times.

While the EEA algorithm adopts the concept of iterative point removal to obtain a
thin data set, we propose another EEA variant, in which the observations are iter-
atively inserted starting with the empty set. This approach is preferable in settings
where only a small part of the original data set is retained (e.g., 10%), as it is the case
with the satellite soundings in the assimilation process at the Deutscher Wetterdienst
(DWD). For these thinnings, the resulting number of insertion operations is conse-
quently much smaller than the number of observation removal steps in the traditional
EEA method, which accelerates the thinning and increases the accuracy.

Finally, we focus on the problem of efficiently implementing the methods. The in-
troduced variants rely on observation removal or insertion operations. We propose
to organize all observations that are candidates for removal or insertion operations
in efficient data structures, which allow sorting the observations according to their
redundancy degree. We present two variants of processing these data structures dur-
ing the thinning process, leading to different behavior in accuracy and computational
complexity.

We apply our methods to ATOVS (Advanced TIROS Operational Vertical Sounder)
satellite data, which are processed in a 1D-Var assimilation scheme to retrieve actual
atmospheric temperature and humidity profiles, since the sounder delivers brightness
temperatures as information integrated over all atmospheric layers. These profiles
are input data for the optimal interpolation at the German Weather Service DWD.

This chapter is organized as follows. In the next section, we give an overview of the
theoretical assimilation process as used for satellite observations in the operational
service of the DWD. In section 6.2, we review related work in the field of simplifi-
cation of weather forecast data, and in section 6.3, we discuss the formal framework
for simplification of a given observation set by iterative point removal and iterative
point insertion. We then introduce the thinning methods that we have implemented
in detail, namely, top-down clustering and estimation error analysis. In section 6.4
and 6.5, we provide implementation details and present experimental results.

6.1 INTRODUCTION TO DATA ASSIMILATION IN NWP

As mentioned above, data assimilation is a method to combine measurements and
former predicted states of the atmosphere to obtain an estimation of atmospheric state
for a given date. This process targets at finding an initial state for the weather fore-
casts, which are computed in time intervals in the operational service of the DWD.

There are several data assimilation concepts, such as 3D variational analysis (3D-
Var) [105], 4D-Var [130], analysis with the Kalman filter [73, 74], and others. See
[23] for a detailed description. In this section, we focus on the so-called optimal
interpolation method that is used in the operational service of the DWD [160].
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Figure 6.2: Overview of the data assimilation cycle in numerical weather prediction; the
observations describe the state of the atmosphere under a certain measurement
error; the background gives the state of the previous forecast; both are combined
to an analyzed state in the data assimilation step; in the following forecast, the
new state of the atmosphere is predicted; the error bars indicate that all values
are affected by statistically modeled errors.

A data point is considered to have two components, namely position and value. The
observation values are arranged in a vector y of dimension Ny. The distribution of
the observation positions in 3D-space is generally not regular, but rather distributed
arbitrarily on the globe. Moreover, in most cases, there are regions that contain no
observations. The goal of the assimilation procedure is to retrieve a model basis x
as a vector of dimension Nx. This approximates the state of the entire atmosphere
through a number of samples with locations regularly distributed on the globe, while
there is an inherent mapping between the i-th component of the vector x to a position
on the globe.

It is assumed that there is a relationship between the model x and the observations y:

y = H(x), (6.1)

where H is the so-called observation operator. The observation operator transforms
the values at the positions of the model to the positions of the observations, which
may be implemented through a simple spatial interpolation. In most cases, however,
H is non-linear and requires for complex computations, since it usually includes
variable transforms, as well as modeling of physical processes.

The goal of data assimilation is to find the most likely model state for a given ob-
servation vector y, which can formally be interpreted as the problem of inverting
Eq. (6.1). However, due to the restrictions mentioned above, the computation of
the corresponding solution is not trivial. It is therefore essential to reintegrate addi-
tional model information that was obtained from a previous forecast. Specifically,
the background vector xb is introduced with identical dimension of vector x, namely
Nx.

To complete the theoretical framework, we have to consider modeling errors and
measurement errors. Specifically, the observations are usually affected by outliers
and measurement inaccuracies, and so are the predicted values in the background
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model. These systematical and random errors are expressed by covariance matrices.
We consider the covariance matrix of observation errors,

O = (y − yt)⊗ (y − yt)T , (6.2)

where y is the observation vector, and yt is the corresponding unknown precisely true
state of the atmosphere. The operator ⊗ denotes the dyadic product of two vectors
that in this case have dimension Ny. Thus, the matrix O has a dimension of Ny×Ny.

The error of the observation operator H is defined in the same way:

F = (H(xt)− yt)⊗ (H(xt)− yt)T , (6.3)

where xt is the corresponding true state of the atmosphere at the locations of the
model grid.

The matrices O and F define the errors that affect the observations when interpo-
lating their values on the positions of the model grid. Their sum is defined as the
observation error correlation matrix R = O + F.

Analogously to Eq. (6.2), the error covariance matrix of the model state vector xb is
given by

B = (xb − xt)⊗ (xb − xt)T . (6.4)

The matrices R and B are positive semidefinit. The dimension of R is Ny × Ny,
while the dimension of B is Nx ×Nx.

The data assimilation procedure targets at finding a model state vector xa, which is a
combination of the observations y and the background xb. Specifically, the problem
can be stated as finding

xa = arg min
x

J(x), (6.5)

with

J(x) = [y −H(x)]T R−1 [y −H(x)] + [x− xb]
T B−1 [x− xb] . (6.6)

The cost function J yields scalar non-negative real values that correspond to the
distance of the analysis xa to the observation vector (transformed to the model grid),
and the background vector. Solving (6.5) involves computing the gradient of J and
H , whereby the observation operator H is non-linear. A solution can be found using
an iterative minimizer. For details, see [23, 160]. The minimum xa is then given by

xa = xb + BHT
b

[
HbBHT

b + R
]−1

[y −H(xb)] , (6.7)

where Hb denotes the Jacobian matrix of H(x), linearized and evaluated at x = xb.

Computing xa formally requires for inverting a matrix of dimension Ny×Ny, which
is computationally expensive and not practical, since Ny (the number of observations
in the input data set) can become very large, i.e. 105 data points. Moreover, inverting
a matrix of this dimension exceeds the capabilities of most platforms, for example,
a data set of Ny = 105 observations requires about 40 GByte memory in a float-
precision setting. Instead xa is computed by solving a linear system Ax = b, or
x = A−1b, with A := HbBHT

b + R and b := y −H(xb) in Eq. (6.7).

Equation (6.7) yields the analyzed variable as a combination of the observation vec-
tor and the background state in model space. In practice, however, there are two
constraints for the input parameters.
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Uncorrelated measurement errors: Due to device characteristics, the cross correla-
tions of the measurement errors are not known a priori. In fact, the matrix R is
diagonal in the operational service, meaning that only the auto correlation coef-
ficients, corresponding to the diagonal elements of the matrix R, are considered.
One motivation to incorporate thinning methods is thereby given by the demand
for removing spatial correlations of the observations.

Sparse observation vector: Solving the analysis equation (6.7) is computationally
expensive for large observational data sets. In the operational service, however,
it is important that the solution is found under a certain time constraint. It is
therefore practical to reduce the dimensions of the observations correlation ma-
trix R in Eq. (6.6) and (6.7), since the solution of Eq. (6.7) is found in obser-
vation space. Consequently, it is essential to find methods that retain the most
significant observations in a data set.

6.2 PROBLEM STATEMENT AND RELATED WORK

Our input data set consists of ATOVS (Advanced TIROS Operational Vertical
Sounder) satellite data. In particular, our methods operate on differences of mul-
tichannel brightness temperatures between bias-corrected observations and their first
guess. These temperatures differ from atmospheric temperatures in that they mea-
sure the intensity of the electromagnetic energy, which is emitted in the atmospheric
layers. The DWD employs a pre-assimilation scheme (1D-VAR) that combines the
brightness temperatures with a background model in order to retrieve profiles of at-
mospheric temperatures and humidity.

We consider the full observation set P0 that holds the positions of n measurements
as points in three-dimensional space R3. More specifically, we transform geographic
coordinates (λ, φ) to Cartesian coordinates (x, y, z)T . For each observed point, an
observation value is given, i.e. a k-dimensional vector that holds the measured mul-
tichannel brightness temperature differences. We define a function f : P0 → Rk that
provides the observation value for an observation position p ∈ P0.

Given the full data set P0, the goal of data thinning is to find a subset Pi ⊂ P0 with
|Pi| = n− i, i = 1, . . . , n− 1, that approximates P0 adequately. The approximation
quality can be measured by a real-valued function E : 2P × 2P → R+ ∪ {0}, where
2P denotes the set of subsets of P . The optimal thinning is then given by the set Pi ⊂
P0, satisfying E(Pi, P0) ≤ E(P ′

i , P0) for all subsets P ′
i ⊂ P0 with |P ′

i | = |Pi|. This
is a hard optimization problem, since the well-known NP-hard Rucksack problem
can be seen to be a special case of this optimization. Therefore, we cannot expect to
find an algorithm for computing the optimal thinning in polynomial time. Instead,
heuristic methods can be used, such as iteratively removing points from the full data
set until a desired data density is reached.

While data simplification is a well studied problem in computer graphics, currently
less work is being produced in the field of observations thinning in numerical weather
prediction. The most intuitive and most commonly used approach of data reduction is
a thinning by selecting observations within predefined regions (e.g., one observation
per 75 km× 75 km box) or at specified intervals (e.g., every third observation).
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Liu and Rabier [103] investigated the theoretical properties of such a non-adaptive
approach on the assumption of a known true state of the atmosphere and determined
an optimal relation between model grid resolution and observation density, which
minimizes the effect of correlated observation errors. While such a theoretical con-
sideration can provide a very good benchmark for a suitable mean observation den-
sity, thinning algorithms may further be improved by adapting to the sampling den-
sity of the local atmospheric situation.

An approach finding such a solution, was proposed in [131]. For a given observa-
tional data set, their method constructs a spacial octree, in which each node corre-
sponds to a rectangular cell in 3D-space. In their work, a single reference point is
given by the cell center, represents all observations in the corresponding cell. The
subdivision of each octree cell is ruled by a statistical test, which models the corre-
sponding approximation quality.

6.3 PROPOSED THINNING ALGORITHMS

Our methods work in an adaptive manner, meaning that during the observation re-
moval or insertion procedure, the error metric considers the spatial distribution and
the observation values. The results are thinnings that retain a higher data density in
regions with a large variance of the original signal.

6.3.1 Top-Down Clustering

The idea behind top-down clustering is to group all those spatially close observa-
tions with similar measurement values into clusters, which are approximated by one
representative measurement, i.e. the mean of the cluster (closest point to all cluster
elements). A similar approach is widely used in vector quantization for lossy image
compression, Gersho and Gray [57]. A review of data clustering concepts can be
found in [78].

For our purpose, we develop a clustering method that works in two phases: in phase
one, we perform the cluster splitting, and in phase two, we conduct the point relax-
ation. We start by approximating the full data set P0 by the cluster mean with respect
to some distance measure. More specifically, we consider a cluster C with cluster
elements p ∈ C, p = (x, y, z)T that groups the observations at the positions p. Given
a cluster C we define its cluster centroid p̄ = 1

|C|
∑

p∈C p and the mean observation
value v̄ = 1

|C|
∑

p∈C f(p). We now define a distance metric for cluster elements that
combines spatial distance of measurement positions with distance of measurement
values df : R3 × R3 → R with

df (p, q) =
(
‖p− q‖2 + α2‖f(p)− f(q)‖2

) 1
2 , (6.8)

where ‖ ·‖ denotes the Euclidean metric. The factor α scales the domain of measure-
ment values relative to point coordinates. The metric df (p, q) simultaneously takes
into account the spatial distances and differences in the measured values between
two observations using a suitably chosen scaling factor α. A similar approach was
proposed by Riishøjgaard [134] when modeling flow-dependent background error
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(a) (b) (c)

Figure 6.3: Concept of top-down clustering: (a) observations are grouped into a cluster with
a cluster centroid (filled dot); (b) when the associated cluster error is too large,
the cluster is split up with PCA, providing two new clusters; (c) this procedure
is repeated until all cluster errors are below a given threshold t > 0; the set of
cluster means (observations closest to the centroid in each cluster) is the reduced
observation set.

correlations. The cluster mean is then defined as observation p̂ that minimizes the
sum of squared distances to all cluster elements q ∈ C:

e(C, p) =
∑
q∈C

df (p, q)
2, p̂ = arg min

p∈C
e(C, p). (6.9)

It is calculated efficiently as the element p ∈ C closest to the cluster centroid p̄ with
respect to the corresponding squared distance ‖p− p̄‖2 + α2‖f(p)− v̄‖2. We define
e(C) := e(C, p̂) as the cluster error that provides a measure for the approximation
quality of C.

We start by setting C0 := P0 and U := {C0}, i.e. all observations are in one cluster.
In the splitting phase we subdivide any cluster C ∈ U with an error e(C) that is larger
than a given threshold t > 0. For this purpose, we use principal component analysis
(PCA) in order to split C across its major principal axis through the cluster centroid
(Fig. 6.3). For cluster C0 = P0, we compute the 3× 3 covariance matrix

S = (p1 − p̄, . . . , pn − p̄) · (p1 − p̄, . . . , pn − p̄)T

and solve the eigensystem Sxi = λixi, i ∈ {0, 1, 2} and λ0 ≥ λ1 ≥ λ2. We build
two new clusters C1 and C2 that replace C0 in U , C1 = {p ∈ C0 | (p− p̄)T x0 ≤ 0} and
C2 = C0 \ C1. The procedure of cluster splitting is repeated until all clusters in C ∈ U
satisfy e(C) ≤ t.

Having m clusters in U yields a total approximation error of
∑

C∈U e(C). In the sec-
ond phase of the clustering method, we can further decrease this error by applying
so called Lloyd-iterations [104] that work as follows. Each cluster element p ∈ Ci is
reassigned to the cluster Cj for which the distance to the cluster mean p̂ ∈ Cj is min-
imal with respect to df . This may change the means for affected clusters, and thus,
requires to recompute the means (6.9). This process is repeated until convergence.

After cluster splitting and relaxation, the approximation of value f(p) of an original
observation p ∈ P0 is given by the value f(q) of an observation in the thinned data
set Pi, where q is the nearest neighbor of the given point p, using the adaptive error
metric, q = arg minq∈Pi

df (p, q).
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Figure 6.4: Concept of estimation error analysis: for the full observation set P0 (all points,
left) and the simplified set Pi (points, right), a smooth estimation function is
constructed, f̃P0 (solid line) and f̃Pi (dotted line) respectively. The estimation
error is defined by the normalized sum of squared differences between f̃P0 and
f̃Pi evaluated at all p ∈ P0.

6.3.2 Estimation Error Analysis (EEA)

Top-down clustering produces approximations of P0 by iteratively inserting points
in regions in which the cluster error is large. A dual approach is given by starting
with the full data set and removing measurements that are redundant. Our method
associates to a thinned observation set Pi an approximation of all observation values
f(p), p ∈ P0, and iteratively removes points from Pi which cause the least degrada-
tion in approximation quality. Our approximation function f̃Pi

: R3 → Rk (k is the
dimension of observation values) is given by a linear filter,

f̃Pi
(x) =

1

Z(Pi, x)

∑
p∈Pi

f(p) · wh(‖x− p‖) (6.10)

with
wh(s) = e−

s2

h2 ,

and Z(Pi, x) =
∑

p∈Pi
wh(‖x− p‖) provides normalization. The weighting function

wh is monotonically decreasing and assigns larger weights to points near x. The
parameter h defines the spatial scale of wh. The resulting approximation is a smooth
function that we will evaluate for points p ∈ P0 (see Fig. 6.4).

For the input set P0, we consider the function f̃P0 as a reference for the approxima-
tions f̃Pi

of the thinned observations Pi. Note, that f̃P0 is not an interpolation of the
observation values of the full data set, but rather a linearly filtered version. We define
the mean squared error of a thinning Pi of P0 as

Emse(Pi) =
1

|P0|
∑
p∈P0

‖f̃P0(p)− f̃Pi
(p)‖2. (6.11)

For i = 0, 1, 2, . . . , n − 1, we remove the point pj(i) ∈ Pi of the thinning Pi defined
by

pj(i) = arg min
p∈Pi

Emse(Pi \ {p})

and set
Pi+1 := Pi \ {pj(i)}.
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12 points 162 points 642 points 2562 points

Figure 6.5: Thinning based on evaluation of the estimation function f̃ at the positions of the
observations leads to a bias of the error due to uneven sampling (top left); we fix
this problem by using a regular grid to sample f̃ (top right); a regular sampling
of the globe is achieved by recursive subdivisions of the faces of the 20-sided
icosahedron (bottom).

Thus, the removal of observation at location pj(i) causes the least increase in mean
squared error Emse.

6.3.3 EEA on a Regular Grid

The EEA thinning algorithm iteratively selects the observation with the least degra-
dation on the global estimation function f̃ . The function f̃ is thereby evaluated at the
positions of the observations in the full data set P0. Since in most cases, the observa-
tions are distributed non-uniformly, this leads to a bias in the estimation error due to
the uneven sampling densities in P0.

In the first variant of the EEA algorithm, we propose to employ a regular grid on
the globe to evaluate the estimation function f̃ . We apply the grid of the GME that
is used for the model state vectors at the DWD. The grid of the GME is defined by
recursive subdivisions of the 20-sided icosahedron. The subdivision of each triangle
is performed by halving the edges, which results in four new triangles, whereby each
vertex in the grid is projected on the sphere.

The constructed grid contains 10n2
i + 2 vertices, where ni is the number of intervals

on one side of the icosahedron. The number ni also corresponds to the number of
subdivision steps l, ni = 2l. The grid of the GME provides a near uniform discretiza-
tion of the sphere, although it contains triangle fans of varying size and shape. For
details, see [106].

Let Gl be the set of vertices of a given GME grid of subdivision level l. According
to Eq. (6.11) we use the estimation error Emse(Pi, Gl), which is based on evaluating
squared differences between two estimation functions on the grid of the GME with a
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specified subdivision level l,

Emse(Pi, Gl) =
1

|Gl|
∑
q∈Gl

‖f̃P0(q)− f̃Pi
(q)‖2. (6.12)

The selection of the observation pj(i) to be removed in each step i = 0, 1, 2, . . . , n−1,
(where n again denotes the total number of observations in the full data set P0) is then
defined as

pj(i) = arg min
p∈Pi

Emse(Pi \ {p}, Gl). (6.13)

The regular grid Gl facilitates a near uniform sampling of the estimation function
f̃Pi

, see Fig. 6.5, and hence, allows for a more accurate evaluation of the difference
between two estimation functions. The parameter l defines the resolution of the
grid and can either be adjusted by the user, or is selected coherently with the model
resolution that is used in the assimilation.

6.3.4 Top-Down EEA

The EEA as well as the Grid-EEA are greedy thinning methods that employ the point
removal strategy. The greedy property is given by the fact that the methods work
iteratively by evaluating a number of potential candidates and by selecting the most
suitable (the candidate with the least increase in total error). This concept results
in locally optimal solutions, meaning that the thinning Pi is found as the best set
Pi ⊂ Pi−1. The goal, however, is to find the globally optimal thinning Pi ⊂ P0

with Emse(Pi) ≤ Emse(P
′
i ) for all P ′

i ⊂ P0, |P ′
i | = |Pi|. This global optimality

is not guaranteed for those thinnings in this work that were obtained using greedy
strategies.

Therefore, the iterative point removal method may select non-optimal points leading
the algorithm away from the globally optimal solution. Considering the data sets in
this work, the density of the thinned observation sets is at roughly 10% of the den-
sity of the full data set. Taking this into account, we propose thinning by top-down
estimation analysis (Top-Down EEA), in which observations are iteratively added
starting with the empty set. In case of applying the error sampling of the estimation
function on the regular grid, the Top-Down EEA works as follows. Recalling Eq.
(6.13), the observation pj(i) at step i = n− 1, n− 2, . . . , 1 is selected as:

pj(i) = arg min
p∈P0\Pi

Emse(Pi ∪ {p}, Gl),

yielding the observations set

Pi−1 := Pi ∪ {pj(i)}.

This approach has the advantage that the number of point insertion operations for
sparse thinnings is much smaller than the number of point removal steps in the tradi-
tional EEA. This results in an acceleration of the thinning procedure and simultane-
ously to an improvement in approximation quality due to reduced error accumulation.



96 THINNING OF OBSERVATIONS IN NUMERICAL WEATHER PREDICTION

6.4 IMPLEMENTATION AND ACCELERATION

6.4.1 Top-Down Clustering

For top-down clustering, we use a distance metric for which observation values are
scaled by a factor α in order to combine spatial distances with value differences
(6.8). In our implementation, we choose α such that a spatial distance of 100 km
corresponds to a difference in measurement values of 1 K, i.e. α = 100 km K−1.
We found this value by comparing the estimation error (6.11) for various thinnings,
and selecting the curve with the best overall performance.

6.4.2 Estimation Error Analysis

The parameter h in (6.10) controls the degree of smoothing of the estimation fil-
ter. We propose to choose h such that the filtered observation values f̃P0(p) are
within 5% of the range of physical measurement errors on average. In other words,

1
|P0|

∑
p∈P0

‖f̃P0(p) − f(p)‖ ≤ 0.05 · Emax, where Emax denotes the bound on the
physical measurement error in any of the observation channels.

Since the weighting function wh(‖x−p‖) decreases exponentially with the square of
the distance ‖x−p‖, in (6.10) the summation may be restricted for computing f̃Pi

(x)
for those observation locations p, which are not farther from x than, say r = 3h. For
p ∈ Pi consider

∆EPi
(p) := Emse(Pi \ {p})− Emse(Pi). (6.14)

The point removal in the estimation error analysis works by selecting the point
pj(i) ∈ Pi with minimal ∆EPi

(pj(i)) for removal. In our implementation, we main-
tain a priority queue of observation points p ∈ Pi starting with i = 0, which is sorted
by increasing error increments ∆EPi

(p). For each point removal step, we discard
the first priority queue element and update the error increments ∆EPi

(p) to the new
differences ∆EPi+1

(p). Recall that removing a point pj(i) ∈ Pi affects the approx-
imation f̃P (x) only within a range r of p. Therefore, error increments ∆EPi

(p) do
not change for all points p ∈ Pi that are sufficiently distant from the removed point
pj(i). More precisely, an update is required for p ∈ Pi \ {pj(i)} if and only if there is
an observation point q ∈ Pi with ‖pj(i) − q‖ ≤ r and ‖p− q‖ ≤ r.

Lazy Evaluation

Using the priority queue results in reduced computational costs, since only the error
increments of affected observations need to be recomputed for each removal step,
while the increments of all other observations remain untouched. However, depend-
ing on the parameter r, the number of required recomputations per observation re-
moval step can become rather large, for example, up to 100 for our data sets. The
resulting computational costs may consequently slow down the thinning procedure.

To accelerate the process, we propose to establish the so-called lazy evaluation ap-
proach, in which the updating procedure is slightly modified in order to save com-
putational costs. In contrast to the full updating procedure, no error increments are
updated after removing an observation. Instead, a validity test will indicate when an
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Figure 6.6: Overview of the processing pipeline at the DWD; in our work we focus on
thinning ATOVS brightness temperatures that are processed in a 1D-Var pre-
assimilation to obtain atmospheric temperatures, which are then used as input
for the 3D data assimilation step; the forecast provides a predicted model, which
in turn is used for the next assimilation cycle.

observation is to be removed. More specifically, considering the observation candi-
date for the removal operation, p ∈ Pi, we check whether all dependent observations
are still in Pi (i.e. all observations that have not yet been removed). If this is the case,
the error increment of p is still valid and p can be removed. Otherwise, the error
increment has to be recomputed and the corresponding element is reinserted into the
priority queue.

The benefit of the lazy evaluation is a reduced number of evaluated error increments
at each point insertion or removal step, leading to reduced computational costs. The
drawback is a slight loss in accuracy that follows from the fact that the search space
of possible observation candidates is smaller than for the full updating procedure,
which consequently produces a slightly different sequence of processed observations
during the thinning.

6.5 RESULTS

We present experimental results for satellite temperatures measurements, using the
proposed thinning strategies. The input data consists of brightness temperatures,
measured by the Advanced Microwave Sounding Unit-A (AMSU-A) on the NOAA-
15 and NOAA-16 satellites. In particular, we consider measurements over sea in
eight channels as typically used in the experimental analysis and forecast system of
the DWD. The values f(p) ∈ R8, p ∈ P0 are innovations, i.e. differences between
bias-corrected measured brightness temperature and first guess, which vary from −1
to 1 K (per channel), Fig. 6.7.

Figure 6.6 shows a schematic view of the pipeline that uses the simplified observa-
tion sets as input data. To integrate the brightness temperatures, the DWD employs
the so-called 1D-Var scheme before the temperatures are passed to the actual as-
similation module. The 1D-Var is a pre-assimilation step with the goal to retrieve
actual atmospheric temperatures, since the sounder delivers profiles that correspond
to temperatures integrated along the atmospheric layers.

The proposed EEA algorithms can operate as individual components, i.e. we com-
bine them with each other and consider the following EEA variants:

EEA: iterative point removal and evaluating f̃ at the positions of the observations in
P0;
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Top-Down EEA: iterative point insertion and evaluating f̃ at the positions of the
observations in P0;

Grid EEA: iterative point removal and evaluating f̃ on the regular grid Gl;

Top-Down Grid EEA: iterative point insertion and evaluating f̃ on the regular grid
Gl;

Moreover, these four variants can be implemented by either using the full updating
procedure or the lazy evaluation approach. As reference method we use stepwise
thinning that is retaining every third point in zonal and meridional direction, yielding
a spatial density of observations of about 70 to 140 km in the thinned data set.

Figure 6.8 shows a plot for differences in data density for the clustering and stepwise
thinning. Red regions indicate that the clustering or estimation method retains more
points than stepwise thinning in a window of 100 km×100 km. Blue regions indicate
that a lower data density is preserved with the clustering and estimation method. In
Fig. 6.8 (top), we observe two effects. Firstly, there are more measurements retained
by the clustering method on eastern boundaries of the two tracks at 120◦W. This is
due to the fact that in these regions the original observation set contains less obser-
vations per area unit due to scan line properties of the measurement device. More
specifically, the sampling density of observations decreases towards the far end of
the track because the camera looks at the surface under a non-right angle. Step-
wise thinning coherently removes observations in these areas without considering
this spatial effect, while the clustering method can overcome this problem by pre-
serving more points through modeling larger cluster errors. The same effect can be
observed at western track boundaries at 30◦E. Secondly, the clustering method re-
tains more points in regions in which satellite tracks overlap, such as at 135◦W, 50◦S
due to its capability of preserving observations with large variance in measurement
values, although when they are spatially close. The same two effects can be observed
for the density difference between the estimation method and stepwise thinning, Fig.
6.8 (bottom).

Figure 6.9 shows error curves with respect to the mean-squared estimation error,
Eq. (6.11), for top-down clustering and EEA with h = 50 km, Eq. (6.10). In our
experiments, we found that the clustering method provides better results than the
stepwise thinning strategy. Estimation error analysis was designed to minimize the
error shown in Fig. 6.9 and therefore provides best results down to about 5,000 re-
maining observations. For larger h, i.e. h = 100 km, EEA performs still better, even
for thinnings with less remaining observations, Fig. 6.10.

The approximation quality of the methods is compared in terms of the grid-based
mean-squared estimation error Emse, Eq. (6.12), for which we use a grid with a
dense sampling (G8) to obtain an accurate error evaluation. It should be noted that
the grid resolution may be individually adjusted for the thinning process and for the
computation of the approximation quality (6.12). For example, we can choose a
smaller l for the thinning for acceleration purposes. Figure 6.11 shows the resulting
error Emse(Pi, G8) for various grid resolutions. Considering the number of original
observations, applying a grid with reduced resolution, for example, l = 6 with 6,245
samples, already results in a satisfying approximation quality. Increasing the grid
resolution marginally improves the performance, i.e. l = 7.
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Results of applying the top-down EEA variant are shown in Fig. 6.12. We consider
two scenarios: firstly, applying the top-down strategy while evaluating the estimation
errors at the positions of the observations. There we observe a significant improve-
ment in approximation quality, Fig. 6.12 (top). Secondly, we apply the regular grid
G6 where a smaller quality gain for thinnings with a small number of retained ob-
servations is obtained. We found that this behavior is typical, meaning that the grid
variant of the EEA approach based on point removal provides good data approxi-
mation even for strong thinnings. It should be noted that in Fig. 6.12(top), we used
the error measure based on evaluation of the differences in estimation function at the
positions of the original points in P0, see Eq. (6.11).

Table 6.1 shows timings for various thinnings achieved with the proposed methods.
Two effects can be observed: for the top-down approach, the run time is proportional
to the number of retained observations, while the variants based the point removal
strategy show inverse proportionality. Secondly, the regular grids can be leveraged to
accelerate the thinning process by using smaller resolutions l, such as the number of
samples for evaluation of f̃ on the grid G6 is much smaller (6,245 samples) than for
the traditional EEA approach (27,637 samples). Lastly, the lazy evaluation technique
significantly reduces the run times. In other words, in order to construct a thinning
with 3,000 retained observations, the Grid EEA method needs 63 seconds using the
full updating procedure, while the lazy evaluation scheme needs only 0.78 seconds.
Compared to the computational costs of several minutes of the 1D-Var scheme, the
run time of the top-down clustering and the EEA variants based using lazy evaluation
is negligible. It requires only one to seven seconds (stepwise thinning costs less than
0.1 seconds).

Focusing on the approximation quality when applying the lazy evaluation method,
we observe that the quality loss is negligible for the point removal strategy, Fig.
6.13(top). The top-down approach, however, leads to a noticeable increase in ap-
proximation error for thinnings that retain more than 15% of the original observa-
tions. The acceleration technique in combination with the top-down approach is thus
only suitable, if a small number of observations is desired.

We present results of experimental analysis-forecast cycles using top-down cluster-
ing, EEA, and stepwise thinning over the period of 27th December 2004 to 22nd Jan-
uary 2005. All experiments are carried out with the global model GME of Deutscher
Wetterdienst with 40 km horizontal resolution and 40 vertical levels, Majewski et
al. [106], and assimilation by optimal interpolation.

Figure 6.14 shows the northern hemispheric mean anomaly correlations for the
500 hPa geopotential in dependence on the forecast time for all three thinning ap-
proaches. Both the estimation error analysis and the clustering method show slightly
higher anomaly correlations compared to the stepwise thinning with the largest pos-
itive impact for forecast lead times of more than 60 hours. While the difference be-
tween estimation error analysis and stepwise thinning increases almost linearly over
the last four days of the forecast time, the difference between clustering and stepwise
thinning increases moderately at the beginning, and with a higher rate for days 5 to
7. The difference between estimation error analysis and clustering is much smaller
than the difference between stepwise thinning and each of the two other methods.
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Compared to the consistent improvements achieved by the two adaptive methods in
the northern hemisphere, the experimental results show an ambiguous behavior for
the southern hemisphere (Fig. 6.15). While there are only very small differences
between estimation error analysis and stepwise thinning, there are slightly higher
anomaly correlations of the estimation error approach. However, this does not apply
to the difference between low anomaly correlations at forecasts for 156 hours. The
positive impact of the estimation error analysis is clearly less significant on the south-
ern hemisphere compared to the northern one. The southern hemispheric anomaly
correlations resulting from the cluster method are lower than those related to step-
wise thinning. The negative impact is comparable in magnitude to the positive impact
seen in Fig. 6.14.

Since all presented differences of forecast scores are small and rely on a relatively
small number of forecasts, we investigated the results in more detail for more than
60 hours forecast lead time. We found that the positive and negative impacts are not
caused by strong outliers, but rather that the average scores shown in Fig. 6.14 and
Fig. 6.15 are representative for most of the 27 forecasts.

We compare the Top-Down Clustering method to the EEA approach in terms of thin-
ning characteristics near a gradient. Figure 6.16 shows an artificial data set contain-
ing 10,000 data points that are pseudo randomly distributed in a 1,000 km×1,000 km
square. The full data set shown in Fig. 6.16a contains a gradient in observation val-
ues within a range of 200 km. Figures 6.16(b-d) shows thinnings with 1,000 retained
observations using the clustering method, whereby we vary the parameter α, used
to weight the observation values relative to the spatial distances between the obser-
vations, Eq. (6.8). A value of α = 0 ignores differences in observation value and
yields the expected result in Fig. 6.16(b): no increased data density near the gradi-
ent is generated. Increasing α concentrates more points near the gradient. Figures
6.16(e-g) show the corresponding thinnings using the EEA method. We observe that
the EEA heavily concentrates observations near the gradient, while observations in
homogeneous regions are almost completely removed. This behavior is intuitively
understandable, since the estimation concept ignores spatial distances.
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Figure 6.7: Full data set: differences of observed brightness temperatures and first guess in
K for channel 5 of the AMSU-A device on the NOAA-15 satellite; observations
were measured on 21st July 2004, 2230 – 0130 UTC; data set consists of 27,367
measurements.

Figure 6.8: Differences in data density between top-down clustering and stepwise thinning
(top) and between estimation error analysis and stepwise thinning (bottom). The
color corresponds to the average difference of numbers of observations retained
in 100 km× 100 km boxes by the compared methods.
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Figure 6.9: Comparison of top-down clustering, estimation error analysis, and stepwise thin-
ning, with respect to the estimation error (6.11); top: mean squared estimation
error; bottom: signal to noise ratio (SNR) of the mean-squared estimation er-
ror in dB that gives the error relative to the mean absolute value of the signal,
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Eq. (6.10); h = 100 km (top) and h = 200 km (bottom); Fig. 6.9 shows the
curves for h = 50 km.
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Figure 6.11: Comparison of the EEA method to the grid-variant based on the error
Emse(Pi, G8) (6.12); the grid-based thinning is carried out using a grid of vary-
ing resolutions l; in brackets the number of grid samples that are considered
during the thinning.
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retained observations 1000 2000 3000 5000 15000 25000

Top-Down Clustering 0.29 0.35 0.39 0.44 0.62 0.69

EEA with full updating

EEA 120 120 110 98 93 25

Top-Down EEA 13 24 36 58 140 180

Grid EEA 81 69 63 57 45 11

Grid Top-Down EEA 4.9 9.6 14 23 55 68

EEA with lazy evaluation

EEA 4.6 4.4 4.3 4.0 2.4 0.7

Top-Down EEA 3.4 3.9 4.1 4.5 5.8 7.1

Grid EEA 0.87 0.83 0.78 0.74 0.44 0.14

Grid Top-Down EEA 0.47 0.56 0.62 0.72 0.98 1.2

Table 6.1: Timings in seconds for the proposed methods; the run times for the EEA variants
are measured using the full updating procedure for priority queue maintenance
(top), and using the lazy evaluation strategy, which leads to a drastic accelera-
tion (bottom); the bold timings indicate the fastest method for the corresponding
thinning.
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Figure 6.13: The performance impact of the lazy evaluation strategy is negligible for the
Grid EEA using the point removal strategy (top), while there is a significant
quality loss using the point insertion approach for thinnings with more than
15% retained observations (bottom).
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Figure 6.14: Top: anomaly correlations of 500 hPa geopotential for the northern hemi-
sphere based on 27 156 h-forecasts started at 12 UTC between 27th December
2004 and 22nd January 2005 as comparison between estimation error analysis
(solid line), top-down clustering (dotted), and stepwise thinning (dashed); bot-
tom: same as above but for estimation error analysis minus stepwise thinning
(solid) and clustering minus stepwise thinning (dotted).
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Figure 6.15: Same as Fig. 6.14 but for the southern hemisphere.
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(a) full data set

(b) clustering (c) clustering (d) clustering
α = 0km/K α = 100km/K α = 300km/K

(e) EEA (f) EEA (g) EEA
h = 50km h = 100km h = 200km

Figure 6.16: The thinning characteristics for an (artificial) data set containing 10,000 obser-
vations distributed on a 1,000 km × 1,000 km region; the data set contains a
200 km wide gradient (a); thinning down to 1000 observations using the clus-
tering scheme with different parameters α (b-d); corresponding thinning using
the EEA method concentrates more points near the gradient (e-g).



CHAPTER 7

SUMMARY, CONCLUSION, AND
FUTURE WORK

7.1 SUMMARY

In this thesis, we addressed two fundamental problems in the field computer graphics,
namely surface compression and surface rendering. Our work was motivated by
the increasing demand for efficient representations of large and densely sampled 3D
models that are available by means of various types of acquisition techniques, such
as laser range scanning and modeling. We proposed to represent the surface by a set
of patches, each of which was parameterized as a height field over a planar domain,
and then resampled on a regular grid. The entire model representation consisted of
irregularly shaped elevation images complemented by side information.

In the first application, we utilized the elevation map data structure for the purpose
of 3D surface compression. With our elementary parameterization, the encoder pro-
cesses the resampled elevation maps using a state-of-the-art shape-adaptive image
wavelet coder. Our method thereby transfers the problem of 3D geometry coding
to 2D image coding. Furthermore, we presented several optimization schemes that
improved the overall performance. Utilizing the rate-distortion optimization, we an-
alyzed the relationship between the model complexity, the underlying sampling den-
sity, and the sizes of the bit-streams that were used for each patch.

In the second application, we demonstrated the function of elevation maps for hard-
ware-accelerated surface rendering. Our rendering framework was embedded in the
scenario, where 3D models are available in a data base in compressed form, gen-
erated with our coder. Instead of reconstructing the entire geometry, we proposed
to render the elevation maps directly, after applying the decoding of the elevation
images. Additionally, we proposed an attribute interpolation scheme, which profits
from exploiting the regular structure of the underlying base domains in the context
of fast and high-quality rendering. We showed that this interpolation scheme enables
enhanced shader effects, such as reflection and high-detail texturing, which was dif-
ficult with previous standard approaches that rely on splat attribute blending.
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In the last part of the thesis, we presented methods for thinning large sets of meteoro-
logical observations for data assimilation in weather forecast systems. In the cluster-
ing scheme, representative observations were inserted iteratively into a growing set
of observations. When the desired data set size was reached, a relaxation procedure
improved the approximation of the original full set of observations. The approxima-
tion quality was modeled using a metric that combines spatial distance of observation
locations with measurement values. In the procedure of removing observations from
the full data set, we proposed to use an estimation of the quality of thinned sets of
observations to iteratively identify and remove the most redundant observation. In
both methods more measurements were retained in regions with large variance in the
original signal, while in homogeneous regions few measurements remained.

7.2 DISCUSSION, CONCLUSION, AND FUTURE WORK

7.2.1 Elevation Maps for 3D Graphics

The advantage of the elevation map representation is that it can be applied to mesh-
and point-based geometry. This unified approach is possible because our pipeline
relies only on an appropriate surface representation of the underlying 3D surface.
If the input model is a mesh, the surface is explicitly given by the set of triangles.
For point-based input models, we utilized the MLS approach to obtain a continuous
surface.

Applying the elevation maps to surface compression, results in a significant improve-
ment of the rate-distortion performance when compared to state-of-the-art point sur-
face compression. If the reconstructed model is a mesh, our coder still achieves
results that are comparable to those of the best mesh compression algorithms, such
as normal mesh compression. However, in contrast to this method, our framework is
based on an elementary parameterization, which leads to simple implementations.

For the application of hardware-accelerated rendering, we showed that the elevation
maps can directly be rendered in their compact form without reconstructing the point
set or the mesh. For point-based rendering, an important benefit is that we bring splat
rendering in line with mesh rendering in two ways. Firstly, since we do not need to
blend overlapping splats, we reduce the rendering complexity to only one rendering
pass. This makes our method suitable for hybrid applications in which mesh and splat
rendering primitives are combined. Secondly, due to correct attribute interpolation,
we obtain consistent lighting for neighboring fragments.

With our rendering scheme, we are also able to integrate common GPU shader al-
gorithms that have originally been designed for triangle rendering in a splat-based
environment (e.g., Phong lighting, texture mapping, and environment mapping). Us-
ing a similar rendering pipeline for triangles and points, allows for choosing the most
appropriate rendering primitive for each application. For example, mesh rendering
may be used at a close-up view, while points have shown to be appropriate in level-
of-detail applications.

Our approach offers new perspectives for splat-based rendering. We incorporated
advantageous interpolation as used for meshes in a splat-based environment. Our
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framework can be understood as an interim local simulation of a mesh-like struc-
ture without explicitly storing connectivity information. Our approach facilitates to
choose the final interpolation method. For example, we may use higher order neigh-
borhoods to construct per-fragment attributes. Our pipeline also allows extending
MIP mapping to geometry data (elevation maps), which offers new perspectives for
static level-of-detail rendering of complex geometries.

The next generations of graphics hardware will incorporate primitive insertion in the
vertex stream. This will further improve our approach with regards of dynamic LOD.
Our framework moves away from the traditional concept of splatting: we separate
splat shapes and position from attribute reconstruction through interpolation on the
patch. As in traditional hardware-accelerated splatting approaches, the bottleneck
still remains in the fragment stage. However, the produced overdraw in our pipeline
is typically lower than that in previous blending approaches, since overlapping is
only required for gap free rendering, and not for attribute blending.

One of the positive effects of the elevation map representation for rendering is that
we obtain fast mesh rendering using triangle strips that can directly be derived from
the regular structure. Simultaneously, the memory usage is lower in comparison to
standard stripification.

Currently, the limitation of our method is that it widely destroys the (perhaps adap-
tive) sampling in the original model. Moreover, the elevation maps are not suitable
for representing diffuse and uncorrelated objects (e.g., plant models). They rather
aim at densely sampled surface-like 3D objects, i.e. models that were acquired by
a laser range scanner. Additionally, there is the requirement for a pre-processing
overhead in order to construct the representation, which makes the method less suit-
able for real-time applications. Furthermore, the elevation maps keep the geometry
fixed, for example the mapping of deformable models requires to introduce a dy-
namic elevation map representation. However, the height field representation intro-
duces opportunities for surface deformation, since the height values may be changed
dynamically, which in turn may produce the desired effect.

The elevation map representation is perfectly suitable for the digital museum, where
a large number of densely sampled models is organized in a data base. The com-
pression method can be used to store the data compactly, while the rendering method
can be applied to render the height fields (as mesh or point set) efficiently without
reconstructing the complete surfaces.

In future work we will consider the following ideas:

Pre-processing: To overcome the requirement for pre-processing, one may derive
the elevation maps directly from scanned data. In fact, a surface representation
with range images is similar to our representation, in that for each range image
we have a base plane in 3D-space, and a regularly sampled height map with
shaped support. Thus, the construction of elevation maps can be interpreted as a
reverse construction of range images for a given model.

Higher order elevation maps: We can extend our approach of elevation maps to
higher order base domains. By fitting polynomials to the original patches, we
can replace the patch planes by patch polynomial surfaces, which may be more
suitable for approximating the original surface.
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Error evaluation: We may compare the compression method to previous coders with
respect to error measures that model human visual perception more appropriately
than the L2 metric does. We may also incorporate boundary conditions in the
coding process in order to reduce reconstruction artifacts in these regions.

Hierarchical elevation maps: Many applications use multi-resolution representations
for point- and mesh-based models, whereby the model resolution can vary from
very coarse to extremely dense. We may think about adapting the elevation map
data structure to multi-resolution models. For example, we use a small number
of patches, if the model is represented at a low resolution, and a larger number
of patches for high-resolution representations. The transition between the two
patch layouts is thereby organized in a tree structure, which yields an one-to-one
mapping between a sequence of embedded meshes and elevation fields.

Alternative compression: Common wavelet filters were designed to perform best for
natural images that contain high- and low-frequency components. However, our
height field images show a higher portion of low-frequency components, while
high-frequency components (e.g., sharp features) are rare. Alternative wavelet
filters or even other image coding methods may be applied to improve the com-
pression performance, for example fractal image coding [117].

7.2.2 Thinning Methods for Numerical Weather Prediction

Applying our adaptive thinning methods to AMSU-A satellite data resulted in im-
provements over the stepwise thinning. The spatial distribution of the thinned data,
and the approximation quality of the full data set with respect to the mean squared
estimation error was improved. The clustering and estimation error method were
applied to the same type of observations within the analysis-forecast cycles over a
period of about four weeks. The results showed that more accurate forecasts can be
achieved with clustering and estimation error analysis on the northern hemisphere
when compared to forecasts relying on the stepwise thinning. On the southern hemi-
sphere, estimation error resulted in marginally improved scores. However, the clus-
tering method produced a negative impact with respect to stepwise thinning. This
raises the need for more detailed studies of the clustering method in future work. For
example, the metric can either be tuned or other modifications can be applied to the
clustering method in order to preserve the variance of the innovations.

For a practical application, we recommend to use the estimation error analysis scheme
based on regular grids. Depending on the input data density and the desired number
of retained observations, the top-down approach using the full updating procedure
has shown the best approximation quality at tolerable computational costs. Future
satellites are expected to deliver data sets with a much higher density, and addition-
ally, there is a demand for further decreasing the desired number of retained observa-
tions. For these scenarios, the lazy evaluation strategy may become more meaningful
to accelerate the data reduction.



DISCUSSION, CONCLUSION, AND FUTURE WORK 7.2 111

In future work, we may consider the following topics:

Error evaluation: Although, we evaluated our algorithms with respect to the geomet-
ric approximation error and forecast scores, there is a demand for more sophis-
ticated evaluation methods. In fact, our geometric measure is only an intuitive
heuristic to describe the approximation quality. However, it does not model the
processes within the assimilation procedure. Future research may analyze the
behavior of the geometric measure compared to the quality of the assimilation
and the forecast procedure.

Extremely sparse thinnings: The comparison of the methods when thinning to ex-
tremely sparse data sets is also an important topic of future studies. Less input
data in the global analysis is computationally beneficial, and can be necessary to
avoid spatially correlated observation errors. However, the importance of incor-
porating the observed values themselves in the thinning approach increases with
a decreasing number of retained observations to preserve the essential informa-
tion content of the data.

Temporal thinning: In this thesis, we addressed the problem of spatial observations
thinning, meaning that we processed data sets under the assumption that the
observation time is constant. New operational schemes additionally consider
the time component during the assimilation, resulting in the so-called 4D varia-
tional scheme. We may incorporate the time component in the thinning proce-
dure, yielding thinnings that are suitable for the newly introduced assimilation
schemes.

Thinning of mixed data: In future work, we plan to apply the thinning methods to
other types of observational data, such as wind and humidity. Furthermore, data
sets from different sources, such as land stations and intercontinental flights, may
be combined to one data set that is processed by our thinning module.
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[130] RABIER, F., JÄRVINEN, H., KLINKER, E., MAHFOUF, J.-F., SIMMONS,
A.: The ECMWF operational implementation of four-dimensional variational
analysis. I: Experimental results with simplified physics. Quarterly Journal of
the Royal Meteorological Society, vol. 126, pp. 1143–1170, 2000.

[131] RAMACHANDRAN, R., LI, X., MOVVA, S., GRAVES, S., GRECO, S., EM-
MITT, D., TERRY, J., ATLAS, R.: Intelligent data thinning algorithm for earth
system numerical model research and application. In Proceedings 21st Inter-
national Conference on Interactive Information Processing Systems (IIPS) for
Meteorology, Oceanography, and Hydrology, San Diego. 2005.

[132] REN, L., PFISTER, H., ZWICKER, M.: Object space EWA surface splatting:
A hardware accelerated approach to high quality point rendering. Computer
Graphics Forum, vol. 21, no. 3, pp. 461–470, 2002.

[133] REUTER, P.: Reconstruction and rendering of implicit surfaces from large
unorganized point sets. Ph.D. thesis, LaBRI - Universite Bordeaux-1, 2003.

[134] RIISHøJGAARD, L. P.: A direct way of specifying flow-dependent back-
ground error correlations for meteorological analysis systems. Tellus, vol.
50A, pp. 42–57, 1997.

[135] ROSSIGNAC, J.: Edgebreaker: Connectivity compression for triangle meshes.
IEEE Transactions on Visualization and Computer Graphics, vol. 5, no. 4, pp.
47–61, 1999.

[136] RUSINKIEWICZ, S., LEVOY, M.: QSplat: A multiresolution point rendering
system for large meshes. In Proceedings ACM SIGGRAPH, pp. 343–352.
2000.

[137] SAID, A., PEARLMAN, W. A.: An image multiresolution representation for
lossless and lossy image compression. IEEE Transactions on Image Process-
ing, vol. 5, no. 9, pp. 1303–1310, 1996.



123

[138] SANDER, P., WOOD, Z., GORTLER, S., SNYDER, J., HOPPE, H.: Multi-
chart geometry images. In Proceedings Symposium on Geometry Processing,
pp. 146–154. 2003.

[139] SANDER, P. V., SNYDER, J., GORTLER, S. J., HOPPE, H.: Texture mapping
progressive meshes. In Proceedings ACM SIGGRAPH, pp. 409–416. 2001.

[140] SATO, K., INOKUCHI, S.: Three-dimensional surface measurement by space
encoding. Journal of Robotic Systems, vol. 2, pp. 27–39, 1985.

[141] SCHALL, O., BELYAEV, A., SEIDEL, H.-P.: Robust filtering of noisy scat-
tered point data. In Symposium on Point-Based Graphics, pp. 71–77. 2005.

[142] SHAFFER, E., GARLAND, M.: Efficient adaptive simplification of massive
meshes. In Proceedings IEEE Conference on Visualization, pp. 127–134.
2001.

[143] SHANNON, C. E.: Coding theorems for a discrete source with a fidelity crite-
rion. IRE National Convention Record, Part 4, pp. 142–163, 1959.

[144] SHANNON, C. E.: A mathematical theory of communication. Bell System
Technical Journal, vol. 27, pp. 379–423 and 623–656, July and October 1948.

[145] SHARF, A., ALEXA, M., COHEN-OR, D.: Context-based surface comple-
tion. ACM Transactions on Graphics, vol. 23, no. 3, pp. 878–887, 2004.

[146] SHEFFER, A., GOTSMAN, C., DYN, N.: Robust spherical parameterization
of triangular meshes. Computing, vol. 72, no. 1–2, pp. 185–193, 2004.

[147] SHEFFER, A., PRAUN, E., ROSE, K.: Mesh parameterization methods and
their applications. Foundations and Trends(R) in Computer Graphics and Vi-
sion, to appear.

[148] SHEPARD, D.: A two-dimensional interpolation function for irregularly-
spaced data. In Proceedings of the 23rd ACM National Conference, pp. 517–
524. 1968.

[149] SORKINE, O., COHEN-OR, D., GOLDENTHAL, R., LISCHINSKI, D.:
Bounded-distortion piecewise mesh paramterization. In IEEE Visualization,
pp. 355–362. 2002.

[150] SORKINE, O., COHEN-OR, D., TOLEDO, S.: High-pass quantization for
mesh encoding. In Proceedings Symposium on Geometry Processing, pp. 42–
51. 2003.

[151] Stanford 3D scanning repository, Apr. 2006, http://graphics.
stanford.edu/data/3Dscanrep/.

[152] SZYMCZAK, A., ROSSIGNAC, J., KING, D.: Piecewise regular meshes: Con-
struction and compression. Graphical Models, vol. 64, pp. 183–198, 2002.



124 BIBLIOGRAPHY

[153] TALTON, J. O., CARR, N. A., HART, J. C.: Voronoi rasterization of sparse
point sets. In Proceedings Symposium on Point-Based Graphics, pp. 33–37.
2005.

[154] TAUBIN, G., ROSSIGNAC, J.: Geometric compression through topological
surgery. ACM Transactions on Graphics, vol. 17, no. 2, pp. 84–115, 1998.
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APPENDIX B - 3D DATA SETS

• Model of Imperia (3,599,619), as points
• Shakyamuni (996,956), as mesh and points
Konstanz 3D Model Repository [86]
(scanned under the supervision of the author)

• Venus (50,002), as mesh
also as Igea (134,345), as points
• Rabbit (67,039), as mesh and points
• Isis (187,644), as points
• Goddess (523,578), as mesh
• Balljoint (137,062), as mesh and points
• Seashell (195,861), as mesh
Cyberware Scanning Samples [31]

• Dragon (437,645), as mesh and points
• David (3,614,098), as mesh and points
• Lucy (14,020,068), as points
Stanford Scanning Repository [151]

• Filigree (514,300), as mesh
AIM@SHAPE Shape Repository v3.0 [1]
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APPENDIX C - GLOSSARY OF NOTATIONS

Chapter 2: Surface Representations

p . . . . . . . . . . . A point in R3

P . . . . . . . . . . . The set of input sample points

(P , C) . . . . . . . A triangular mesh consisting of points P and connectivity C
S, S(P) . . . . . The 2-manifold surface associated to the input set P
nS(p) . . . . . . . The normal of surface S at point p

Ψ(·) . . . . . . . . The MLS projection operator

H , H(n, q) . . The MLS reference plane, defined by a point q and a normal n

θ(·) . . . . . . . . . The weighting function used for the MLS projection

h . . . . . . . . . . . The scaling parameter of the weighting function θ(·)
g(·, ·) . . . . . . . The bivariate polynomial used for the MLS projection

Chapters 3, 4, and 5: Elevation Maps

P̂ . . . . . . . . . . . The set of resampled points

Ŝ, S(P̂) . . . . . The surface associated to P̂
d(p,S) . . . . . . The distance of point p to the surface S
d(Ŝ,S) . . . . . . The asymmetric distance of the surface Ŝ to the surface S
Erms(Ŝ,S) . . The symmetric root-mean-squared distance between Ŝ and S
PSNR . . . . . . . The peak-signal-to-noise ratio

dB . . . . . . . . . . The diagonal length of the axis-aligned bounding box of S
S . . . . . . . . . . . A surface patch S ⊆ S
D, D(S) . . . . The parameterization reference plane of the surface patch S

nD . . . . . . . . . . The normal of the reference plane D

rD . . . . . . . . . . The reference point of the reference plane D

A(S) . . . . . . . . The aperture of the surface patch S

Q . . . . . . . . . . . The projection of the surface patch S onto the reference plane D

R . . . . . . . . . . . A partition of the surface S
J (R) . . . . . . . The total costs for a partition R
∆JSi,Sj

(R) . . The increase in total costs, when merging two patches Si and Sj in R
α . . . . . . . . . . . The maximum aperture angle during the patch splitting phase

β . . . . . . . . . . . The maximum aperture angle during the patch merging phase
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NP,k(p) . . . . . The set of k-nearest neighbors of point p in set P
∆S . . . . . . . . . The length of the sampling interval assigned to surface patch S

GS . . . . . . . . . . The grid points, defined by the sampling interval ∆S and Q

µ . . . . . . . . . . . The scaling parameter to adjust the data density of P̂
fS(q), f(q) . . The (original) elevation value at a grid point q in patch S

f̂S(q) . . . . . . . The decoded elevation value at a grid point q in patch S

B . . . . . . . . . . . The user assigned bit budget

R
(i)
S . . . . . . . . . The rate of patch S obtained by truncating the bit-stream at index i

E
(i)
S . . . . . . . . . The error of surface patch S

r . . . . . . . . . . . The (automatically computed) radius of a splat

Chapter 6: Numerical Weather Prediction

x . . . . . . . . . . . The model basis

Nx . . . . . . . . . . The number of points on the model grid

y . . . . . . . . . . . The vector of observation values

Ny . . . . . . . . . . The number of observations

xb . . . . . . . . . . The background vector, referred to as first guess

xt . . . . . . . . . . The true state of the atmosphere at the locations of the model grid

yt . . . . . . . . . . The true state of the atmosphere at the locations of the observations

H(x) . . . . . . . The observation operator

O . . . . . . . . . . . The error covariance matrix of observations

F . . . . . . . . . . . The error covariance matrix of the observation operator

R . . . . . . . . . . . The observation error correlation matrix, O + F

xa . . . . . . . . . . The assimilated model state vector

J(x) . . . . . . . . The assimilation cost functional

Hb . . . . . . . . . . The linearized Jacobian of H(x), evaluated at x = xb

(λ, φ) . . . . . . . The geographic coordinates of a point (longitude and latitude)

P0 . . . . . . . . . . The positions of the input observations

p . . . . . . . . . . . An observation, i.e. p ∈ P0

f(p) . . . . . . . . The value of observation p, e.g., brightness temperature

k . . . . . . . . . . . The dimension of an observation value f(p)

n . . . . . . . . . . . The number of observations in the full data set P0

Pi . . . . . . . . . . A thinned observation set with n− i retained observations

E(Pi, P0) . . . . The formal approximation error of thinning Pi with respect to P0
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C . . . . . . . . . . . A cluster of observations

p̄ . . . . . . . . . . . The centroid of a cluster

v̄ . . . . . . . . . . . The mean observation value of observations in a cluster

df (·, ·) . . . . . . The adaptive distance between two observations

α . . . . . . . . . . . The observation value scaling factor that is used to compute df

e(C, p) . . . . . . The squared error of cluster C with respect to p

p̂ . . . . . . . . . . . The cluster centroid

S . . . . . . . . . . . The covariance matrix of a cluster

f̃Pi
(x) . . . . . . . The estimated observation value of a location x with respect to Pi

wh . . . . . . . . . . The weighting function used for observation value estimation

h . . . . . . . . . . . The spatial scale of wh

Emse(Pi) . . . . The mean-squared estimation error of Pi with respect to P0

pj(i) . . . . . . . . . The observation that is removed at step i

Gl . . . . . . . . . . The grid of the GME

l . . . . . . . . . . . . The subdivision level of the GME grid Gl

Emse(Pi, Gl) . The mean-squared estimation error of Pi with respect to Gl

r . . . . . . . . . . . The estimation influence radius of an observation

K . . . . . . . . . . Kelvin
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